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ABSTRACT

Standard genetic algorithms have difficulty finding optimal solutions to combinatorial optimization
problems when the problem representation results in interdependent bits that are not proximally
located on the chromosome. This is known as the "linkage problem" and has been a major
impediment to the development of competent GAs, capable of performing well over a large range of
problem difficulty. The objective of this research is to design and test an approach to genetic
algorithms that employs genotypic learning to do intelligent recombination, in an effort to partially
address this problem.

This research introduces a new Collective Learning Genetic Algorithm (CLGA) which applies the
adaptive learning paradigm of Collective Learning Systems Theory to do intelligent recombination
based on a cooperative exchange of knowledge between interacting chromosomes. Each individual
in the population observes a unique set of features in the chromosomes with which it interacts in
order to explicitly estimate the average fitnesses of schemata in the population, and to use that
information to guide recombination. The stages of evolution are still controlled by a global
algorithm, but much of the control in the CLGA is distributed among chromosomes that are
individually responsible for recombination, mutation and selection. The primary research hypothesis
of this work is that the CLGA is capable of effectively and efficiently finding high quality solutions
to combinatorial optimization problems over a large range of problem difficulty.

The effects of various operating parameters on CLGA performance were investigated to provide
insight into CLGA behavior. Performance was found to be independent of the size of features
observed, indicating that the CLGA's success is not due to explicit linkage learning. Intelligent
recombination was found to behave similar to more standard recombination operators on less
difficult problems, but more similar to mutation on difficult problems. This was attributed to the
fact that decisions in the CLGA are based on the consistency of the information provided by the
environment. When problem difficulty is high, the variance of the decisions is high, causing the
CLGA to behave more randomly; when problem difficulty is low, decisions are more informed
causing the CLGA to behave more intelligently. The result is a form of adaptive implicit mutation.

CLGA was also tested against two different genetic algorithms, ESGAT and GENITOR, on several
different types of combinatorial optimization problems. CLGA was found to perform as well, or
better than either algorithm on all problems late in evolution, and as well or better on difficult
problems early in evolution.

The major contributions of this work are the introduction of a new paradigm for implementing
genetic algorithms, and the confirmation of the utility of genotypic learning as a mechanism for
adapting recombination to the level of problem difficulty.
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Chapter 1: Introduction

CHAPTER 1: INTRODUCTION

This dissertation addresses the feasibility and utility of a new type of genetic algorithm that
incorporates learning to enhance its ability to solve combinatorial optimization problems
traditionally difficult for standard genetic algorithms. This first chapter presents a summary
of the main elements of the research and highlights the original contributions of the work.
The chapter concludes with sections describing notational conventions and document
organization.

1.1 Summary

1.1.1 Problem Description

Genetic algorithms are search algorithms inspired by biological evolution. Although
originally developed to study adaptation, they are currently most often used for
optimization. Solutions are encoded as binary strings called chromosomes that evolve in
parallel by means of random variation via mutation and/or recombination followed by
natural selection. Bits are exchanged between chromosomes and/or modified by mutation
to generate new solutions. The fittest, or best solutions tend to survive and reproduce, thus
propagating their genetic material to future generations. The key idea is that by mixing and
matching "good" solutions, better solutions will eventually be found, leading ultimately to
an optimal (or near-optimal) solution.

Standard genetic algorithms work well when bits in the chromosome are independent, or
when dependent bits are proximally located on the binary string. This is primarily due to
the inherent biases of typical recombination methods, which tend to favor keeping
contiguous bits together during exchanges. Unbiased methods are typically very disruptive,
breaking up useful configurations of bits as often as they bring them together. The
ramifications of this are that genetic algorithms tend to be sensitive to problem
representation or, more directly, to the linkages and proximity of dependent bits, also
referred to as problem epistasis. This is known as the "linkage problem" and has been
studied extensively (directly and indirectly) since genetic algorithms were first developed.

Four main approaches have been taken to try to alleviate this problem. Various new bit
exchange operators have been proposed to improve recombination. The limitations of fixed
operators has led to the investigation of self-adaptation methods which attempt to evolve
operators and/or parameters along with the solutions. This approach has been expanded to
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the evolution of representations in which various attempts have been made to explicitly
determine gene linkage. Finally, several researchers have begun to investigate the idea of
using statistical methods to analyze the distribution of alleles in genetic populations. This
has led to several methods which generate new individuals one at a time using models
inferred from the analysis of bit interactions during evolution. All of these approaches
reflect the great deal of effort that has been expended to try to solve the linkage problem.
The ultimate goal is to develop a competent GA, one that is robust enough to perform well
over a variety of different problems. The various methods associated with these approaches
are more fully reviewed in chapter 2.

The role of learning in the context of natural evolution is unclear, but its effect has been
conjectured at many different levels. Some have drawn analogies between learning and
evolution as two adaptive processes, the former occurring during the lifetime of an
individual, and the latter over many generations. The degree to which these processes
interact, however, is still an open question.

This research considers how learning might be incorporated into a genetic algorithm to
improve its search. Given a population of strings in which the linkages between bits are a
priori unknown, it is reasonable to hypothesize that an approach to genetic algorithms that
incorporates some type of learning mechanism at the chromosome level (referred to as
genotypic learning) might be able to learn linkages dynamically as evolution proceeds,
and subsequently adapt to the problem representation at hand. The objective of this
research is therefore, to design and test an approach to genetic algorithms that employs
genotypic learning to do intelligent recombination, in order to efficiently and effectively
find high quality solutions to a class of problems traditionally difficult for standard genetic
algorithms, specifically: the class of highly epistastic combinatorial optimization problems.

1.1.2 Proposed Solution

The solution proposed in this research introduces a new Collective Learning Genetic
Algorithm (CLGA) which employs genotypic learning to do intelligent recombination
based on a cooperative exchange of knowledge between interacting chromosomes. A
CLGA consists of a population of adaptive learning agents each of which consists of two
components: an instantiation of a collective learning automaton (CLA) and a chromosome
string representing the best solution the agent has found so far. The concept of a CLA is
derived from collective learning systems theory [Bock, 1993] and is more fully described
in Chapter 3.
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Each agent in the population observes a unique set of features in the chromosomes of the
other agents it interacts with in order to explicitly estimate the average fitnesses of k-order
permutations of bits (where k& is some small number) in the population, and to use that
information to guide recombination. Agents collaborate and exchange knowledge instead
of symbols, which they use to modify their own chromosome strings, essentially replacing
the random crossover operator with a consensus of information based on the permutations
of observed symbols that yield the best string fitness. As in standard genetic algorithms, the
stages of evolution are still controlled by a global algorithm, but most of the control in the
CLGA is distributed among agents that are individually responsible for recombination,
mutation and selection of surviving offspring.

The proposed algorithm combines the idea of adaptive recombination with the intuition
behind solution modeling, i.e., that the population contains a great deal of information that
is not adequately being exploited by current methods. The key difference between the
CLGA and other approaches is that no exchange of symbols occurs. Only knowledge is
exchanged, which is then used by each agent to modify its own chromosome. In addition,
the learned experience gained from observing other chromosomes is passed on directly to
offspring, thus enabling the population to benefit from the knowledge acquired by previous
generations. Chapter 3 presents a more detailed description of the algorithm and its
implementation.

1.1.3 Research Hypotheses

The meta-hypothesis upon which this work is based is that learning and evolution can
interact synergistically to enhance and direct adaptive algorithms to accomplish complex
tasks. The research presented in this dissertation investigates this hypothesis by validating
an approach to genetic algorithms that combines learning and evolution to solve
combinatorial optimization problems. The specific research hypothesis for this research is
that the CLGA can efficiently and effectively find high quality solutions to
combinatorial optimization problems over a large range of problem epistasis.

Clearly, a comprehensive comparison of the CLGA to all current evolutionary approaches
on all combinatorial problems is beyond the scope of this research. However, this work
does attempt to validate the viability of the approach by investigating the details of the
CLGA's operation and showing its potential for efficiently and effectively solving difficult
combinatorial optimization problems.

To validate this hypothesis, three primary goals were set. First, it was necessary to establish
reasonable operating points for the CLGA. This involved a relatively thorough
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investigation of the effect of various operating parameters on CLGA performance as
measured on one difficult class of combinatorial optimization problems. The search for
suitable operating points determined the sensitivity of the CLGA to its parameters and
provided a set of heuristic guidelines for selecting operating points for other problems. In
addition, this also facilitated an analysis of the computational resources required for the
algorithm's operation.

A key element of the CLGA is the learning mechanism used to do recombination. Note that
the distributed object-oriented architecture of the CLGA was constructed to enable
intelligent recombination to work. It was therefore important to understand the degree to
which genotypic learning played a role in the recombination, independent of all other
policies of the algorithm. Therefore, the effect of genotypic learning was determined in two
ways. First, a version of the CLGA that made decisions randomly was tested as a control
against one that made decisions based on learned experience. Second, the performance of
the CLGA was compared to the same CLGA with other more standard recombination
operators substituted for intelligent recombination. This was done to provide insight into
the relative contribution of the learning mechanism in comparison to other more standard
non-learning recombination operators.

Finally, to determine the utility of the approach, the performance of the CLGA was also
compared with that of two different types of GAs: a generational GA, representative of
Holland's original algorithm referred to as ESGAT [Whitley et al., 1995], and a steady-
state GA referred to as GENITOR [Whitley, 1996]. The performance of all algorithms was
measured and compared on four different types of random combinatorial optimization
problems.

The research hypotheses associated with each of these goals, are presented in chapter 4.

1.1.4 Formal Experiments and Conclusions

Formal experiments are described in Chapter 5. Results are discussed, and research
hypotheses converted into appropriate null hypotheses and validated using statistical
hypothesis testing procedures. Because of the application area (optimization), the primary
performance metric used to evaluate all of the algorithms was "best-so-far" fitness of the
run. It is important to note that any comparison of genetic algorithms is generally quite
complex, requiring a careful analysis of the evolutionary path, taking into account both
duration of the run as well as the value of the "final" result. As a result, research
hypotheses were, in many cases, qualified by specific observations made of the progress of
the algorithm during its evolution. A summary of the main conclusions is presented next.
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In order to select reasonable operating points for the CLGA, a detailed analysis of the
effect of various operating parameters on CLGA performance was performed. Three
operating points were selected, one for smaller problems to investigate the role of
genotypic learning, and two for larger problems for comparing the CLGA to other
algorithms. The most important result showed that CLGA performance did not
significantly vary with respect to the size of the permutation of bits observed by the agents
in the population. This strongly suggests that no explicit linkage learning takes place in the
CLGA, though results do not preclude the possibility of implicit learning of linkage as
discussed in more detail in the dissertation. Other parameters were shown to affect the
CLGA in a consistent and predictable manner, and specific recommendations were made
for tuning the algorithm.

An empirical analysis of computational resource requirements showed computation time
overhead to be proportional to problem size, and memory requirements to be proportional
to the product of population size and problem size (for observed permutations of small
size).

One operating point selected as a result of this analysis was used to show the relevance of
genotypic learning to the operation of the CLGA. The CLGA consistently outperformed its
random counterpart, showing that information accumulated from the observation of
chromosome symbols does, in fact, enable the CLGA to make more intelligent decisions
with respect to recombination. Furthermore, experiments with the substituted
recombination algorithms showed that the CLGA behaves similar to more standard
recombination operators when problem epistasis is low, but behaves more randomly when
problem epistasis is high. Thus, the CLGA was found to be capable of adapting its
behavior to the level of problem epistasis, exploiting information when it could and altering
its behavior to be more random when it could not. The primary mechanism for this effect
was determined to be a self-adjusting implicit mutation mechanism, regulated by the
consistency of the information observed in the population.

The remaining two operating points were used to compare the CLGA with two different
types of genetic algorithms, ESGAT and GENITOR, on four different types of
combinatorial optimization problems. Results showed the CLGA to perform as well, and
often considerably better than either ESGAT or GENITOR on difficult problems late in
evolution. Early in evolution, the CLGA was found to lag behind both algorithms on less
difficult problems. However, results did support the conclusion that the CLGA is capable
of preserving the diversity needed for productive recombination much longer than the other
algorithms tested. This suggests that the CLGA can be operated with smaller populations in
general, perhaps enabling it to compensate for its slower evolution.
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The results of this dissertation demonstrate the viability of incorporating learning into
genetic algorithms to enhance their processing ability. Intelligent recombination using
genotypic learning is shown to be a valid mechanism for recombination, enabling the
CLGA to adapt its behavior to efficiently and effectively solve combinatorial optimization
problems over a range of problem epistasis.

1.2 Original and Significant Contributions

This research makes a number of significant contributions to the field of genetic algorithms
including:

1. introduction of a new paradigm for implementing genetic algorithms

2. confirmation of the utility of genotypic learning as a mechanism for adapting
recombination to the level of problem epistasis

3. development of intelligent recombination which employs collective learning to
direct recombination deterministically

4. development of individual selection: a highly parallel, object-oriented shell for
steady-state-type genetic algorithms

5. development of the CLGA which exhibits performance superior to that of a
standard genetic algorithm on highly epistatic combinatorial optimization
problems

1.3 Notational Conventions

Key words that will be subsequently explained or defined are printed in boldface on their
first occurrence and, if a formal definition is presented, within the definition as well. In a
few instances, sentences or phrases that present key ideas of this work are also printed in
boldface. Italics are used for scalar variables, Latin words or phrases, and for emphasis.
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1.4 Document Organization

Subsequent chapters of this dissertation are organized as follows.

Chapter 2 provides the background necessary to understand the main problem this research
is intended to address. It begins with an overview of evolutionary computation to give
context to both the GA and the algorithm presented in this research. It then briefly
introduces optimization to identify the main application area. The GA implementation
model is then described along with a detailed description of GA theory. This is required in
order to lay the foundation for understanding the relevance of the problem and this research
in the context of other related work. Finally, following a survey of related research, the
chapter ends with the presentation of the primary research objective.

Chapter 3 gives a full description of the proposed solution. It begins with a brief
description of Collective Learning Systems Theory, the learning paradigm used to
implement the main algorithm. It then proceeds with a detailed description of the CLGA.

Chapter 4 presents the goal tree for the research and details all formal hypotheses and
performance metrics to be used in the research. Note that several governing propositions
that require knowledge of the proposed solution are also included here.

Chapter 5 describes the formal experiments for each of the three primary goals. For
organizational reasons, results are presented and discussed, and hypotheses validated for
each goal sequentially. Conclusions presented for each goal are later summarized in
Chapter 6.

Chapter 6 reviews and discusses the main conclusions from Chapter 5 and provides

recommendations for future work.

All definitions, postulates and assumptions that appear in the body of the dissertation are
listed in Appendix A. Appendix B provides a short survey of global optimization
techniques to place this research in the context of other non-evolutionary methods.
Appendix C provides a full listing of the raw data generated for all experiment treatments
related to parameter exploration. Finally, a listing of the source code for several key C++
classes used to implement the algorithms in this dissertation is provided in Appendix D.
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CHAPTER 2: PROBLEM DESCRIPTION

2.1 Motivation

2.1.1 Learning in Evolution

The Genetic Algorithm (GA) was originally proposed by John Holland as an abstraction of
biological evolution [Holland, 1975]. His original goal was not to solve any specific
problem, but to develop a computational model for studying evolution and adaptation as
they occur in nature. Of course, evolution and adaptation can be modeled at several
different levels with respect to the biological model. Holland chose to develop his at the
level of the genotype, the genetic encoding of an individual. In biological evolution, the
manifestation of a genotype is an organism that is considered fit if it is capable of adapting
well enough to its environment to survive and eventually reproduce. An alternate
interpretation is to view an organism as a solution whose quality is good if it can satisfy the
constraints placed on it by the fitness criteria of its environment. From this point of view,
one could interpret evolution as a search trajectory through the space of all possible
solutions to a particular problem. Keeping track of the fittest individuals as evolution
progresses provides a method for searching for “good” solutions and potentially finding the
best. It is this inspiration that has led to the use of algorithms modeled on evolution to
solve problems in optimization.

The role of individual learning in the context of natural evolution is ambiguous, but its
effect has been conjectured at many different levels. Some have drawn analogies between
learning and evolution as two adaptive processes, the former occurring during the lifetime
of an individual, and the latter over many generations. The degree to which these processes
interact, however, is still an open question.

As is well known, Jean Baptiste Lamarck proposed the first complete (though invalid)
mechanism for evolution [Lamarck, 1809]. His original hypothesis was that the
environment could affect an individual during its lifetime, potentially causing genotypic
changes which could then be inherited by offspring. Due to overwhelming evidence against
it, “Lamarckian inheritance” has been largely rejected by the biological community.
Nevertheless, there is some biological [Steele, 1981][Cairns Smith, Overbaugh, and Miller,
1988][Foster, 1993] and empirical [Whitley, Gordon and Mathias, 1994] evidence that
suggests that it may not be entirely without merit, though little work has been done in this
area.
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A more plausible, less direct way in which learning might have an effect on evolution was
suggested by J. M. Baldwin. Baldwin theorized that individual learning could guide the
evolutionary process by rewarding partial genetic successes. Individuals with useful
genetic variations could exploit them by learning, thereby surviving preferentially and
eventually replacing abilities that previously required learning with genetically-determined
sequences that predisposed them to those abilities [Baldwin, 1896]. For example, suppose
an individual had some genetic variation that predisposed that individual to being talented
in some way. If that individual nurtured that talent through learning and benefited from it,
that individual might improve its probability of reproducing and thus pass on that genetic
variation to its offspring. This would also increase the chance of that talent eventually
manifesting itself through the genotype itself. Whitley et al. have shown how a GA might
exploit the Baldwin effect to its benefit on several test functions, but their results were
mixed [Whitley, Gordon and Mathias, 1994]. The plausibility of the Baldwin effect has
been shown in more abstract computational models, clearly showing that, although subtle,
the Baldwin effect can indirectly affect the long term evolution of a population [Hinton and
Nowlan, 1987]. Waddington argued that because learning (the ability to adapt) can
compensate individuals that are less fit genetically, the variance of individuals in the
population will increase. Since diversity provides the “fuel” for evolution, individual
learning may actually speed up evolution [ Waddington, 1960].

At an even higher level, individuals in human societies acquire life experience which they
pass on to their offspring by sharing that life experience verbally, either through oral or
written exchange. Intelligent parents can accelerate the intellectual development of their
children, giving them an advantage over others. Advice based on their own experience can
help their children avoid mistakes that they made in their own lives. Trade knowledge
passed from parent to offspring over generations can be improved by the offspring and
passed on to its offspring. So, although ancestral knowledge is not genetically inherited, it
can be indirectly inherited through ancestral lineage.

In addition, an individual that is recognized as having superior knowledge or intelligence
may be more attractive to its potential mates. On the other hand, more intelligent
individuals may selectively choose their mates based on this criteria. The end result is the
mating of individuals that are capable of superior learning which can produce potentially
superior offspring, ultimately biasing the distribution of future offspring [Todd, 1996].

At the most abstract level, subsequent generations benefit from the /earned experiences of
their ancestors, building on that knowledge and using it to advance civilization. For
example, culture can be viewed as a storage medium for information accessible to all
members of society. It establishes the guidelines for morality and the foundation for civil
law, both of which guide the development of our civilization. Technology is a direct
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consequence of our ability to write and to preserve information accumulated from
generation to generation. In many respects, individual learning exploits that written record
to build on it and to improve on it, thus indirectly affecting the evolution of the species
[Schull, 1990][Bock, 2001].

As far as the biological metaphor of evolution for computation is concerned, it must be
understood that evolution in and of itself has no purpose. The goal of evolution is not to
move inexorably closer to some state of “perfection”; individuals merely adapt to their
environment in response to external stimuli. This has important ramifications for any
specific application of an algorithm based on evolution, since a computational model built
to solve a specific problem must by definition diverge from the natural model. For example,
the model of the GA introduced by Holland in the context of optimization has a goal, and it
is therefore inevitable that such an algorithm may incorporate elements with little or

perhaps even no correspondence in nature.

All of this prompts several questions. Can individual learning affect evolution? If so, to
what extent can the evolution of a species benefit from individual learning? Specifically,
can individual learning benefit a GA in solving optimization problems? This research
touches on these questions in the context of the GA computational model.

To fully appreciate the details of its implementation, it is useful to consider the biological
model on which it is based. As a result, some basic terminology from evolutionary genetics
is presented below. Most of the terms in GAs have been adopted directly from the
biological model, and are discussed in that context. In addition, a problematic phenomenon
in microbiology is introduced, to provide insight into a corresponding problem manifesting
itself in the computational model, the primary motivation for this research.

2.1.2 Biological Terminology

All organisms consist of cells, each of which contains the same set of one or more
chromosomes. A chromosome consists of strands of deoxyribonucleic acid (DNA), a
molecule whose sequence of nucleotides encodes the genetic characteristics of the
organism. Traits of the organism are encoded by functional blocks of DNA called genes.
Each gene is located at a particular position or locus on the chromosome. The particular
setting of a trait (e.g. color of eyes, shape of jaw, etc.) at any locus is called an allele. Many
organisms have more than one chromosome, which collectively form the genome of the
individual. The total set of genes contained in the genome is referred to as the genotype of
the individual. The genotype gives rise to the phenotype, the actual physical instantiation of

the organism.

10
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In nature, many sexually reproducing species are diploid, containing chromosomes
arranged in pairs called homologues. During sexual reproduction, recombination occurs:
genes are exchanged between each pair of homologues within each parent. The most
common type of recombination is crossover, in which one or more contiguous blocks of
DNA are exchanged between homologues. One chromosome from each pair, referred to as
a gamete, then pairs up with each corresponding gamete from the other parent to create a
complete set of diploid chromosomes comprising the genome of their offspring. Organisms
whose chromosomes are unpaired are referred to as haploid. During haploid sexual
reproduction, genes are exchanged between the two parents’ single chromosomes. In either
case, the genome of the offspring is often subject to mutation, in which nucleotides of the
DNA in the mated chromosomes are altered randomly (usually as a result of copying
errors). Fitness of an organism is related to its ability to reproduce, and hence is often
defined as viability (the probability that an organism will live to reproduce), or fertility (a
function of the number of offspring the organism has).

2.1.3 Epistasis in Biology

Note that if the genome of an offspring were simply a copy of one of the parents’, there
would never be any evolution at all. Evolution relies on diversity, and maintaining diversity
in populations relies on mechanisms which alter the genetic constitution of the individuals.
Specifically, both mutation and exchange of genetic material between parents eventually
result in a hybrid offspring which is similar to, but different from, both parents.
Consequently, an offspring will necessarily have some traits of one parent and some traits
of the other.

Most traits have a very complex genetic basis, and in many cases, are the result of multiple
gene interactions. The degree to which genes interact is referred to as epistasis, a
phenomenon that poses a significant problem for evolutionary microbiologists. Given the
process of recombination, it is unclear how complex biological structures requiring the
coordination of several genes may have evolved. This issue is problematic because it is
difficult to envision what evolutionary advantage intermediate forms offer [Anderson,
1997]. Given a complex trait affected by several genes, if all intermediate forms consisting
of fewer genes were advantageous, it is conceivable that each progressively complex form
could survive via natural selection to eventually result in the evolution of that trait. Even
so, this would require the related genes to be located in close proximity to each other on a
chromosome to maximize the probability of the related genes staying together under
crossover during genetic recombination. If intermediate gene combinations were not

11
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advantageous, it would be unlikely (though still remotely possible) that a biological
organism could fortuitously appear with the complex trait in question. In addition, if the
related genes were not in close proximity to one another, even if the complex trait
appeared, it would be extremely unlikely that the complex trait would be inherited by
subsequent generations due to the primary method of recombination, i.e. crossover, which
favors the propagation of contiguous structures [Suzuki, et al., 1986].

Because GAs model evolution at the level of the genotype, it is not surprising that the
problem of evolving complex biological structures that require multiple dependent genes
also translates to the computational model. Unfortunately, the proximity and dependence of
genes are not variables that can be controlled for many classes of problems that GAs are
typically confronted with. In fact, because a GA encodes solutions as strings of symbols,
it has difficulty evolving optimal solutions in cases where there is a high degree of
interdependence (epistasis) between symbols that are not proximally located. It is
precisely this problem that the research presented in this dissertation seeks to elucidate and
address.

2.2 Background

To provide a more comprehensive description of the problem, this chapter continues with a
thorough description of the GA and its implementation. It begins with an overview of
evolutionary computation to give context to both the GA and the algorithm presented in
this research. It then briefly introduces optimization to identify the main application area.
The GA implementation model is then described along with a detailed description of GA
theory. This is required in order to lay the foundation for understanding the relevance of the
problem and this research in the context of other related work. Finally, following a survey
of related research, the chapter ends with the presentation of the primary research
objective.

2.2.1 Evolutionary Computation

The Neo-Darwinian Model. Charles Darwin was the first to offer a reasonable mechanism
for natural evolution [Darwin, 1859]. He proposed the theory that organisms with
variations which confer some advantage with respect to the number of viable offspring,
will have differential reproductive success. Competition for limited resources in the

12



Chapter 2: Problem Description

environment will naturally select against genotypes that do not have that variation, i.e.,
organisms that have higher fitness, will tend to proliferate. Evolution therefore relies on (1)
sufficient diversity within a population, (2) recombination of the genotypes in the
population, and (3) the selection of better-adapted organisms generation after generation. In
this way, the evolutionary process tends towards producing populations with genotypes of
higher and higher fitness. Neo-Darwinism is the synthesis of Darwin’s original theory of
natural selection and modern genetics, and summarizes our current understanding of the
evolution of species. The neo-Darwinian model is also the model on which a majority of
evolutionary algorithms, including genetic algorithms, are based.

Evolutionary computation is a term that encompasses problem-solving systems which use
known mechanisms of evolution as key elements in their design and implementation. Just
as neural networks have been inspired by biological neural systems, so have evolutionary
systems been inspired by biological evolution. The majority of current implementations
are derived from three strongly related but independently developed approaches:
evolutionary programming, evolution strategies, and genetic algorithms. The main idea
behind all of these is to evolve a population of candidate solutions to a problem, using
operators modeled on the natural stochastic processes operating in evolution, i.e.,
reproduction, mutation, recombination, and selection. The solutions, referred to as
individuals of the population, evolve in parallel by means of random variation via mutation
and/or recombination followed by natural selection. The fittest, or best solutions tend to
survive and reproduce, thus propagating their genetic material to future generations. This
neo-Darwinian model is the standard model for almost all evolutionary algorithms and is
summarized in figure 2.1.

Evolutionary Programming. As mentioned above, at least three approaches to
evolutionary computation can be distinguished. Historically, each was developed
independently for different reasons. Evolutionary programming (EP), was developed by
Fogel, Owens and Walsh and was originally offered as an attempt to create artificial
intelligence [Fogel, Owens, and Walsh, 1966]. In evolutionary programming, there is no
constraint on problem representation; an individual of a population can just as easily be a
finite state machine as a neural network. Variation is produced by mutation only, and is
used to probabilistically perturb both the architecture and the (usually real-valued)
parameters of the candidate solution.

Evolution Strategies. Evolution strategies (ES) were invented specifically to solve (mainly
experimental) parameter-optimization problems. They were originally introduced by
Rechenberg [Rechenberg, 1973] and further developed by Schwefel [Schwefel, 1975] and

13
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set time step: £ = 0

InitializePopulation ( M;)

EvaluatePopulation ( M, )

REPEAT (until termination criterion is met)
M, B— ModifyPopulation ( M, )
EvaluatePopulation ( M)

M +1y < SelectNewPopulation (M, 0 M,)

increment time step: t=1¢+ 1

Figure 2.1 Pseudocode for the neo-Darwinian model of evolutionary algorithms.
M; 1is the population of individuals at time ¢, representing solutions to a
given fitness function (which itself may be a function of ¢).

InitializePopulation: initializes a population of (usually) random solutions

EvaluatePopulation:  uses a fitness function to compute and store the fitness
of each member of the population

ModifyPopulation: modifies individuals via mutation and/or recombination
to generate a new population M’

SelectNewPopulation: selects a subset of the previous population and the
modified population to create a new population (usually
equal in size to the previous)

others. Evolution strategies also operate directly on the real-valued parameters of the
candidate solutions, but incorporate additional operating parameters into the solution
representation. In this way, they simultaneously evolve both the solution and the
parameters associated with the search itself. They differ from EP approaches in two other
ways. EP produces variation by mutation only, whereas ES employs both mutation and
recombination. Second, EP stochastically determines which individuals survive to the next
generation, while ES does so deterministically by purging a proportion of the worst
solutions.

Genetic Algorithms. Genetic algorithms (GAs) were initially proposed by John Holland as
an abstraction of biological evolution and a general model for adaptive processes [Holland,
1975]. They were first applied to parameter optimization by De Jong [De Jong, 1975].

14
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Genetic algorithms differ from other approaches primarily in the generality of the problem
representation required to obtain a solution. Canonical genetic algorithms use a binary
representation for individuals of the population, encoding candidate solutions as fixed-
length strings over the alphabet {0, 1}. While ESs and EP both consider mutation crucial to
their operation, GAs consider mutation to be of secondary (if any) importance, and
recombination as critical. As in EP, selection is stochastic, but in contrast to the other
methods, GAs generally give all individuals a non-zero probability of being selected for
reproduction.

Numerous variants of these three canonical approaches have been developed, differing
primarily in the following aspects of their implementation:

* the representation of the individuals
* the method of introducing variation
* the mechanism for selection (reproduction)

Clearly there is significant overlap among the approaches and, with increasing
collaboration between researchers, the lines between even these labels are becoming
increasingly blurred.

Several characteristics of evolutionary algorithms have made them highly attractive to
researchers. First, many computational problems require searching among vast numbers of
possibilities for solutions. The inherent parallelism of evolutionary techniques makes them
particularly suitable for such applications. Second, with the advent of mobile robots, the
ability of a program to perform well in a changing environment is becoming increasingly
vital. Program adaptation seems to be a reasonable, potentially attainable goal, given the
metaphor of an evolving population and a dynamic fitness criterion for its individuals.
Finally, it is generally believed by those involved in the study of artificial intelligence, that
the rules underlying intelligence are far too complex to program explicitly. The hope with
evolutionary systems is that a small set of simple rules interacting on a massively parallel
scale will exhibit useful complex behavior. Specifically, the anticipated emergent
properties of such a system would enable it to discover high-quality solutions to difficult
problems and to adapt them in the face of a changing environment.

2.2.2 Optimization

Since fitness criteria are determined by the environment, an evolutionary algorithm can
either optimize the individuals of a population (in the case of a static fitness criterion) or
constantly adapt them (in the case of a dynamic fitness criterion). By far, the largest
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application of all of these techniques has been in the domain of optimization. The need to
solve optimization problems arises in a great variety of fields, particularly in engineering,
where there are large classes of problems that are beyond analytical methods and present
significant difficulties for numerical techniques.

In general, an optimization problem involves the search for a vector x 1 D, where D is the
set of free parameters of a system under consideration, such that a certain quality criterion:

fD=> R 2.1)

typically referred to as the objective function, is maximized (or minimized). Note that a
given problem can always be converted from a search for a maximum to a search for a

minimum (or vice versa) because of the relation:

max [ f(x) ] =-min[-/(x)] (2.2)

For this discussion, maxima are considered. The solution to the global optimization
problem requires finding x, such that

x={'| e OD : f(x) <f () (2.3)

In practice, the existence of multiple local maxima and constraints, as well as other factors,
such as high dimensionality, strong non-linearities, non-differentiability, noise, and time-
varying objective functions, often lead to difficult if not unsolvable optimization tasks. For
this reason, and because the concept of optimization is so ubiquitous, a great deal of effort
has been expended in developing mathematical and numerical techniques to do
optimization. However, the purpose here is not to compare or discuss optimization
techniques, but to point out that evolutionary techniques are particularly suited for this
application. They are especially useful when analytical approaches are not possible, or
when the objective function cannot be obtained in closed form, as is the case with real
engineering devices, simulation models and many complex processes. Appendix B presents
an overview of several global optimization techniques, to place this research in the context
of other non-evolutionary global optimization approaches.
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2.2.3 The Standard Genetic Algorithm

2.2.3.1 Algorithm Description

Unfortunately, there is no rigorous definition of genetic algorithm accepted by everyone in
the evolutionary computation community that differentiates GAs from other evolutionary
algorithms, and semantic differences persist only because of the historical roots of the
different methods. Nevertheless, the following description of Holland’s GA is most often
accepted as the canonical version of a GA [Holland, 1975]. Most of the existing theory to
date still applies primarily to this model [Vose, 1996][Reynolds and Gomatam, 1996]. A
discussion of the canonical GA will lead to a more general description of a Standard
Genetic Algorithm (SGA) relevant to this dissertation.

A GA works by evolving an entire population of solutions to a given objective function,
evaluating, in parallel, many solutions at once. The objective function can be a
mathematical function, a process or simulation, or any transform that takes as input the
encoded solution and returns a measure of the solution’s quality. The objective function
serves as an abstraction of the environment in evolution and is used as a measure of
solution performance. Solutions are encoded as fixed-length binary strings referred to as
chromosomes.

Definition 2-1 A chromosome is a fixed-length string of symbols over the
alphabet {0, 1}, which encodes one instance of a solution to the
objective function.

Chromosomes are also referred to as individuals of the population. Note that in biological
terms, the individuals are haploid, since each individual’s genome is encoded in a single
chromosome. The genes of the chromosome correspond to the symbols of the string. The
particular instantiation of a symbol i.e. its value, is referred to as an allele. Its location is
specified by chromosome site.

Definition 2-2 A chromosome site is a locus or position on a chromosome.

(Note that in the biological sense, a gene may consist of a long sequence of DNA, i.e.,
many base pairs. In the GA, a gene is encoded using only one symbol out of an alphabet,
and hence, there is no correspondence between single base pairs in DNA and the symbols
of a string). Solutions are evaluated by decoding the chromosome into its constituent
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parameters, computing the value of the objective function for that set of parameters and
employing a fitness function to transform the evaluation into a measure of chromosome
fitness. In many instances, the fitness function is either equal to the objective function or a
very simple transformation, but this need not be the case in general.

Definition 2-3 Chromosome fitness is the value of the fitness function at the
solution point specified by the decoded constituent parameters
of the chromosome.

Fitness is related to solution quality, with fitter chromosomes representing higher quality
solutions.

Genetic algorithms follow the same general sequence of events as all evolutionary
algorithms. The GA begins by randomly generating and evaluating a population of M
chromosomes. The size of the population is a parameter of the algorithm and is usually
chosen heuristically. Evolution proceeds in cycles called generations. There is no
theoretical reason for this kind of punctuated behavior, but such an implementation model
is relatively easy to program and is the one most often used by researchers in the field. A
brief description of the process is given here, followed by a more detailed explanation
below.

Each generation consists of four main stages:
1. selection, in which chromosomes from the current population are
chosen to comprise the next;

ii. recombination, in which genetic information is exchanged
between randomly paired chromosomes;

iil. mutation, in which bits of a chromosome are randomly flipped;
and
iv. evaluation, in which chromosome solutions are evaluated using

the fitness function.

At the end of each generation, some criteria are used to determine whether or not evolution
should continue. For optimization problems, the criteria are related to the fitness of the best
solution found so far. Since the optimum is unknown, evolution must be stopped when a
good enough solution is found. The decision to do so is often driven by the application (the
quality of the solution required), and/or the amount of time available for computation. One
entire set of generations is called a run.
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2.2.3.2 Selection

In selection, a new population is generated using an algorithm which selects chromosomes
from the current population for reproduction. The purpose of selection is to emphasize
fitter individuals in the population in the hope that their offspring will in turn have higher
fitness. Selection pressure is the degree to which fitter individuals are favored over less fit
individuals in the new population. If the selection pressure is too severe, search speed is
high, but sub-optimal individuals tend to proliferate, reducing the diversity needed for
further evolution. On the other hand, if the selection pressure is too low, search may be
more robust, but evolution tends to proceed more slowly.

New generations can be generated in one of two ways: new members can either be selected
from offspring alone, or they can be selected from both parents and offspring. In the
terminology of Evolution Strategies, the former is a (i, A)ES and the latter is a (u+A)ES. In
(LtA)ES, the p parents produce A offspring, creating an intermediate population from
which p are selected to form the next generation. In (u,A)ES, offspring automatically
replace parents and then undergo selection. The canonical GA is a (u,A)ES that uses
proportionate selection.

Definition 2-4 In proportionate selection [Holland, 1975] chromosomes are
selected stochastically with a probability proportional to their
contribution to the mean fitness function value for the
population: the fitter the chromosome, the more times it is likely
to be selected to reproduce.

A total population of M chromosomes is selected each generation, replacing the previous
set of M chromosomes. Proportionate selection is most often used with fitness scaling
which is also the form of selection used in the canonical GA. Fitness scaling was first
introduced by Bagley [Bagley, 1967] and Rosenberg [Rosenberg, 1967] in order to solve
two problems related to convergence. A GA is said to have converged when all individuals
of a population have become very similar or identical. Using proportionate selection alone,
selection pressure can be too high, causing chromosomes with high fitness to dominate the
population too early in the evolution and resulting in premature convergence. In addition,
as a population converges, schemata become more homogeneous and the variance in
chromosome fitness decreases to such an extent that there are no significant fitness
differences for proportionate selection to exploit. In such a case, all individuals are
weighted approximately equally and evolution slows to a crawl.
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To alleviate these problems, Holland [Holland, 1975] used linear fitness scaling.
Researchers have experimented with several methods of fitness scaling [Forrest,
1985][Gillies, 1985], but all methods ultimately incorporate some measure of the variance
of the population. Linear fitness scaling computes a new scaled fitness which preserves the
same average fitness, but distributes the fitnesses linearly between some small positive
non-zero value and a value usually equal to twice the maximum chromosome fitness
[Goldberg, 1989]. This insures that on average, an average individual will be replicated
once, and the best chromosome will be replicated twice, regardless of the variance in
chromosome fitness.

Unfortunately, fitness scaling methods tend to strongly affect the effectiveness of the
search and are difficult to tune [Whitley, 1995]. Rank selection is an alternative method in
which the expected number of replicated chromosomes is dependent on rank rather than
absolute fitness [Baker, 1985][Whitley, 1989]. As a result, fitness variance has a reduced
effect on selection pressure, resulting in more consistent selection pressure throughout
evolution. Advantages are greater diversity and more robust search; however, this is offset
by the disadvantage of slower search.

A stochastic form of rank selection has also been used, referred to as tournament selection
[Brindle, 1981][Goldberg, 1990]. Note that both proportionate selection and rank selection
require global information (computation of the mean and fitness sorting respectively).
Tournament selection randomly (with replacement) selects two strings from the population
and keeps the best of the two (with some probability). This is repeated until a new
population of individuals is selected.

Several comparative analyses of selection methods are in the literature [Goldberg and Deb,
1991][Béck and Hoffmeister, 1991][Hancock, 1994]. There is no general consensus on a
best method for all problems. Proportionate selection with fitness scaling is the most
theoretically studied form of selection due to Holland's original work. Tournament
selection is popular because it has many of the advantages of rank selection, i.e. it is self-
scaling and effective, but is also simple to understand and implement [ Whitley, 1995].

Definition 2-5  Elitism is a modification to any selection policy which forces the

GA to retain some proportion of the best chromosomes from
generation to generation.

In selection without elitism, there is always a non-zero probability that the best solution
will not be selected for reproduction (especially in smaller populations). Elitism can insure
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that the best chromosomes are never lost due to random chance. Many researchers have
found that elitism can significantly improve a GA’s performance.

2.2.3.3 Recombination

Recombination is the heart of the GA. In contrast to other evolutionary computation
methods, recombination has always been a significant and central aspect of a GA’s design.
It provides the primary mechanism by which genetic material between chromosomes is
exchanged and new solutions are produced. Since discovery of new solutions relies on the
diversity generated by recombination, its effectiveness determines the quality of the
evolved solutions, and the speed with which those solutions are discovered. Consequently,
a great deal of effort has been and continues to be expended in analyzing and improving
recombination techniques.

Recombination generally occurs between two chromosomes referred to as parents, chosen
randomly from the population. Symbols are exchanged between the parent chromosomes to
form two new chromosomes referred to as offspring. The most widely used and most
extensively studied form of recombination is known as the crossover, which is always
applied to any given pair of chromosomes with some non-zero probability. Several
variations have been investigated quite thoroughly. One-point crossover is the simplest
variation. A single chromosome site is chosen at random and the parts of the two parent
strings after the selected chromosome site are exchanged to form two offspring (see figure
2.2a). Another variation, used by researchers is two-point crossover, in which two
chromosome sites are chosen at random and the segments between them exchanged (see
figure 2.2b). Two-point crossover has been shown empirically to exhibit superior
performance when compared to one-point crossover [Eshelman, Caruana, and Schaffer,
1989]. It is the most favored type of crossover and most commonly used. /N-point
crossover is a generalization of this type of crossover in which n chromosome sites are
chosen at random and alternating segments are exchanged (see figure 2.2¢). De Jong
observed that multi-point crossover tended to degrade GA performance and was dubious of
any advantage such a disruptive crossover might have [De Jong, 1975].

Numerous other types of crossover have been proposed since Holland’s original work, but
there is no general consensus on the best crossover because of the complexity of the
interaction between the dynamics of recombination and other critical aspects of the GA. A
more detailed review of recombination methods in GAs is given in the related work section
2.3. As this research will elucidate, effective recombination is crucial to a robust GA, and
central to understanding the relevance of this research.
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BEFORE CROSSOVER AFTER CROSSOVER
1011001300111 10110011 00©O00O0
*
0111111§100¢O00 0111111100111

(a) one-point crossover

10111001 00})1 11 1o1 111110111
+

011 1J11110)000 01 11400100J1J000

(b) two-point crossover

110 1 1010 1 00 11 1 I§1 1 1jJ0of1 1 140 140 O

+

obli 1 1tlhili1 1loolo o 0Ojo0 1 1§10 1 0jJ0 011

(¢) n-point crossover (shown for n = 5)

Figure 2.2 Examples of fixed point crossover operators.

2.2.3.4 Mutation

A single mutation in a GA is performed by inverting a bit selected randomly from the

population. Mutation serves two roles in genetic search. First, it insures against the loss of

diversity at any particular chromosome site by preventing permanent fixation of alleles

during evolution. Second, it provides a local exploration capability in the GA, since

mutation makes only very small changes in offspring. Mutation in GAs is often considered

a background operator of small importance. This is contrary to other evolutionary methods

such as evolutionary programming and evolution strategies where mutation is the major

source of variation. The probability of mutation in GAs is usually very small, on the order
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of 0.001 per bit [De Jong, 1975], although other researchers have suggested a probability
proportional to the inverse of the chromosome length [Miihlenbein, 1992]. More recent
investigations have shown that a much higher mutation rate early in the evolution, but
decreasing over the course of evolution, is more helpful with respect to convergence rate
and reliability [Béck, 1993].

2.2.3.5 Evaluation

The fitness function for a GA is often very similar, if not identical to the objective function
which is being optimized. This is in order to minimize any distortion of the problem which
may make it more difficult for the GA to solve. Of course, it would be ideal if one could
devise a mapping function that enhances only the global optimum. Given that this is an
unlikely possibility, it would be worse if the mapping function altered the original objective
function to make the search more difficult (the more likely scenario). Consequently, the
fitness function often performs a very simple transformation. For example, given a cost
function g(x) that must be minimized, a useful fitness function might be:

f(X) _ kmax - g(x) for g(x) < kmax (24)

0 otherwise

where k.. 18 an upper bound on the cost. Alternatively, if a function to be maximized A(x)
takes on positive and negative values, a useful function might be:

-k i :
£x) = h(x) Komin or h(x) > Komin (2.5)

0 otherwise

where &, 1s a lower bound on the objective function value. The fitness function defines
what is referred to as the fitness landscape, the space of all possible genotypes and their
corresponding fitnesses. Each chromosome can be thought of as a point on the fitness
landscape whose fitness is evaluated by the fitness function. Note that in most interesting
applications, the time to evaluate the fitness function is much greater than the time required
to iterate the genetics [Goldberg and Deb, 1991].

Selection, recombination, mutation and evaluation constitute the main steps of the
evolution loop for the GA. To employ any GA to solve a particular problem, several design
decisions need to be made. These include deciding on the representation of the problem,
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i.e., how the variables to be optimized are mapped to the binary representation of the GA,
choosing the selection policy and method of recombination, and setting the population size,
crossover probability, and mutation rate. For the purpose of this dissertation, a Standard
Genetic Algorithm (SGA) will be described as follows:

Definition 2-6 A Standard Genetic Algorithm (SGA) is a GA with or without
elitism that uses a binary problem representation, a (u,A)ES
selection method, a method of recombination that involves an
exchange of schemata, and a mutation operator.

Note that this is the same as the Simple Genetic Algorithm as described by Goldberg
[Goldberg, 1989] except that elitism is allowed.

Despite the large number of parameters and design decisions, a fair number of heuristics
accumulated in the last several decades have enabled GA practitioners to use GAs to solve
a variety of different problems. However, why the GA works is still not very clearly
defined and many open questions exist. A significant amount of work has been done on the
theoretical foundations of GAs [Holland,1975][Goldberg,1989][Rawlins, 1991] [Whitley,
1993a][Whitley and Vose, 1995][Belew and Vose, 1996] [Banzhaf and Reeves, 1998].
Several researchers have also developed exact mathematical models of simplified genetic
algorithms as a first step towards understanding the complex dynamics of GA processing
[Goldberg and Segrest, 1987][Davis and Principe, 1991][Nix and Vose, 1991][Horn,
1993][Vose, 1993][Whitley, 1993b]. Below is a brief overview of genetic algorithm theory
based on Holland’s original analysis, to lay a foundation for under-standing the
significance of this research and elaborating further on the main problem.

2.2.4 Theory of Genetic Algorithms

2.2.4.1 Basic Terminology

The theoretical framework used to explain the dynamics of the genetic algorithm was first
formulated by Holland [Holland, 1975]. It pertains primarily to the canonical GA, although
many of its general principles have been weakly extrapolated to other types of SGAs. It
assumes that genetic algorithms work by discovering, recombining, and propagating
building blocks of good solutions to generate better and better solutions over time. To
formalize the informal notion of “building blocks”, Holland introduced the concept of a
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schema. A schema denotes a subset of bit strings, and is described by a template string
consisting of the symbols {0, I, #!. The meta-symbol # located at any position indicates
that either of the symbols 0 or / can be present; it is often referred to as a "don't care"
symbol. For example, the schema H = [###1 represents the set of all bit strings of length 5
that begin and end with /. The symbol H stands for hyperplane which specifies the
geometrical plane defined by a schema (for bit strings of length N) in N-dimensional
space. The strings that match the schema template are called instances of /. The order of
a schema, denoted by o(H), is the number of defined bits, i.e. the number of 1°s and 0’s in
the schema. The defining length of a schema, denoted by d(H), is the distance between its
outermost defined bits. For example, the schema H = I###1 from above has o(H) = 2 and

d(H) = 4.

2.2.4.2 Dynamics of Schema Production
The following analysis will provide two important insights:

1. observed schema average fitnesses are stored implicitly by the population;
2. short, low order schemata have the best chance of surviving under crossover.

The first is important for understanding the intuitive mechanism behind the GA’s success
and to help interpret the operation of the algorithm to be presented in this research. The
second is critical to understanding why a fixed problem-independent recombination
operator like crossover cannot preserve the schemata necessary for solving problems with
high epistasis. This will lead to a formal statement of the problem addressed in this
research.

In general, selection tends to increase the proportion of schemata that are more fit than
others, while recombination and mutation tend to disrupt them. The dynamics of schema
production can be approximated by tracking the proliferation of a single schema over time.
To do this, several factors contributing to that proliferation must be considered:

1. the effect of selection must be accounted for by calculating the expected

number of instances of a particular schema in a generation given the state of a
previous generation;

2. the effect of recombination must be determined by computing a lower bound
on the probability that a schema will survive a one-point crossover, and using
that to modify (1);

3. the effect of mutation must also be determined by computing the probability
that a schema will survive mutation, and using that to further modify (1).
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Note, although the following applies to one-point crossover, this analysis has been
generalized to n-point crossovers [Bui and Moon, 1993].

Effect of Selection. Let H represent a schema in a population of M strings at time ¢, and let
the number of instances of this schema be n(H, ). We want to calculate E[n(H, ¢+1)], the
expected number of instances of H in the next generation (at time ¢+1). Under proportional
selection, the number of copies of any particular string in a subsequent generation (time
t+1) is directly proportional to its contribution to the total fitness of the population F(?).
The expected number of copies of a string x at time #+1 is therefore:

Mfet) [0
F() Javg(®)

E[ n(x, t+1)] = (2.6)

where f(x,?) is the fitness of the string x and f,,,(?) is the average fitness of the population
at time ¢. To compute the expected number of instances of schema H, we compute this

D e
OH

B[ n(H, t+1)] = ———— 2.7)
Javg(?)

same result for each instance and sum:

If we let f,,4(H,t) be the average fitness of all the instances of the schema H, and since:

D I

Javg(H, 1) = i (2.8)
n(H, 1)

the expression for the expected value of the number of schema instances at #+1 can be

written as:

Savg(H, 1)
E[n(H,t+1)] = nHH | —— (2.9)
Savg(D)

It is interesting that even though the GA doesn’t explicitly calculate the average fitness of
schemata in the population f,,o(f1,¢), it does seem to do so implicitly, since (as shown) the
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number of schema instances seems to depend on this quantity. Note that the expected
number of A schema is larger in the next generation only if the ratio of average schema
fitness to the population average is greater than one. In other words, only above average
schema receive an increasing number of strings in the next generation. To extrapolate what
happens to these “good” schemata, assume that f,,o(H,f) = (1 + &) fae(f) Where £ is some
small constant. Consequently, equation 2.9 can be written as:

E[n(H,t+1)] = (1+ & n(H) (2.10)
Starting at # = 0 and assuming a stationary value for & we get:
E[n(H, )] = 1+ & n(H,0) (2.11)

which can be interpreted to mean that above average schema receive an exponentially
increasing number of strings as evolution progresses. Although several researchers
[Grefenstette, 1993][Altenberg, 1993][Forrest and Mitchell, 1993] have pointed out
difficulties with this interpretation due to non-independent schemata and biased sampling
assumptions, the above derivation does give some qualitative insight into how a GA might
work.

It is clear that if no new solutions were produced from generation to generation, there
would be no real evolution, and the population would simply converge to the single best
solution of the initial population (with high probability). Recombination and mutation are
therefore essential for evolution to occur. Obviously, the effect of either is to both create
and destroy schemata. To calculate a more accurate estimate of the expected number of a
schema H, equation 2.11 must be scaled (down) by the probability of disruption by these
operators.

Effect of Recombination. Under a one-point crossover, a schema H will be disrupted if
the crossover point that is selected is within the defining length of the schema. For
example, schema H = ##1#0## has a defining length of 2 and the string is of length N = 7.
Since the total number of crossover locations is N-1, the probability of this schema being
disrupted, p«H), is 2/6 or in general:

. Dcd(H)
pqa(H) S v

(2.12)
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where p. is the probability of a crossover. This probability is an upper bound because some
crossovers may not result in the destruction of a schema (e.g. in the case where the two
strings are identical). The probability of a particular schema surviving crossover S.(H) is
therefore:

pAd(H)
N-1

S(H) [ 1- (2.13)
Note that shorter schemata (i.e. smaller defining length) are more likely to survive
crossover. Of course, this implies that longer schemata are /ess likely to survive crossover,
a consequence that is particularly problematic for the GA if important, dependent bits on a
chromosome are very far apart (as is the case for epistatic problems where genes are not
proximally located).

Effect of Mutation. For a mutation probability of p,,, the probability that any one bit in the
population is not mutated is 1 — p,,. Since the number of defined bits in a schema is o(H),
the probability that no bits of that schema are mutated (or in other words, that the schema
survives mutation) is given by:

S(H) = (1 =p,,) o@D (2.14)

Note that in this case, low order schema are more likely to survive mutation. The ability
to preserve and proliferate high order schemata is related to the preservation of
chromosome structures containing large numbers of dependent genes. This result implies
that high mutation tends to disrupt structures that are important in problems with high
degrees of epistasis.

Typically, mutation probabilities are much less than 1, and so equation 2.14 can be
approximated by the first two terms of its binomial expansion, i.e.,

S,(H) ~ 1 —o(H)p,, (2.15)

The Schema Theorem. Putting all this together, the disruptive effects of crossover and
mutation scale the expected value of the number of schema instances by the product of the
crossover and mutation survival probabilities:

o H.D ¢ ped(H)
Jogd LD F - P ] 2.16
E[n(H, t+1)] [ n(H) o0 [ o ][1 o(H)pm] (2.16)
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If small cross-product terms are ignored, this can be further simplified to:

favg(H’ ) [1 _ pcd(H)

- o(H)p,, (2.17)
Savg(D) N-1 ]

E[n(H, 1) ] O n(H,)

This is known as the Schema Theorem, and is often interpreted as implying that short, low
order, above-average fitness schemata will receive exponentially increasing numbers of
instances over time. The supposition that this provides the GA with the power to recombine
instances of good schemata to form instances of equally good or better higher-order
schemata is known as the Building Block Hypothesis [Goldberg, 1989]. It is considered to
be a crude, but reasonable first explanation of how GAs operate [Grefenstette, 1993].

2.2.5 The Linkage Problem

Although in theory, mutation suffices, a GA requires recombination (in combination with
selection) to work efficiently [Foster, 2001]. Recombination mixes and matches schemata
to provide the diversity of solutions necessary for fitness landscape exploration. The effect
of selection is to gradually bias the distribution of schemata in the population towards
instances of schemata whose fitness is above average. Note that no explicit calculation of
schema fitness is made: selection implicitly records observed schema fitnesses by
reproducing fitter individuals with greater frequency. This indirectly causes higher fitness
schemata to be more often represented than lower fitness schemata in subsequent
populations. Two consequences of this are: 1. an increase in the probability of selecting
these higher fit schemata in subsequent generations and 2. a limit on the possible
combinations of schemata achievable through recombination. This enables the resources of
the GA to be more focussed on combining schemata of higher fitness instead of expending
resources processing schemata of lower fitness as evolution progresses.

The Schema Theorem suggests the GA will work, provided a careful balance between the
pressure of selection and the schema disruption due to recombination and mutation is
maintained. Balance is important not only to insure that the search is more efficient than a
random search but to insure that premature convergence to a sub-optimal solution does not
occur. In addition, proper operation of the GA relies on several very important
assumptions:
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1. Schemata observed during evolution have fitnesses which are correlated with
static schema fitnesses;

2. Short, highly fit schemata serve as building blocks which the crossover
operator combines into increasingly fit longer and higher-order schemata and,
a corollary to this;

3. Relevant building blocks are successfully manipulated by crossover.

The latter two assumptions concern issues at the core of this research. In regard to the first
assumption, although the strength of the correlation between observed and static schema
fitnesses has recently been questioned [Grefenstette, 1993][Vose and Wright, 1998] there is
general agreement that some correlation exists [De Jong, 1993][Grefenstette and Baker,
1989][Goldberg, 1989]. The entire point of a GA is to avoid sampling the entire population
of solutions. It can only do this by focussing its efforts on potentially fruitful areas of
exploration, which inherently biases its search and weakens this correlation for /less
important schemata. This work acknowledges that the correlation may be weak for certain
schemata; however, if the search bias is in the correct direction, i.e. decisions made by the
GA are good, regarding which schemata are proliferated and which ones are eliminated,
then the correlation for the good schemata that survive may be strong enough to be of aid
later in the search. The inaccuracy of the fitness estimates for schemata that are not as good
is of little concern if the schemata are not required for later processing by the algorithm.
This leads to the following postulate:

Postulate 2-1  The correlation between observed and static fitnesses of schemata is
sufficiently strong to enable an optimizing GA to make reasonably
good, informed decisions about the direction of its search.

In this respect, this research takes the perspective of Eshelman, et al. which proposes
convergence controlled variation (CCV) as an alternative way of understanding how GAs
work [Eshelman, Mathias and Schaffer, 1996]. In CCV, a GA uses the convergence of the
population to constrain search. As evolution proceeds, the population distribution becomes
more biased, but provided the GA makes “good” decisions along the way regarding the
direction of its search, the bias ends up helping the GA focus the search more effectively.

A close examination of the second assumption in conjunction with the third opens a
Pandora’s box of issues central to the topic of this research. First, it is not entirely clear that
long, high-order, highly fit schemata are necessarily composed of short, low-order, highly
fit schemata. In fact, there are numerous examples for which this does not always hold true.
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For example, if an optimum occurs at S’ = 111111, it is quite possible to have two solutions
S; = 11### and S, = ####11 that represent (on average) above average solutions,
suggesting relatively easy convergence to the optimum. However, it is possible for the
combination S; = 11##11 to be (on average) a very bad solution, in which case the GA
might have some trouble converging to the optimum, given the pressure of selection. The
highly fit low order schemata proliferate, but when combined, deceive the GA into not
allocating as many trials to the higher order combination, which would ultimately be
beneficial in generating the optimum. This phenomenon is referred to as deception, and for
GAs is generally (though not necessarily [Grefenstette, 1993]) correlated with problem
difficulty.

Deception shares some similarities with epistasis, the degree to which the “best” setting for
an allele is dependent on the settings of other alleles.

Definition 2-7  Epistasis is the degree of interdependence between the genes
within a chromosome, given a fixed fitness function and problem
representation.

Epistasis is believed to be correlated with the GA-hardness of a problem: the difficulty a
SGA would have in solving such a problem [Naudts, Suys and Verschoren, 1997]. In the
example above, the building block S could be qualitatively described as deceptive because
it misleads the GA into selecting against it, when in fact, it would be beneficial for
generating the optimum. In terms of epistasis, some interaction between the fixed bits of S;
and S, apparently causes the fitness of S; to decrease significantly, but additional bits
further interact with others to cause the optimum to end up being S’. The problem, as far as
the GA is concerned, is that epistatic interactions can be quite complex, and not necessarily
limited to contiguous bits that can be successfully manipulated by crossover.

The proximity of dependent genes to each other within a chromosome is referred to as
genetic linkage. Genetic linkage is said to be tight when dependent genes are close to each
other on a chromosome and loose when they are not. Considering the dynamics of GA
processing, it is generally understood that the proper operation of a GA depends on tight
genetic linkage, because the building blocks manipulated by standard crossover operators
are contiguous blocks of symbols. In fact, it has been shown that in cases where the
relevant building blocks contain dependent genes that are far apart from each other, the
SGA will fail because it cannot combine the necessary schemata in a reasonable amount of
time [Thierens and Goldberg, 1993]. In other words, for a GA to be effective in solving a
particular problem, it is generally desired that functionally related genes remain together
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under crossover; however, it is not clear how this can be done without knowing ahead of
time which genes are important. This is known as the linkage problem and is a direct
consequence of epistasis; it continues to hamper the efforts of researchers to develop a
robust, competent GA capable of fast and efficient optimization.

To state the problem more formally, the SGA has difficulty finding optimal solutions to
optimization problems in which the problem representation exhibits a high degree of
epistasis and loose genetic linkage. It is precisely this problem that the research presented
in this dissertation seeks to address. This problem is not new; Holland and his colleagues
and students were well aware of the difficulties associated with epistatic interactions. As a
result, a significant amount of work has been done in this area. The next several sections
review previous work to point out weaknesses in previous approaches and to highlight and
contrast the advantages of the approach proposed in this research.

2.3 Related Work

2.3.1 Overview

The linkage problem, the representation problem, building block disruption, deception, the
reordering problem: all of these can be looked at as different names for the same
phenomenon, and that is, the detrimental effect of interdependent genes on GA
performance in optimization. Early attempts at trying to solve this problem did not attack
the problem of epistasis directly, but instead sought to improve the GA by introducing new
crossover operators. Several of these crossover operators referred to as fixed operators are
described in section 2.3.2. In this discussion, two non-standard (p+A)ES type GAs
specifically developed for optimization are also described. Realizing the limitations of
fixed, problem independent operators, self-adaptation methods were attempted to try to
evolve operators and/or parameters along with the solutions. This approach was eventually
expanded to the evolution of representations in which various attempts were made to
explicitly determine gene linkage. The former and latter approaches are discussed in
sections 2.3.3 and 2.3.4 respectively. At the same time, several researchers had begun to
investigate the idea of using statistical methods to analyze the distribution of alleles in
genetic populations. This led to several approaches which make use of statistical models to
try and generate new individuals during evolution. A number of these and related
approaches are described in section 2.3.5. They are especially significant because they
exemplify the intuition behind the work presented in this dissertation, and that is, the idea
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that there is a great deal of information in chromosome populations that is not being
sufficiently exploited: specifically, information that can be used to make recombination
more intelligent and more responsive to the level of problem epistasis.

2.3.2 Fixed Operators

The following several sections describe indirect approaches taken to try and alleviate the
difficulties caused by interdependent genes. Several fixed operators are discussed as well
as two (UTA)ES type GAs developed to enhance the performance of existing fixed
operators.

2.3.2.1 Inversion

Inversion is known as a reordering operator and is inspired by a similar operator in
genetics. It was first introduced by a student of John Holland named J. D. Bagley who
applied it in a GA to optimize a game-playing algorithm [Bagley, 1967]. Unlike
chromosomes in a GA, the locus of a gene in a real chromosome often has little to do with
its function (although sometimes genes in the same proximity work together). As a result,
inverting a contiguous block of genes would not be expected to affect the functional
expression of the alleles. In a GA, an inversion operator that does not preserve the semantic
meanings of the symbols, merely shuffles alleles around, as shown in figure 2.3a. Bagley
implemented inversion by requiring each gene to consist of a pair, containing an allele
value and a locus. For example, in his encoding, the chromosome 011101 could be
represented by the following set of pairs (in this order): (0, 0) (1, 1) (2, 1) (3, 1) (4,0) (5, 1)
(6, 0), where the first number in each pair is the locus, and the second number, its
corresponding allele. Of course, this chromosome could also be represented by the
following set of pairs (a different order): (2, 1) (4, 0) (0, 0) (5, 1) (1, 1) (6, 0) (3, 1). This
represents the same solution with the same fitness, but a crossover operation would create a
different set of gene linkages as shown in figures 2.3b and 2.3c. The inversion operator
works by reversing the order of genes located between two randomly selected points on the
chromosome. The idea is to produce gene orderings in which beneficial schemata are more
likely to survive. In the example in figure 2.3a, if the schema O0##1##0 were important, it
would have little chance of surviving using an inversion operator that does not preserve
semantics, because any inversion (short of the entire string) would cause the schema to be
lost. Note that although the strings in figures 2.3b and 2.3c are identical, as is the inversion,

33



Chapter 2: Problem Description

"IOA0SSO0ID Jur0d-0Mm) IOpUN JOYIAS0) UTBLUAI [[IM SAUST 9S0Y] Jet])

Aniqeqoad oy Sursearour ‘owiy ST 19U3303 Jy3noiq a1e (proq ur umoys) (1°¢) pue (0°9) (0°0)
soua3 o) Juowauelie duo3 JUAIAHIP B UM Jng uoneuasaidar snoof/afa[e ue Sursn ‘uredy (o)

‘(proq ur umoys) (1°¢) pue (09) (0°0) SOUI3 JO UOTIBIO] A} JON "PAId)[E ST dFeuI] U3 ) A[UO
INQ UOISIOAUI J9)J€ SUIES O} SUIBWIAI SOUd3 oy} JO IopIo ) ‘uoneuasardar snooy/a[a(1e ue sursn) (q)
‘padueyo SI SOUSS Y} JO IOPIO AY) PUB ‘SONUBIS 9AIdSAId JOU SOOP UOISIOAUT A ] (&)

'SABM JUDIOJJIP 921} UI SULIS owes Y} J09)Je 0} Jojerado

UOTSIOAUT JT[} 9SNEO UBD SUOT}LIUSAIASAT JUQIIJIP MOY SMOYs oIS SIY T, *10jerdd () UOISIAUT Y], €T 9InSI

(7 yudwdueaIe JUIF) SINULWIS $IAIISAAd uorsaaAuy (9)

I 099l G aDlOY (7  :VSIuws

19 09laD a9 ol (9 'y SuLns

SINUEBWS IAIIsd1d Jou S0P UOISIdAU] (B)

(1 JuswiSue.LIe JUIF) SONUBWIS SIAIISAAd uorsaaAuy (q)

09 « @_: ‘0 T Si_:i 0°0) LV Suins

09 ( @_ai (‘e d_:“: 0°0) v Sums

I

0

I

I

I

0

0

5V Suins

1y Suins

34



Chapter 2: Problem Description

the only thing that changes due to the inversion is the gene ordering. In this particular
example, the inversion operating on the gene ordering in figure 2.3b causes the relevant
genes to be placed maximally distant from one another. On the other hand, the
representation in figure 2.3c results in the gene loci 0, 3 and 6 to be placed together,
increasing the probability that they will stay together in future crossovers. Thus
theoretically, inversion, with sufficient selection pressure, should be able to produce any
particular ordering in a GA.

The use of inversion however, adds complexity to the crossover operation, since offspring
resulting from the recombination of chromosomes with different orderings can be invalid.
That is, they could either be missing genes essential for a complete solution, or they could
contain ambiguous instances of genes in the form of pairs having the same locus but
different allele values. Bagley dealt with this problem by limiting crossover to individuals
with similar orderings. However, this led to very low rates of crossover application, and
Bagley subsequently concluded that inversion was not very useful under these
circumstances. Historically, the form of inversion described above has remained constant:
variations involve the method in which crossover is made to work in conjunction with
inversion.

Frantz, another student of Holland’s, investigated how gene order affected the performance
of a GA [Frantz, 1972]. He tested several variations of the inversion operator on sets of
fixed-length problems consisting of linear sums of non-linear sub-problems. He concluded
that GA convergence improved if the genes belonging to a particular sub-problem were
located in close proximity to one another. In other words, the GA performed well if gene
linkage was tight. Frantz’s results however, did not indicate that inversion was capable of
improving GA performance on such epistatic problems. His explanation for this was that
the inversion operator was not capable of generating the correct gene linkages fast enough
for selection pressure to properly encourage building block proliferation. This was
supported by later work by Goldberg and Bridges [Goldberg and Bridges, 1990].

Holland viewed the inversion operator as a perturbation operator, useful for introducing
diversity into the gene orderings present in a population [Holland, 1975]. He realized the
need for tightly-linked building blocks and recognized that epistatic effects ran counter to
this requirement. Nevertheless, he argued that the inversion operator could, in conjunction
with proper selection pressure, eventually result in the generation of building blocks with
tight linkage. To date, no astonishing improvements in GA performance using inversion
have been demonstrated. However, more systematic experimental and theoretical studies
are required to determine the true value of the inversion operator in GAs.
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2.3.2.2 Multi-point Crossover

One type of multi-point crossover and an obvious extension to one-point and two-point
crossovers is the m-point crossover, first proposed by Frantz, but more thoroughly
investigated by De Jong [De Jong, 1975]. In n-point crossover, n points are chosen
randomly along the length of the chromosome and parent strings exchange alternating
segments between these points to create their offspring (see figure 2.2¢). De Jong found
that n-point crossover typically degraded GA performance as the number of crossover
points increased. Further analysis has shown that n-point crossover tends to have a
representational bias which can strongly affect which types of schemata are created or
destroyed [Eshelman, Caruana and Schaffer, 1989]. For example, one-point crossover tends
to treat the endpoints of strings preferentially, since these are more likely to proliferate
intact. Increasing the number of crossover points helps by decreasing this representational
bias but at the cost of higher rates of schema disruption. In either case, n-point crossover is
problematic. Representational bias is bad because it implicitly assumes knowledge about
the problem it does not have, and schema disruption is bad because it reduces the
likelihood that selection will promote the growth of the best schemata.

Syswerda introduced uniform crossover which eliminates representational bias entirely by
randomly selecting at each locus the allele of one of the parents [Syswerda, 1989]. In
uniform crossover, there is no bias due to the position of a bit, since every locus has the
same probability of switching over to the allele of the other. Although schema disruption is
higher, Syswerda found that uniform crossover performed better in general precisely
because it made no assumptions about the problem representation. He even went so far as
to suggest that the use of this operator would void the need for a better encodings, as the
uniform crossover is unaffected by the bit ordering of the problem representation.

Spears and De Jong have suggested that a parameterized uniform crossover, in which the
probability of selecting a parent’s allele is varied, could be implemented to alter the amount
of disruption during a GA’s run [Spears and De Jong, 1991]. This was based on a
disruption analysis of multi-point crossovers, which suggested that a certain degree of
disruption might be beneficial for generating more new samples toward the end of a GA’s
run. In addition, smaller populations tend to have less information capacity (i.e. diversity of
alleles) which might find such a disruptive operator useful for generating the diversity
needed for exploration. While these observations may be entirely valid, it is interesting to
note that the need for disruption in this case is driven not by the need for schema disruption
per se, but for more effective exploration of the search space. Clearly, eliminating
representational bias is ultimately beneficial for a GA, but despite rationalizations which
support the need for disruption, it is questionable whether its advantages outweigh its harm.
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Thierens and Goldberg have also shown that although the disruptive effects of uniform
crossover can be overcome by increasing the selection pressure, this solution does not scale
well to the solution of large, difficult problems. They found that population size would
have to increase exponentially with the size of the problem in order to insure an optimal
solution [Thierens and Goldberg, 1993].

2.3.2.3 CHC and the HUX Crossover

Eshelman’s cross-generational competitive (CHC) GA makes use of a variation of the
uniform crossover operator called HUX [Eshelman, 1991]. The HUX crossover is similar
to uniform crossover, but always exchanges exactly half of the non-matching alleles, where
the bits to be exchanged are selected randomly without replacement. As a result, HUX
guarantees that offspring are always the maximum Hamming distance from their two
parents. Although HUX inherits the disruptive character of the uniform crossover, it
maximizes the chances that two good schemata, one from each parent, are combined in the
offspring since exactly half the genetic material from each parent is chosen.

To further combat the disruptiveness of the crossover, the CHC algorithm uses an elitist
selection scheme. Offspring and parents are merged into one population, from which a new
population consisting of only the best is selected. This allows the offspring to compete with
the parents across generations. Note that this selection scheme essentially puts the CHC
algorithm in the category of (u+A)ES algorithms.

The CHC algorithm also includes incest prevention, in which only individuals that are
different by some threshold Hamming distance measure, are allowed to mate. This
threshold is dynamically modified depending on the diversity of the population. Incest
prevention was found to be necessary to insure enough diversity during recombination for
proper exploration of the search space.

Finally, whenever the population has converged or the search has stagnated (i.e. no better
individuals are found after a certain number of generations) the CHC algorithm is restarted
using a partial initialization of the population (referred to as cataclysmic mutation). This is
done by incorporating the best solution along with additional solutions generated by
randomly flipping a fixed proportion of the best solution’s bits. Since the best solution is
always included in the re-initialized population, the new population is guaranteed not to be
worse than the previous one.

Eshelman tested his CHC algorithm on several hand-picked functions and found it to be
superior to the SGA. However, he noted that it performed poorly relative to the SGA on
two classes of problems: deceptive problems that had tight linkage and functions that were
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easy for a robust hill-climber. Nevertheless, he argued that most applications of GAs would
involve difficult search spaces not easily solved by a stochastic hill-climbing algorithm. In
addition, he argued that most deceptive problems in real applications would be loosely
linked and hence maintained the applicability of his algorithm for real-world optimization
problems.

2.3.2.4 GENITOR and the Reduced Surrogate Operator

Another (u+A)ES algorithm that also accumulates improved strings monotonically is
GENITOR [Whitley, 1989]. GENITOR makes use of rank-based selection. In
implementation, the population is maintained in order and sorted by string fitness. Using a
linear selection bias (B) between 1 and 2, the highest ranked individual has a probability
B/M of being selected, the median individual a probability of 1/M of being selected, and the
worst a probability of (2-B)/(1/M) with selective pressure interpolated linearly according to
rank. The parents thus selected are then recombined and mutated (with some probability),
to form a new intermediate population consisting of the original and the two new offspring.
The worst of this population is then replaced by the best offspring, thus reducing the
population to its original size. This algorithm makes use of a version of a two-point
crossover called the two-point reduced surrogate crossover [Booker, 1987][Whitley,
1989][Whitley, 1996]. This operator insures that one of the crossover points is always in an
area of the chromosome that is different from its mate. This automatically prevents
duplicate chromosomes from occurring during recombination (i.e. chromosomes with no
effective exchange of schemata), thereby reducing the amount of resampling that occurs
during evolution and improving the efficiency of the search. For example, if both crossover
points are in an area of the chromosome where all the bits agree, no effective exchange of
schemata occurs, and the resulting offspring are identical to the parents. On the other hand,
if the crossover area includes bits that are different, the resulting offspring are guaranteed
to be different from their parents.

GENITOR is often referred to as a steady-state genetic algorithm because it produces only
one offspring at a time. Its monotonic accumulation of fit strings results in a more
aggressive search than SGAs that has been found to compare favorably with the CHC
algorithm on many optimization problems [Mathias and Whitley, 1994]. Nevertheless, both
algorithms tend to show more variance than SGAs and consequently are more sensitive to
initial conditions and more susceptible to genetic drift [Syswerda, 1991]. (Genetic drift is
the gradual biasing of the schemata in a population due to a combination of selection
pressure and the randomness of the selection process).
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2.3.3 Adaptive Recombination

Due to high order bit interdependencies, general, fixed, problem-independent recom-
bination operators usually end up disrupting partial solutions before they have a chance to
usefully combine with other partial solutions. An alternative approach is to try to improve
recombination by evolving it with the solution. Crossover rates and/or crossover
parameters can be incorporated into the genotype of the individual itself to enable the type
and/or rate of crossover to change as evolution proceeds. This approach is attractive
because it is consistent with the general view that the dynamics of GA evolution change
over the course of its own evolution. A crossover that can adapt to a changing environment
might have significant advantages over a fixed one. Several such approaches are described
below.

2.3.3.1 Adaptive Crossover

Punctuated crossover was a method offered by Schaffer and Morishima for adapting both
the number and position of crossover points in GAs [Schaffer and Morishima, 1987]. A
diploid structure was implemented in which one chromosome was the candidate solution
and the other was a crossover template containing the symbol 1 at each locus where a
crossover was to take place, and 0 at each locus where crossover was not to take place. The
crossover template of one parent was used to determine which parts of the other parent
were exchanged. Corresponding template bits were also exchanged in the process.
Consequently, a crossover resulted in segments of the solution being exchanged and
crossover points being exchanged, thus evolving both in the process. Schaffer and
Morishima tested this method on a small suite of function optimization problems and found
it to be superior to the SGA. However, there has been no further investigation of why the
method works nor to what degree the method could actually improve GA performance on a
larger suite of problems.

Although primarily inspired by real genetics, Schaffer and Morishima were not the first to
explore crossover adaptation. In his dissertation, Rosenberg allowed the probability of a
crossover point occurring between any two genes to evolve as well [Rosenberg, 1967].
Consequently, crossover sites were not chosen entirely at random, but were determined by
the probabilities associated with each chromosome site. Although this type of adaptation
did not allow for the rearrangement of related genes, it did result in the formation of virtual
links between genes which seemed to preserve important contiguous segments. Rosenberg
offered one example that suggested that the crossover probabilities did indeed evolve
appropriately, but the method has not been further studied.
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More recently, in a similar approach, Vekaria and Clack introduced a selective crossover,
inspired by gene expression mechanisms in nature [Vekaria and Clack, 1998]. The
selective crossover associates a real-valued vector with each chromosome. Each vector
contains a dominance value for every gene of the chromosome. During crossover, one
individual acquires the dominant alleles (the alleles whose dominance values are greatest at
each chromosome site) and the other individual acquires the remaining alleles. If the
offspring have a fitness that is greater than either parent, the dominance values for the
exchanged bits are increased in proportion to the fitness increase; otherwise the dominance
values remain unchanged. Although the approach does seem to be relatively unbiased with
respect to the propagation of high order schemata, results have shown only mild
improvement over two-point and uniform crossover. In addition, it is unclear what is the
most effective method of assigning credit to the individual bits.

2.3.3.2 Adaptive Operator Selection

In traditional GAs, the number of operators used to manipulate the chromosome are fixed,
as are the associated probabilities. Davis suggested that a GA might benefit from different
types of crossover operators at different stages of its evolution [Davis, 1989]. He was able
to devise a GA in which a suite of crossover operators was applied at a rate determined by
each operator’s independent fitness. Operator fitness was a function of how many
individuals that operator had contributed to creating over some specified number of
generations. Operators were credited for both directly creating individuals, and for creating
ancestors of good individuals. Davis showed that this method improved the performance of
a GA on several problems. Two serious weaknesses of this method are immediately
evident. First, it suffers from the credit assignment problem, i.e. it is difficult to
determine the correct number of generations over which operators are to be rewarded for
creating good individuals. Second, it is unclear that the rate of adaptation of the operators
can keep up with the rate of adaptation of the GA population. In other words, the operator
settings are derived from the feedback they obtain from the population, but it may be
difficult for that information to affect the operators in time to deal with the population’s
current state. In fact, the latter is a common criticism of self-adaptation methods [Mitchell,
1996].

Sebag and Schoenauer attempted to use inductive learning to control crossover [Sebag and
Schoenauer, 1994]. In their approach, they periodically gathered examples of crossovers
which were labeled “good” or “bad” depending on their effect on the current population. A
set of rules was then created and used to discriminate good crossovers from bad ones, so
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that only good ones would be encouraged. Their method, though complex, did show some
modest improvement on several selected functions, but no further work has been done.

A much simpler approach to self-adaptation was taken by Spears [Spears, 1995]. In his
approach, he included an extra bit in the chromosome representation of the individual
which enabled an individual to choose between a two-point crossover and uniform
crossover. His results, however, indicated that the population did not adapt to the single
best operator for any particular stage of GA evolution. Instead, the algorithm seemed to
benefit from the diversity of crossovers it had to choose from.

Other researchers have used self-adaptation methods to evolve mutation rate [Fogarty,
1989][Smith and Fogarty, 1996] based on work in evolutionary strategies [Schwefel,
1981][Béack, 1992]. However, evolution of mutation rate is beyond the scope of this
review.

2.3.4 Evolving Representations

Another approach to solving the linkage problem is to evolve the representation along with
the solution by determining bit interdependencies or bit order along the way. Several
variants of this difficult approach have been proposed and are discussed at length below.
Despite the validity of these approaches, it is important to keep in mind that the need to
rearrange genes is a direct result of using a recombination operator that is sensitive to gene
positions in the first place.

2.3.4.1 Linkage Flags

Smith and Fogarty developed an encoding and recombination operator called LEGO
(Linkage Evolving Genetic Operator) to explicitly evolve gene linkage using heritable /inks
between neighboring genes [Smith and Fogarty, 1996]. In their approach, each gene has
two Boolean flags associated with it, to indicate whether the gene is linked to the right or
left adjacent gene. Two adjacent genes are said to be linked forming a block, if the
adjacent flags are true. Evolution begins by randomly initializing the population with
random sized blocks and linkage flags. Candidate solutions are created one at a time by
building a chromosome using competing blocks from the rest of the population. The new
solution then replaces the oldest solution and the process is repeated. Mutation is also used
to preserve diversity in both alleles and linkage flags.
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Smith and Fogarty tested their approach on several NK-Landscape problems and found that
the size of the evolved blocks generally grew with the level of epistasis, suggesting that
recombination could adapt to the degree of linkage. However, several limitations of the
approach are apparent. First, it is unclear how well the approach would be suited for
problems in which the linkage did not involve only adjacent bits, even though they suggest
it is relatively insensitive to this. Second, the method is not easily parallelizable because of
the sequential method used to replace individuals and the global analysis required to
generate new solutions.

2.3.4.2 The Messy GA

The Messy GA (mGA), developed by Goldberg and his colleagues separates the evolution
of solutions into two phases: a primordial phase in which the relevant building blocks are
identified, and a juxtapositional phase in which the identified building blocks are
recombined [Goldberg, Korb, and Deb, 1989][Goldberg, Deb, Kargupta, and Harik,
1993][Kargupta, 1998]. The mGA is designed to solve problems up to a (pre-)specified
level of difficulty, where difficulty refers to the minimum order of the schema “useful” for
solving the problem at hand.

Candidate solutions are represented as ordered pairs using a representation similar to the
one used by inversion operators that respect semantics (see figure 3.3). Messy GAs are
called messy because they allow variable-length strings in which not all chromosome sites
have to be specified and some can be specified more than once, even with conflicting
alleles. For example, in a five bit problem, the following set of ordered pairs ((1, 0) (2, 0)
(5, 1) (5, 0)) would represent the schema 00**1. The messy chromosome is under-specified
because there are no alleles specified for chromosome sites 3 and 4. It is also over-specified
because site 5 specifies both 0 and 1 for the fifth allele. Note that in this case, the conflict is
resolved using a left-to-right, first-come-first-served rule referred to as a gene expression

operator.

Messy chromosomes are evaluated by first filling in missing alleles with alleles taken from
a local optimum solution determined at the beginning of each mGA loop, and then
evaluating the resulting solution using the fitness function. Initially, the local "optimum" is
a random solution which can be updated after each loop iteration. A mGA loop consists of
three phases:

1. initialization phase
2. primordial phase

3. juxtapositional phase
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In initialization, all combinations of k-order schemata are enumerated and evaluated, where
k is the minimum order of the relevant schemata. In the primordial phase, tournament
selection in combination with population reduction is performed to reduce the number of
sub-strings and to enhance the proportion of “good” sub-strings. The size and frequency of
population reduction is a parameter of the algorithm. After a certain number of generations
(also a parameter of the algorithm) the juxtapositional phase takes over, proceeding in a
manner similar to an SGA. Sub-strings are cut, as in one-point crossover with a certain
probability that grows as the string length; at the same time, sub-strings are concatenated
with some fixed probability. These operations, in conjunction with tournament selection
continue until a “good-enough” solution is obtained. An additional parameter called a genic
threshold is required to insure that only sub-strings with a certain number of genes in
common compete in the selection process.

Several difficulties with mGAs are immediately apparent. Clearly, one must know (or
guess) the order of the relevant schemata, but it is not clear how that is to be done a priori
for a given fitness function. Second, the primordial stage requires a complete enumeration
and evaluation of M = 2kC];:[ initial strings, a number which becomes quickly intractable
with a reasonable increase in N (the length of the string) or k (the order of the relevant
schemata). Even with their proposed solution of probabilistically complete initialization
[Goldberg, Deb, Kargupta and Harik, 1993], the necessary population still grows
exponentially with £ and additional heuristics are required to fine-tune the implementation.
This leads to the last, most serious criticism of the mGA and that is the large number of
parameters and heuristics necessary to make the algorithm work. All of these factors have
hindered the widespread use of the mGA by researchers in the field. Nevertheless, mGAs
have been shown (empirically) to consistently converge to optimal solutions for several
low-order deceptive problems that would be too difficult for an SGA to optimize.

2.3.4.3 Linkage Learning

Following the work on messy GAs, Harik and Goldberg proposed the linkage-learning
genetic algorithm (LLGA) [Harik and Goldberg, 1997]. A detailed description of the
method is beyond the scope of this review. However, a brief description of the main
concept follows.

Again, the same ordered pair representation is used in the LLGA as in the mGA but
underspecification is not allowed, i.e. the alleles for all chromosome sites must be
specified. Each chromosome therefore has one copy of an expressed allele, and at most »
copies of the unexpressed allele, where 7 is a parameter of the algorithm. In addition, each
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chromosome contains a significant number of introns, genes that contribute nothing to the
fitness of the string, but serve to facilitate the propagation of relevant building blocks and
the formation of linkage. The main idea is that the addition of non-coded genetic material
increases the number of crossover points that preserve related genes [Levenick, 1991]. The
LLGA uses a form of two-point crossover which exchanges segments between donor and
recipient chromosomes making sure that duplicate genes are deleted and that several other
constraints are adhered to (see [Harik et al., 1997]).

Harik showed mathematically and empirically that this approach could lead to efficient
global convergence for a very specific class of functions, referred to as exponentially-
scaled, non-interacting, embedded, deceptive problems. Although the approach has not
been yet extended to other problem domains, it does suggest that linkage can be learned by
a genetic algorithm and that the information to do so is potentially awaiting to be exploited.

2.3.5 Solution Modeling

Ultimately, the primary reason for recombination is the need to generate new solutions to
explore the search space. Recombination does this by exchanging parts between
chromosomes, resulting in new (hopefully) improved potential solutions. Recall that the
SGA uses the population of chromosomes as an implicit memory or database of building
blocks and their corresponding fitnesses. Several researchers have tried to exploit the
population memory more directly by generating new solutions from global information
extracted from the entire set of promising solutions in the population. In this way, an
explicit model of good solutions found so far can be made and used to guide further search.
Estimating the distributions required to create an accurate model, especially one that takes
into account higher order bit interactions, is not an easy task. A survey of several such
methods is provided in the following sections.

2.3.5.1 Univariate Distribution Algorithms

The simplest method for estimating the distribution of good solutions is to assume that all
the variables in a problem are independent. This is the basic principle underlying
population-based incremental learning (PBIL) [Baluja, 1994], bit-based simulated
crossover (BSC) [Syswerda, 1989] and the compact genetic algorithm (cGA) [Harik, Lobo
and Goldberg, 1998]. In all of these, allele probabilities are estimated from an analysis of
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the current population and used to generate subsequent trial solutions. Differences between
the methods lie in how the probability vectors are estimated and how they are used to
generate new solutions.

For example, the BSC operator generates a new solution by stochastically assigning each
bit’s value by the probability of having seen that value in the previous population. BSC
essentially regenerates a new probability vector each generation and uses selection (as in an
SGA) to determine which members propagate to subsequent generations.

PBIL on the other hand, incrementally adjusts the probability vector it uses to generate
solutions in a manner similar to the weight update rule in supervised competitive neural
networks. The probability vector is adjusted by some small amount based on several of the
best solutions in the current population. Several variations have also been tested including
using mutation and updating in such a way as to move the probability vector away from the
worst solutions. Instead of using selection, PBIL produces an entire new generation of
solutions after each update by sampling from the updated probability vector.

New solutions in the cGA are generated in a manner similar to the PBIL. The probability
vector however, is derived by incrementally adjusting bit probabilities based on pair-wise
interactions between the best solution in the current population and all others that are
worse. The resulting probability vector is then used to generate new solutions in the next
generation.

Results by Eshelman et al. suggest that univariate solution modeling methods lead to
poorer propagation of schemata than other methods, resulting in generally worse
performance on problems with significant feature interactions [Eshelman, Mathias, and
Schaffer, 1996]. They attribute this to two main reasons. First, univariate models tend to
generate solutions that are approximately normally distributed about the mean model
(derived from the current population). Standard methods which use recombination between
small groups of chromosomes on the other hand, have a greater tendency to preserve multi-
modalities that might exist because of the more local character of the new solutions that are
generated. The consequence of this is more robust exploration of the search space, which
for problems with significant feature interactions, is a definite advantage. Secondly,
standard methods often stumble upon what Eshelman refers to as maverick individuals that
are just as good or better than, but far from the mean of the population model. Modeling
methods cannot exploit such individuals, nor take advantage of the potential benefit of
exploring the space in the vicinity of the maverick individual.

Although each of the approaches described above has been shown to compare favorably
with standard genetic algorithms, not surprisingly, the algorithms work well primarily for
problems with no significant interactions among variables. Several extensions to these
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algorithms have been made to try and incorporate the effect of feature interactions. These
are described below.

2.3.5.2 Multivariate Distribution Algorithms

One of the first extensions to PBIL to capture feature interdependencies was MIMIC
(Mutual Information Maximization for Input Clustering) [De Bonet ef al., 1996]. MIMIC
maintained the top X% of all previously generated solutions, from which it calculated pair-
wise conditional probabilities. A greedy algorithm was used to approximate the joint
distribution using a chain distribution consisting of a product of the pair-wise conditional
probabilities, from which new trial solutions were subsequently generated. This process
was then repeated. In experimental comparisons, MIMIC was shown to work significantly
better than PBIL. Baluja and Davies improved on this method by modeling the joint
distribution using dependency graphs: trees in which each variable is conditioned on at
most one parent [Baluja and Davies, 1997]. This resulted in a more accurate statistical
model for solution generation, and showed significantly improved performance on many of
the combinatorial problems tested when compared against variations of the SGA.

More complex modeling has been attempted as well. Empirical results from the use of
Bayesian networks for modeling solutions have shown a noticeable improvement over
dependency graphs in some problems that exhibit complicated interdependencies [Baluja
and Davies, 1997][Pelikan, Goldberg and Cantu-Paz, 1999]. It is questionable, however,
whether the benefits obtained outweigh the significantly greater computational effort
required to achieve the results. Furthermore, the validity of modeling more complex,
higher-order behavior more precisely has been questioned [Miihlenbein et al., 1999].
Clearly, solution modeling up to order N where N is the size of the problem is not a useful
endeavor, since such a model would generate only solutions that exist in the population
already. In addition, modeling the population too precisely limits the amount of exploration
the algorithm can do, potentially causing premature convergence for reasons similar to
those presented by Eshleman for univariate models. Thus, more accurate modeling of the
population’s distribution is not always desirable. In general, an efficient and effective
compromise between model accuracy (amount of computation), speed of convergence and
efficient exploration of the search space has yet to be achieved.
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2.3.6 Other Related Work

Ordering problems constitute a sub-field of highly epistatic combinatorial optimization
problems in which the size of the alphabet is equal to the size of the problem and the order
of symbols is important. Some of the most famous examples of such a problems are the
Traveling Salesman Problem, the maximal clique problem and hamiltonian path problem.
Much of the research into optimizing this class of problems has focussed on creating a new
breed of operators that respect permutations. Several such operators include partially
mapped crossover (PMX) [Goldberg and Lingle, 1985], edge recombination [Whitley,
Starkweather, and Fuquay, 1989], enhanced edge recombination [Starkweather et al.,
1991], uniform ordering crossover [Davis, 1991], relative ordering crossover (ROX)
[Kargupta et al., 1992] and many others. Clearly knowledge-based operators can take
advantage of relevant problem information to more efficiently and more effectively solve
the problem at hand, out-performing any more general representation-independent
approach. For this reason, this class of problems will not be considered in this research.

2.4 Research Objective

Clearly, the linkage problem has not yet been solved, although work continues on that
effort. Several important observations can be made from an analysis of past research
efforts:

1. Fixed, problem-independent recombination operators (excluding uniform
crossover) are inadequate for solving the linkage problem because they are
biased by the problem representation. Any viable solution to the linkage
problem must be relatively insensitive to the problem representation.

2. Adaptive recombination methods to date have been quite weak. In addition,
many suffer from the credit assignment problem which precludes a reasonable
justification for rewards and punishments in the adaptation process.

3. Solution modeling approaches, although promising, rely on global statistical
information and hence are not entirely parallelizable. The computational effort
required to accurately model higher order interdependencies is also quite
significant, and it is unclear what the correct balance is between model accuracy
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and algorithm performance. Early successes have also focussed primarily on
separable problems.

4. Methods involving the evolution of representations have had limited success on
problems with (bounded) epistasis. In addition, the implementations are
generally complex, requiring extensive fine tuning and care [Harik, 1997].

5. None of the approaches makes use of individual (genotypic) learning to directly
exploit information that might be gleaned from the interaction between solution
strings. Such an approach could provide a fresh perspective on linkage learning
that may lead to a greater understanding of schemata processing in GAs.

Given these observations, it is clear that an approach to solving the linkage problem that
can address each of these issues to some degree would provide significant advantages over
existing approaches. Specifically, a GA that is capable of adapting to varying levels of
epistasis would be more generally applicable because its performance would not rely on a
priori knowledge of problem complexity. To that end, the questions this research seeks to
address are:

Can the incorporation of genotypic learning help a genetic algorithm to search
a solution space more efficiently?

Can such an approach lead to a more robust GA capable of effectively dealing
with higher order bit interactions and the linkage problem?

To answer these questions, the following research objective is therefore proposed:

Primary Research Objective: To design and test an approach to genetic
algorithms that employs genotypic learning to do intelligent recombination, in
order to efficiently and effectively find high quality solutions to combinatorial
optimization problems over a large range of problem epistasis.
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CHAPTER 3: SOLUTION DESCRIPTION

3.1 Overview

To accomplish the objective of this research, a new type of genetic algorithm called the
Collective Learning Genetic Algorithm (CLGA) has been designed and tested. The new
algorithm combines the idea of adaptive recombination with the intuition behind solution
modeling, i.e., that the population contains a great deal of information that is not
adequately being exploited by current methods. Before describing the CLGA in detail, a
brief overview of the approach is presented to highlight the main features of the algorithm.

A CLGA consists of a population of learning automata each of which oversees its own
chromosome string. Each learning automaton observes a unique set of features in the
chromosomes of other learning automata with which it interacts, in order to explicitly
estimate the mean fitnesses of schemata in the population. It then uses that information to
guide recombination. Thus, individuals collaborate and exchange knowledge instead of
symbols in order to modify their chromosome strings, essentially replacing the random
crossover operator with a consensus of information based on individual experience and
observation. In addition, learned experience is passed on directly to offspring, thus
enabling the population to benefit from the knowledge acquired by previous generations.
Individual learning, a key component of the CLGA, is implemented using collective
learning systems theory [Bock, 1993]. In order to understand the details of the solution
method, a brief description of the theory is presented in the next section. This will lead to a
full description of the CLGA and its implementation.

3.2 Collective Learning Systems

Collective learning systems theory is a machine-learning paradigm closely related to the
fields of reinforcement learning, statistical learning and intelligent agents. The fundamental
component of a collective learning system (CLS) is the collective learning automaton
(CLA), a structure consisting of several components:

1. a set of sensors for the perception of stimuli from an external
environment;
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2. a network of adaptive processors for the synthesis of trial responses based
on the perceived stimuli;

3. memory;

4. a compensation/update policy for the dynamic modification of the
knowledge stored in the memory of its processors.

The primary memory of a CLA consists of a multi-dimensional data structure referred to as
a state transition matrix (STM). An STM specifies all valid inputs (stimulants) and
outputs (respondents) of the CLA, as well as a set of weights that specifies the strength of
association between each stimulant and each respondent (see figure 3.1). The set of all
valid stimulants is known as the stimulus domain and the set of all valid respondents is
known as the response range. A CLA learns by modifying the weights of its STM based
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Range ( Q) 0, 0, Q; e o; see ®,
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Figure 3.1 State Transition Matrix (STM).
Here, m is the cardinality of the domain (extent) and # is the cardinality of the
range (intent). In the CLGA (to be discussed later), m is equal to the number
of bins in the histogram of each feature detector, and # is 1.
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on its interactions with the environment and other CLAs. The learning cycle of a CLA
stage proceeds as follows:

1. A CLA begins with an STM in which all weights are set to zero.

2. A CLA receives a stimulus from the environment via its sensors, and generates a
response based on the weights in its STM. A selection function selects the
appropriate response for the CLA. The CLA can either respond with an output to
interact with its environment, or do nothing. In either case, the stimulus is noted.

3. The number of stimulus/response pairs processed by the CLA before an
evaluation is received is referred to as the collection length, at which point the
environment submits an evaluation of the CLA’s behavior.

4. Based on this evaluation, the CLA generates a compensation reflecting how
seriously it should take the evaluation.

5. The CLA updates its memory based on some function of the compensation and
its internal state. Typically, this involves increasing or decreasing the weights for
all stimulus/response combinations experienced by the CLA (in steps 2 and 3) by
some value related to the compensation.

There are several ways to interpret the weights of the STM memory. First, one can view the
weights as a measure of the correlation between every stimulus and every response
recognized by the CLA. A CLA can learn to respond with an output that correlates best
with each given stimulus. An alternative perspective is to view the weights of the STM
memory as pattern normalities. Under supervised learning conditions, the response (or
class) is known whenever a stimulus is received. If the weight update consists of merely
incrementing a counter for a given stimulus (or pattern), the STM memory becomes a
frequency histogram reflecting how often a particular input pattern is received for the
known class. The magnitude of the count can be used as a measure of the normality of any
particular input pattern for its class.

A learning cell is an instantiation of a CLA (shown schematically in figure 3.2). In
addition to its response output and stimulus/evaluation inputs, it has a control output and a
directive input. These enable the learning cell to send and receive (respectively) data to
and from other learning cells it may interact with. A key component of the learning cell is
the manager which is responsible for delivering incoming stimuli to the selection function,
synthesizing an appropriate response, receiving and processing evaluations, updating the
learning cell memory, and issuing controls to other learning cells, which they receive as
directives. Directives, in turn, are processed by the managers of the receiving cells.
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Figure 3.2 Schematic of a learning cell [Bock, 1993].
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Directives and controls provide the primary mechanisms for coordinating learning cell
interactions. Thus all internal functions of the learning cell are supported by the manager,
which also directs the input and output of data into and out of the learning cell. This
general learning cell is the model for the individual in the CLGA and is described in detail
in the next section.

3.3 The CLGA Algorithm

The general structure of a CLGA is the same as that of all evolutionary algorithms and very
similar to the SGA. Consequently, the underlying idea remains the same, i.e., a population
of solutions (or individuals) represented as chromosome strings evolve through
recombination, mutation, and selection according to fitness. The CLGA however, differs
from the SGA in two major respects: it incorporates a learning mechanism at the genotypic
level, and redistributes control of recombination, mutation, and selection to the individual

chromosomes.

The following explanation of the CLGA begins with a description of its fundamental
component: the individual of the population. The architecture of the individual is derived
from the CLA model and is therefore described in that context. A high-level pseudocode
description of the algorithm is then presented and subsequently expanded to elaborate on
the details of the software design and implementation. Note that all terminology associated
with the SGA also applies to the CLGA, unless otherwise specified. In addition, although
the CLGA architecture can be used with arbitrary alphabets, this research specifically
involves the use of a binary alphabet, the most natural representation for combinatorial
problems.

3.3.1 The SmartChromosome

Each individual of the CLGA population consists of two components: a learning cell and a
chromosome string representing the best solution the individual has found so far. In the
CLGA, each individual is responsible for its own chromosome string, i.e., an individual can
modify only its own chromosome throughout the entire evolution of the population.
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All internal functions of the learning cell, including the handling of output controls
affecting the chromosome and communications with other learning cells, are handled by
the learning cell manager. Consequently, the behavior of the individual is governed by the
actions of the manager which relate directly to how the individual’s chromosome will be
modified. Recall that in the SGA, chromosomes are manipulated by a global control
algorithm which oversees all stages of the evolutionary process. In the CLGA, that control
is distributed among the learning cells associated with the each chromosome. A global
control algorithm is still required to synchronize the interactions of the individuals and to
execute the generation loop, but responsibility for recombination, mutation, and selection
of each chromosome now resides in the chromosome’s associated learning cell. The
individual of a CLGA will be referred to as a SmartChromosome.

Definition 3-1 A SmartChromosome is an individual of the CLGA population,
consisting of a learning cell and a chromosome string.

Henceforth, the actions of the learning cell manager will be synonymous with the actions
of the SmartChromosome. Before presenting a pseudocode description of the algorithm, it
is important to understand how the SmartChromosome acquires and stores its knowledge.
The question of how it uses that knowledge to modify its string will be addressed in a
subsequent section.

3.3.2 Knowledge Acquisition

The “sensors” of the SmartChromosome consist of a fixed number of feature detectors,
each of which is associated with an STM. The memory of a SmartChromosome therefore
consists of not one, but a number of STMs equal to the number of feature detectors.
Feature detectors are used to inspect the schemata of other SmartChromosomes during
evolution. As will be discussed in Section 3.3.3 (Population Architecture), by design, each
feature detector monitors a unique set of chromosome sites. The number of feature
detectors in each SmartChromosome (d), the number of overlapping monitored sites (b),
and the cardinality of the set of monitored chromosome sites (k) are parameters of the
algorithm. A SmartChromosome inspects a string by noting the permutation of symbols at
the chromosome site locations monitored by each of its feature detectors. The particular
permutation of symbols observed in the inspected string acts as a stimulus for each feature
detector STM. The stimulus domain of a feature detector’s STM is the set of all possible
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permutations of symbols for the chromosome sites that the feature detector monitors. For
binary encodings, the cardinality of the stimulus domain for a feature detector monitoring k&
sites is therefore 2k, for trinary encodings, 3k, etc. For example, figure 3.3 shows a
schematic of a single SmartChromosome with details specific to the CLGA implementation
filled in within the boundaries of the schematic of the general learning cell (as depicted in
figure 3.2). The example is taken from a binary encoded population withd =2, k=3, =0,
and string length N = 12. Note the stimulus domain (the set of all valid stimulants) for each
STM consists of the following set of states: {[000], [001], [010], [011], [100], [101], [110],

[111]}.

The evaluation corresponding to a particular stimulus is the fitness of the inspected string
as computed by the fitness function. For each feature detector, the SmartChromosome
modifies the corresponding bin weight using a compensation/update function that replaces
the current weight with the mean of the inspected string’s fitness and all other string
fitnesses that contributed to that bin weight in the past. Note that this mean is not weighted,
so that all observations are given equal weight.

Figure 3.4 depicts the feature detectors and corresponding inspected states for one example
where one SmartChromosome (4) inspects another SmartChromosomes(B). The details of
the learning cell are removed to enhance clarity. During inspection, the feature detectors of
SmartChromosome 4 "observe" the shaded symbols pointed to by arrows. For feature
detector f1, this causes the bin weight for state [001] to be replaced by the average of the
fitness of SmartChromosome B's string and all other string fitnesses that contributed to that
bin in the past. The same is done for bin weight 2[100].

Thus the bin weight corresponding to any particular stimulus is actually the
estimated mean fitness of all the k-order schemata specified by that stimulus and seen
by the feature detectors so far. For example, using the schema notation described in
Section 2.2.4 (Theory of Genetic Algorithms), feature detector fl in figure 3.4 monitors the
following 8 schemata through its sensors: {#HOHOHOHHHH#H, HHOHOH | H#HHHE, #EO# | HOH#HEH,
HHOHLH 1 HHHOHORHHHE,  #HETHOR V-, #HIBTHOHHIH, ##1#1# 18}, The
leftmost bin weight of fl is the mean fitness of all strings observed by SmartChromosome
A (so far) that match the schema ##0#0#0#####. The second leftmost bin weight of fl is
the mean fitness of all strings observed by SmartChromosome A (so far) that match the
schema ##0#0# 1 ##### and so on. Similarly, feature detector 2 monitors {#######0#00#,
HHHHHIHOR01#, #HHHHFHORL O, HHIHHOR] T, #HIFHHFTHO0H, HHHIHIF 1 HO 14,
HHHHHIFI#10#,  #HHHHEHELLLE] etc.

Recall that the analysis of the dynamics of schema production in an SGA under
proportional selection (see Section 2.2.3.2) suggests that an SGA implicitly estimates the
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Figure 3.4 SmartChromosome 4 inspects SmartChromosome B.

mean fitnesses of all schemata in the population. Although this is not entirely true due to
the inherent bias of the GA sampling process, the point is that the estimate (as inaccurate as
it may be) is implicit, reflected by the frequency of the schemata within the population.
Schemata with above average observed fitness receive an exponentially increasing number
of trials as evolution progresses, thus guiding the population towards strings with higher
and higher fitness. Selection pressure is used to weed out the better strings generated
through a random recombination process.

The CLGA, on the other hand, attempts to explicitly estimate the mean observed fitness of
only k-order schemata, but uses that information to direct the recombination
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deterministically. The random recombination process is therefore replaced by a
deterministic one. In order to see how this is done specifically, it is important to first
understand how a population of SmartChromosomes is constructed, so that the
recombination process can be explained within the context of the general algorithm.

3.3.3 Population Architecture

To minimize positional bias with respect to the chromosome sites monitored by the feature
detectors, a population should include feature detectors that together, monitor most or all
possible combinations of monitored sites. Given a feature detector cardinality of &, the total
number of possible combinations of monitored sites is N chromosome sites taken & at a
time C];:[. In the CLGA, these are distributed equally among all the SmartChromosomes.
The number of SmartChromosomes (M) in the CLGA population is therefore determined
by the number of feature detectors per SmartChromosome (d) and the combination ratio
7., the fraction of combinations actually incorporated into the population. Hence,

M_ |7rcbdfv—‘
- (3.1)

Obviously, a value of 7., = 1.0 defines the case where all combinations are included in the

population. The combination ratio can also be greater than 1.0 in two cases. First, in order
for each SmartChromosome to have the same number of feature detectors, round-off error
may result in several combinations being repeated, in which case r., would be just slightly
greater than 1.0. Second, CLGA performance may benefit from having several copies of
each combination in the population, in which case the combination ratio would be ., = 2
for two copies, ., = 3 for three copies, etc. Note that the population size can be varied
entirely independently as long as no specific value of the combination ratio is desired.

A population is created by randomly selecting the required number of combinations
(without replacement) from the total and distributing feature detectors randomly among the
SmartChromosomes, taking care to insure a uniform cover for all chromosome sites. The
cover of a single chromosome site is the total number of feature detectors in the population
whose monitored sites include that site. Note that for integer values of 7., the cover is
guaranteed to be uniform because each chromosome site is included in the same number of
combinations C];:T/N). A uniform cover is desirable because it insures that approximately the
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same amount of information is stored for each chromosome site, and no particular
chromosome site is observed preferentially.

In addition, the number of overlapping chromosome sites between feature detectors can be
specified. For sake of simplicity, once specified, all SmartChromosomes have the same
feature detector overlap, which can range from 0 to k-1 chromosome sites. For example,
figure 3.5 below shows two different scenarios, a set of feature detectors with overlap and a
set without.

chromosome being "inspected"
[1]1[1fof1[of[1]ofof1]o[1[0f1]
feature detector 1 lZ] |Il E

feature detector 2 II] lz] IEI
feature detector 3 E

(a) Feature detectors with overlap: d=3, k=4, b=2

chromosome being "inspected"
[1[1]1fo]1]of1fofof1]o[1] o] 1]
feature detector 1 E E E

feature detector 2 E E
feature detector 3 E E

(b) Feature detectors without overlap: d=3, k=3, b=0

Figure 3.5 Feature detector overlap. Note that the ones and zeros in the inspected
chromosome are arbitrary and shown here only for example.
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3.3.4 CLGA Pseudocode

Once the population of SmartChromosomes is created, evolution proceeds as shown in the
pseudocode of figure 3.6. In each generation, SmartChromosomes interact, “inspecting”
the strings of other SmartChromosomes and “interrogating” each other to obtain
information which can help each improve its own string. Interrogation refers to the method
of recombination: instead of exchanging schemata parts, each combines its own knowledge
with others' to determine the manner in which it will modify its string. This is discussed in
more detail under the appropriate pseudocode heading. If a modification results in a string
superior to its previous string, the new string is retained; otherwise, the SmartChromosome
reverts to the previous one. In either case, the SmartChromosome learns from the
interaction and subsequently passes on what it learns to other SmartChromosomes it
encounters. The following sections explain the main pseudocode headings of the FOR loop
in figure 3.6 and discuss the algorithm in more detail.

3.3.4.1 Mate

Each SmartChromosome selects m other SmartChromosomes as mates randomly from the
population. Mating merely determines which subset of SmartChromosomes will be
inspected and interrogated by each SmartChromosome. The algorithm for mating
proceeds as follows. Initially, all SmartChromosomes are in a list. For each
SmartChromosome, mates are selected randomly without replacement until all
SmartChromosomes are exhausted. The list is then refilled and the process repeated. This
continues until all SmartChromosomes have m mates. Note that mating in the context of
the CLGA is not reciprocal, i.e. a SmartChromosome inspects and interrogates its mates
but not (necessarily) vice versa. The problem of reciprocal mating will be discussed in
Section 3.3.4.3.

3.3.4.2 Learn by Inspection

Each SmartChromosome inspects the strings of its mates in the manner described in
Section 3.3.2 (Knowledge Acquisition). To briefly summarize: a SmartChromosome
inspects a string by noting the permutation of symbols at the chromosome site locations
monitored by each of its feature detectors. The bin weight corresponding to the particular
permutation of symbols observed in the inspected string is replaced by the mean of the
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Create population of M SmartChromosomes

Initialize and evaluate the SmartChromosome strings

REPEAT (until termination criterion is met)
FORi=1to M

Mate
SmartChromosome i selects m mates randomly from
the population.

Learn by Inspection
SmartChromosome i inspects all m mates and updates
its knowledgebased on the observed schemata and other
information the mates may have accumulated.

Learn by Interrogation
SmartChromosome i uses the knowledge encoded in the
feature detectors of one or more of the m mates and its
own to modify oldString.

Mutate
SmartChromosome # applies directed mutation to the
modified o/dString to get newString.

Evaluate
SmartChromosome i evaluates newString.

Learn from Experience
IF (newString is fitter than oldString)
THEN SmartChromosome i updates its knowledge
based on newString

ELSE SmartChromosome i reverts to oldString and
updates its knowledge based on the failed attempt

Figure 3.6 CLGA Pseudocode
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inspected string’s fitness and all other string fitnesses that contributed to that bin weight in
the past. Figure 3.4 depicts the feature detectors and corresponding inspected states for one
example where one SmartChromosome(A4) inspects another SmartChromosomes(B).

3.3.4.3 Learn by Interrogation

The heart of the CLGA involves the use of feature detector STM information to modify
SmartChromosome strings. A SmartChromosome (known as the interrogator)
interrogates its mates by combining the best states of its own feature detectors with those
of its mates’ in order to modify its string.

Definition 3-2  The best state of a feature detector is the permutation of symbols
corresponding to the bin of the feature detector STM containing
the largest weight.

Instead of randomly exchanging schemata parts, a SmartChromosome uses a consensus of
information to determine the best permutations of symbols to incorporate into its own
string. The consensus is arrived at through a process known as interrogation. It is the
primary mechanism by which recombination occurs in the CLGA.

Interrogation proceeds in two phases: a memory analysis phase, and a state superposition
phase. In the first phase, the interrogator sends out a memory analysis directive to itself and
to each of its mates. The directive is serviced by each SmartChromosome as follows:

1. Best states of each feature detector STM are identified;

2. Best states are then sorted in descending order by bin weight;

3. A list of sorted best states and corresponding bin weights are sent back to the
interrogator.

In the state superposition phase, the interrogator first merges all the sorted best-state lists
into a single list in descending order by bin weight. The permutations of symbols
corresponding to each of the best states are used to overwrite the symbols in the
interrogator’s string. This is referred to as state superposition. Recall that each best state is
obtained from a feature detector that monitors a specific set of chromosome sites. State
superposition is accomplished by overwriting that set of chromosome sites in the
interrogator’s chromosome string with the permutation of symbols that corresponds to the
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state being superposed. States are superposed sequentially beginning with the state with the
largest bin weight. A state is consistent if none of the monitored sites of the corresponding
feature detector overlap with those of any of the previously superposed states or, in case of
overlap, the symbols to be written to the overlapped sites are identical to the symbols
already there from a previously superposed state. States which are not consistent are
omitted. State superposition is complete when one of three conditions is satisfied:

1. All best states in the list are exhausted;

2. All chromosome sites in the interrogator’s chromosome are overwritten; or
3. The fraction of chromosome sites overwritten in the interrogator’s chromosome
exceeds a threshold referred to as the superposition fraction (sy).

For recombination to occur, at least one state must be incorporated. At most, all N
chromosome sites may be overwritten. Hence, the superposition fraction is restricted to the
interval sy = [k/N, 1.0]. Figure 3.7 presents an example where one SmartChromosome (4)
interrogates another SmartChromosome (B) with a superposition fraction of 8/12 or 0.67.
Note that limiting the number of states which are superposed during interrogation (i.e.
using a superposition fraction of less than 1) allows the SmartChromosome to retain alleles
that it has worked long and hard to obtain. Experiments have shown that as the
superposition fraction increases, the speed of the search can increase but sometimes does so
at the cost of robustness. This suggests that the superposition fraction might serve a role
similar to that of modulating selection pressure.

An understanding of the interrogation process helps to elucidate the problem of reciprocal
mating mentioned in Section 3.3.4.1. Because the best states from all of the mates and the
interrogator are used to do recombination, that same list of best states would have to be
used by each of the mates if reciprocal mating were allowed. As a result, each mate would
incorporate the same best states into its chromosome. For superposition fractions less than
1, the few chromosome sites that might be different would be sites that were not
overwritten during state superposition. For a superposition fraction equal to 1, all
chromosome strings would become identical! This would not only homogenize the
chromosome strings very quickly, but also limit the dissemination and mixing of
information between the individuals of the population, severely curtailing exploration. For
these reasons, reciprocal mating is not used.

It is interesting to note that if the SmartChromosomes were competing, reciprocal mating
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Figure 3.7 SmartChromosome A Learns By Interrogation. [Step 0] SmartChromosome A instructs SmartChromosome B to send
the best state from each of its feature detectors (f3 and f4) and corresponding STM weights (shaded). SmartChromosome A combines
its best states (shaded) with those from SmartChromosome B and sorts them in descending order by STM weight to obtain the
following list: f1[000], f3[101], f4[011] and f2[111]. SmartChromosome A uses this list to modify its chromosome string through steps
1-4 as follows. [Step 1] The best state with the largest STM weight ([000] from f1) causes SmartChromosome A to replace the
symbols at chromosome sites 3, 5 and 7 (the sites monitored by f1) with the symbols [000]. [Step 2] The best state with the next largest
STM weight ([101] from f3) is omitted. The symbols [101] cannot replace those at chromosome sites 2, 4 and 5 (the sites monitored by
f3) because the symbol for chromosome site 5 is different from the symbol already replaced at chromosome site 5 in step 1. [Step 3]
SmartChromosome A replaces the symbols at chromosome sites 7, 9 and 12 with the symbols [011] (the best state from f4). The
symbol to be replaced at chromosome site 7 is the same as the symbol already replaced there in step 1 so the replacement is allowed.
[Step 4] Finally, SmartChromosome A replaces the symbols at chromosome sites 8, 10 and 11 with the symbols [111] (the best state
from f2).
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would be preferred. The selfish, competitive strategy would be for each individual Smart-
Chromosome to incorporate the best set of states regardless of what any of the other
SmartChromosomes decided to do, instead of allowing only one to benefit from the
combined knowledge of the whole group. Without reciprocal mating, the result is a
cooperative strategy in which one individual benefits from the combined knowledge of the
group, while the rest move on to mate with others to maximize the probability of one
SmartChromosome finding a superior combination of best states.

3.3.4.4 Mutate

In SGAs, a mutation occurs by randomly complementing a single bit in the population. A
mutation rate x (in units of mutations/bit) specifies the rate at which this occurs. To do
each mutation, a chromosome is selected randomly from the population and then a single
bit in the string is complemented. In most GA implementations, the bit is also selected
randomly from the chromosome string [ Goldberg, 1989].

The reason mutation is used in SGAs is because the convergence of the population
decreases the diversity of alleles in the population and often can result in the loss of certain
alleles in specific chromosome sites. Since standard recombination techniques rely on the
exchange of symbols between chromosome strings, the chromosome strings are the sole
source of allele material. Once lost, they cannot be recovered without resorting to some
form of mutation.

In the CLGA however, the source of allele material is the states of the feature detector
STMs and it is the convergence of the STMs that decreases the diversity of alleles. Recall
that each chromosome site has a cover of @= C];:]/N (assuming a combination ratio of 1).
This means that @different feature detectors can affect the type of symbol written to any
particular chromosome site (as a result of the interrogation process). For it to become
exceedingly unlikely that a particular chromosome site can take on a particular value, all
the best states of those feature detectors would have to have the same symbol at that
chromosome site. For a binary alphabet, the probability that this is true initially is < (0.5)?
for the case where there is no information, and all best states are determined randomly. For
example, even for a small problem where N = 10, k£ = 3, this results in a probability of less
than 0.0003. This probability will increase as more information is acquired and the feature
detector STMs learn which permutations of bits are best. Consequently, it may be argued
that there might not be a need for mutation (especially in the early stages of evolution) due
to the randomness inherent in the interrogation process when little or no information is
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available. As evolution proceeds and the STMs begin to converge, mutation may become
more important in maintaining some degree of exploration in later parts of the search.
Therefore, in the CLGA, mutation is more controlled and is entirely up to the individual
SmartChromosome. Bits are complemented methodically in a process referred to as
directed mutation, using a memory of past mutations and strings to keep track of which
mutations have already been tested.

Once a SmartChromosome modifies its string via interrogation, it applies a directed
mutation operator to its chromosome, proceeding as follows. It first searches its memory to
see if the current string has already been evaluated by the SmartChromosome. Each
SmartChromosome maintains a FIFO" list of the 4 chromosome strings it has evaluated
most recently, where / is some small number (to limit time and memory resources) referred
to as history length. If the string has already been evaluated, a single bit is randomly
selected in the string and complemented. A mutation template is maintained for each
chromosome in memory to keep track of which bits have been changed, so that the next
time that same string is obtained, a different bit can be changed. Only those bits that have
not already been changed are eligible for mutation each time. (Note that for 4 = 0, this can
reduce to a version of standard mutation).

Directed mutation has several very important benefits. First, it reduces (to some degree) the
resampling of points in feature space (within the limits of the SmartChromosome's local
memory), thus increasing its exploratory power. Second, it enables each
SmartChromosome to #hill-climb around its locally optimal solution whenever state
superposition is unproductive. Finally, it may help to deter SmartChromosome feature
detectors from locking too strongly onto certain chromosomes, especially late in the
evolution as solutions improve. Locking can occur when the feature detectors of a
SmartChromosome acquire best states whose weights are much higher than those of many
other SmartChromosomes. In such a case, the interrogation process often results in the
SmartChromosome's own states being used over and over to generate new solutions.
However, this results in no new states being integrated from other SmartChromosomes and
hence the solutions generated end up identical to the one already present. "Learning from
experience" (see section 3.3.4.6 below) then observes the same locally optimal solution and
further reinforces the weights in a potentially endless cycle. Directed mutation insures (to
some degree) that new solutions are generated each time. A very similar solution may be
obtained and observed each time, but the fitness of that solution may vary dramatically,
perturbing the weights in the feature detectors and deterring locking from occurring too
readily. Thus is some ways, directed mutation is self-adapting It remains essentially
inactive in the early stages of evolution due to the inherent randomness of the interrogation

“FIFO here means that the chromosome that hasn't been repeated in the longest time is replaced first.
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process (as discussed above). It only becomes active later on, as the STMs begin to
converge and state superposition becomes less productive.

3.3.4.5 Evaluate

Finally, each SmartChromosome evaluates its chromosome using a fitness function. As
discussed in section 2.2.3 (The Standard Genetic Algorithm), the fitness function is usually
some simple transformation of the objective function to be optimized. The objective
function can be a mathematical function, a process or simulation, or any transform that
takes as input the encoded solution and returns a measure of the solution’s quality. The
fitness function is the same for all SmartChromosomes, returning a real value that is stored
by the SmartChromosome and associated with each new string.

3.3.4.6 Learn from Experience

No matter what the fitness of the new string is relative to the previous string, the
SmartChromosome proceeds to inspect it (as described in Section 3.3.2). This enables the
SmartChromosome to learn from both its successes (where the new string is superior) and
its failures (where the new string is worse). In either case, the information regarding the
permutations seen by its feature detectors is useful for refining the schema means.

3.3.4.7 Select Offspring

In almost all GAs, selection occurs using a global analysis of all string fitnesses and/or
allele frequencies. A decision is then made by the global controlling algorithm as to which
chromosome strings are propagated into the next generation. In contrast, in the CLGA,
responsibility for selection is given to the SmartChromosome. If the new string generated
by recombination and mutation has a fitness that is the same or better than the
SmartChromosome’s previous string, that string replaces the parent. If the new string is
worse, the previous string is restored and the parent lives on into the next generation. In
essence, offspring compete with the parent in the selection process. In this way, each
SmartChromosome retains the best solution it has found so far, and continues to try to
improve that solution through its interactions with other SmartChromosomes. This policy
for selection is referred to as individual selection.

Because a SmartChromosome retains its best solution after each generation, it essentially
conducts a search on its own, following an avenue of search biased weakly by the
chromosome sites monitored by its feature detectors and ultimately determined by other

67



Chapter 3: Solution Description

SmartChromosomes it encounters. Since every SmartChromosome has a unique set of
feature detectors, every SmartChromosome has a weak bias different from every other,
exploring different subsets of hyperplanes in the fitness landscape. A SmartChromosome
mixes and matches subsets of k-order schemata to try and build higher order schemata,
which, if they result in a superior string, are guaranteed to be preserved under the elitist
selection policy.

Note that because the individual selection allows offspring to compete with parents, the
CLGA can be described as a (u+A)ES type GA making it potentially more similar in
behavior to the CHC or GENITOR algorithms described in chapter 2 rather than the
canonical GA of Holland. This is further explored in the next chapter.

3.4 CLGA Implementation

3.4.1 Software

All source code for this research was written using 1998 ISO/IEC C++ and was compiled
on a Macintosh platform in a MetroWerks CodeWarrior Integrated Development
Environment (Version 4.0). Code development adhered to the C++ standard to insure
software compatibility across all potential platforms, to facilitate easy portability to other
platforms for future research. This has also resulted in code that can be readily used by
other researchers, thus potentially encouraging more widespread use and testing of the
CLGA in academic research.

The object-oriented nature of the CLGA made C++ an ideal language for its
implementation. In addition, similarities between the CLGA and the other GA algorithms
implemented for comparison enabled the use of the multiple inheritance features of the
language that simplified the software development. An abstract base "class" and supporting
data structures were created to encapsulate the main features common to all of the genetic
algorithm implementations. GAs were derived from this base class, inheriting functions
that were common between them, and overwriting functions that were not. This resulted in
several very important advantages. First, it simplified the design and reduced the
redundancy of the code by allowing the sharing of common functions. Second, it improved
maintainability of the code, since changes to common functions did not have to be repeated
for all of the algorithms. Finally, a side benefit of improved maintainability was more
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robust code that was less prone to coding errors, since a change to a common function
affected all implementations at once. This guaranteed that a fundamental change to one, if
affecting all, was propagated to all.

Code for five main classes is given in Appendix D: GABaseClass (abstract base class for
common GA functions), IntelligentGA (CLGA controller), StandardGA (SGA/GENITOR
controller), SmartChromosome (code for individuals), and STM (collective learning STM
code). Due to space limitations, code for supporting file utilities, string utilities and
arithmetic functions is not provided.

3.4.2 Hardware

The CLGA and all other GA implementations used in this research were run on a
Macintosh platform, compiled for a Power Macintosh architecture. Memory requirements
for the CLGA depended primarily on the population size, requiring between 5000 and
15000 bytes per SmartChromosome for feature detector sizes less than or equal to 3. A
significant amount of memory was also required for any runs that tested problems with
large epistasis generated by the NK-Landscape problem generator. This was due to the
nature of the problem generator's construction, which consisted of a memory-resident
lookup table for all subsets of interconnected genes (see section 4.2). Consequently, the
amount of memory increased exponentially with the level of epistasis, requiring an upper
limit of approximately 90MB of RAM in addition to the algorithm overhead for a problem
size of N = 30 with an epistasis of K = 15.

3.4.3 Data Collection and Processing

All GA implementations were designed to provide two modes of operation: manual and
automatic. Identical information regarding diagnostic and processing output was stored
regardless of the mode of operation. Manual operation was useful for analysis of, and
experimentation with single runs. Automatic operation was useful for running multiple
experiments and Monte Carlo simulations.

Manual operation allowed detailed tracing of the evolution of a single population. An event
driven graphical interface was developed to depict chromosome schemata and other
pertinent data during evolution, allowing the operator to step through the evolution of a
population one generation at a time. This mode also enabled the storage of detailed data
regarding the interactions of chromosomes in a single generation for the purpose of both
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analysis and debugging. An example image of the status window shown during manual
operation is given in Figure D-1 of Appendix D.

Automatic operation required the manual configuration of a specially formatted text file to
specify which sets of parameters, number of repetitions, efc. needed to be run. This mode
enabled an operator to run multiple experiment treatments over many problem instances
and many repetitions, in an unattended manner with minimal user intervention.

In addition to various diagnostic files, data output for each GA primarily consisted of two
files: a summary file and a best-so-far fitness file. GA configuration parameters along with
best fitnesses at various points throughout evolution were stored for each set of
experiments in a summary file. A best-so-far fitness file containing the best string fitness
obtained each generation for each experiment was also stored in case more detailed
analysis was required. Post-processing yielded files that could be input into Microsoft
EXCEL for plotting and additional processing.
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CHAPTER 4: RESEARCH HYPOTHESES AND GOALS

4.1 Primary Research Hypothesis

The objective of this research, as stated in Section 2.4, is to design and test an approach to
genetic algorithms that employs genotypic learning to do intelligent recombination, in
order to efficiently and effectively find high quality solutions to combinatorial optimization
problems over a large range of problem epistasis. The CLGA described in chapter 3 is the
algorithm developed to achieve this research objective. To determine the suitability of the
CLGA for achieving this objective, the following primary research hypothesis was
proposed:

Primary Research Hypothesis 1:
A CLGA is capable of efficiently and effectively finding high quality solutions to

combinatorial optimization problems over a large range of problem epistasis.

To be clear on this objective, it is necessary to briefly define what is meant by the terms
effective and efficient. In the context of this dissertation, the effectiveness of the CLGA
approach was determined by validating the utility of genotypic learning for recombination.
The efficiency of the approach was determined by comparing the CLGA's performance
with that of other comparable algorithms on combinatorial optimization problems of
varying degree of difficulty as measured by the level of problem epistasis. Clearly, a very
important step in this analysis was the selection of reasonable operating parameters and
conditions for the CLGA. This required a general investigation of the effect of various
operating parameters on the performance of the CLGA, to determine guidelines for its use
and to provide insight into its behavior.

Therefore, to validate the primary research hypothesis, the following three goals were set:

Goal G1.1: To select a reasonable operating point for the CLGA
Goal G1.2: To measure the effect of genotypic learning on CLGA performance
Goal G1.3: To compare the performance of the CLGA with several other GAs on

various epistatic combinatorial optimization problems

A full description of these goals and their individual descendent goals and hypotheses
is given following a discussion of several supplementary governing propositions
needed to clarify terminology. Formal experiments are described in chapter 5.
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4.2 Supplementary Governing Propositions

Due to computation time and resource limitations, not all parameters of the CLGA could be
fully investigated in this research. Several postulates are presented below which discuss the
selection of reasonable fixed values and limits for various CLGA parameters. The results of
pilot experiments and supporting arguments are given to explain the specific choices.

Assumption 4.1 A value of 1 for the combination ratio is necessary for the CLGA
to be effective.

Recall that each feature detector in a population of N-length chromosomes monitors a
unique combination of & chromosome sites, where £ is the size of the feature detector
and C]k\{s the total number of combinations. A minimum combination ratio of 1 results
in all combinations of feature detectors being present in the population. This insures
that all possible k-order schemata are observed by the SmartChromosomes and that
no subset of these schemata is given preferential treatment. Missing combinations
(corresponding to a combination ratio of less than 1) would result in certain k-order
schemata being unrepresented in the accumulated knowledge base of the feature
detector STMs. Since chromosomes are modified based on the best state of each
feature detector STM, a missing combination would eliminate the possible
contribution such a combination might make to the recombination process and
introduce unnecessary bias. For example, in the case of size-3 feature detectors, if the
feature detector monitoring bits 2, 4, and 6 were absent, the best permutation of bits
for those chromosome sites would have no possibility of ever being determined. They
might still be indirectly determined through other feature detectors monitoring
different subsets of these sites, but this would be expected to affect the algorithm’s
sensitivity to problem representation and hence be detrimental to CLGA performance.
The effect of redundant combinations (corresponding to a combination ratio greater
than 1) is less clear. However, since best states are superposed in a competitive
manner, the redundant feature detector combinations would likely either not hurt or
benefit the CLGA, since one could intuitively trust that more information is better.
This would be especially true for very large combination ratios. As a result, in cases
where a specific population size was required, the combination ratio was allowed to
be greater than 1 to accommodate the additional SmartChromosome feature detectors,
with a preference for integers (to insure approximately equal numbers of redundant
feature detectors).
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Postulate 4-1 The cover ratio is the ratio of the union of chromosome sites
monitored by the feature detectors of a SmartChromosome to the length
of the chromosome, given by:

_ d(k-b)+b

Fov = (41)
N

where: N = problem size (the length of a chromosome string)
d = number of feature detectors per SmartChromosome
b = feature detector overlap
k = feature detector size

Since information regarding allele combinations for multiple chromosome sites is stored in
each feature detector STM, the number of feature detectors is less important than the
number of chromosome sites for which there is information. For example, one feature
detector monitoring 5 sites (d = 1, k = 5) is very different from one feature detector
monitoring one single site (d = 1, k = 1), i.e. the number of sites for which information is
being collected is 5 vs 1 and the information content of the former is 16 times the
information content of the latter (32 states vs 2 states). A more relevant comparison would
take into consideration the number of sites for which data is being collected. One such
reasonable measure is the ratio of the cover provided by the feature detectors to the length
of the chromosome. To continue the example, this would mean that one feature detector
monitoring 5 sites (d = 1, k = 5) would be more comparable to five feature detectors each
monitoring 1 site (d = 5, k = 1). Note that the difference in information content can be
accounted for by the size of the feature detector, which was also considered to be a relevant
parameter of this research. Thus, the cover ratio was a reasonable parameter to vary.

Postulate 4-2 The range for the superposition fraction ( sy ) is given by:
~ S5 § MN{@m+tDr, .1} (4.2)

where: N = problem size (the length of a chromosome string)
m =number of mates
rey = cover ratio
k = feature detector size
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The mechanism of intelligent recombination requires that "best states" be used to modify
SmartChromosome strings. Otherwise, no exchange of information occurs, and no
modification of schemata takes place (ignoring directed mutation). The minimum number
of "best states" that can be superposed is clearly equal to 1, i.e., among all of the best states
between mating SmartChromosomes a minimum of one "best state" must be selected.
Since the number of chromosome sites comprising one state is equal to the size of the
feature detector, the minimum number of chromosome sites modified is 4, and hence the
minimum possible superposition fraction is k /N.

During the interrogation process, only those chromosome sites which are monitored by
feature detectors stand a chance of being modified. Consequently, the maximum number of
chromosome sites that can be modified is equal to the union of the chromosome sites of all
the sites monitored by feature detectors over all of the mating SmartChromosomes. For a
single SmartChromosome, the number of sites is Nr,, and for any particular interrogation,
assuming no common chromosome sites, (m+1)Nr.,. Clearly, the upper maximum is N, the
case where all of the chromosome sites are modified. The corresponding limiting
superposition fractions were therefore, (m+1)r., and 1, respectively.

Assumption 4-2 Feature detector overlap is not a significantly relevant parameter
for CLGA operation.

Recall that each feature detector monitors a unique set of & chromosome sites (for a
combination ratio of 1). If a SmartChromosome has more than one feature detector, the
feature detectors may overlap in the chromosome sites that they monitor. The number of
overlapping sites between feature detectors (b) is a parameter of the algorithm. For sake of
simplicity, all SmartChromosomes have the same feature detector overlap (see figure 3.5
for two examples). It may be argued that the effect of feature detector overlap is subtle at
best, especially when b << k. Note that feature detector state weights are determined by the
fitness of the chromosomes inspected by that feature detector. If two feature detectors do
not overlap, a given inspection can affect any state in either of the feature detectors. This is
because the permutation of symbols observed are independent of each other and depend
only on the particular symbols observed in the chromosome schemata. On the other hand, if
there is overlap, a given inspection will affect the same subset of states in each of the
feature detectors in question. The subset of states is determined by the overlapping
symbols. For example, if two feature detectors of size 3 overlap at a single chromosome
site, a given inspection will always affect one of the four states that either has O for that
chromosome site (in both feature detectors) or one of the four states that has 1 for that
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chromosome site (in both feature detectors). Consequently, the probability that a particular
permutation will be observed by one feature detector, given a particular permutation
observed by the other is 1/4, instead of 1/8 as it would be for non-overlapping detectors, or
in general, 1/2°" instead of 1/2*. Clearly, this probability increases as the number of
overlapping sites increases relative to the size of the feature detector. The consequence of
this is a redundancy of information between the two feature detectors, which becomes more
egregious as the overlap increases. In other words, with greater overlap, there is a higher
probability that the feature detectors will agree on the state of the overlapping bits. To put
this in perspective for the example, this means that in 25 out of 100 inspections, the same
set of states will be updated using the same chromosome fitness for both feature detectors.

Postulate 4-3 The correlated-update probability (p.,) is the probability that a
particular state in one feature detector will have an update that is
correlated with another state in an overlapping feature detector and
is given by:

b-k

Peu=72 (4.3)

where: k = feature detector size
b = feature detector overlap

Note that the fact that states are correlated is less important than the fact that the correlated
states affect the same chromosome sites (specifically, the ones that are overlapping). This
is made clear if one considers the fact that as evolution proceeds, even independent feature
detectors within the same SmartChromosome eventually have states that become
correlated, due to the convergence of the population and due to the fact that they always
observe the same chromosome at the same time. In fact, to some degree, this may be an
important mechanism of the algorithm, enabling the feature detectors to develop a bias as a
group. In addition, given that there are also a very large number of combinations of
chromosome sites monitored by the feature detectors in a population all of which
contribute to recombination, it is unlikely that a small overlap would have any significant
effect on CLGA performance.

Finally, informal experiments showed that feature detector overlap, resulting in a
correlated-update probability even as great as 50%, did not result in CLGA operation that
was significantly different from CLGA operation with no feature detector overlap.
Consequently, in cases where resource requirements preclude a very large population size,
feature detector overlap may be used to reduce the population to a manageable size. Recall
that feature detector overlap allows more detectors per SmartChromosome which enables

75



Chapter 4: Research Hypotheses and Goals

the accommodation of more monitored site combinations, thus reducing the necessary
number of SmartChromosomes.

Fact 4-1 Performance analysis of the CLGA is restricted to SmartChromosomes
mating with only 1 other SmartChromosome.

The number of mates in the CLGA is exactly equal to the number of inspections each
SmartChromosome makes of other SmartChromosomes each generation. Consequently,
this parameter determines the number of samples each feature detector takes of the
schemata around it every generation. Because the recombination process depends on the
information derived from these inspections, one would expect a relationship between the
number of mates and the effectiveness of the recombination process. Clearly, feature
detectors require some minimum number of samples of schemata to be able to provide a
reasonably informed opinion as to what the good states might be. Initially, with no
information, recombination is essentially random. Recall, that due to the individual
selection (see section 3.3.4.7), the chromosomes of every SmartChromosome either stay
the same or increase in fitness. As a result, the samples that are taken each generation are
taken, on average, of better and better chromosomes. This means that the information
acquired by the feature detectors is gleaned from less fit chromosomes earlier in the
evolution and fitter chromosomes later in the evolution of the population. The question is,
is it better to sample a greater number of less fit solutions earlier in the evolution, or to
slow the sampling rate to wait for better solutions to appear? Sampling more chromosomes
early in the evolution might decrease the number of generations required to make the
knowledge in the feature detector STMs useful for recombination, since fewer generations
would be required to accumulate the same number of samples. Hence, a higher sampling
rate i.e. more mates, might speed up evolution. On the other hand, sampling more, less fit
chromosomes might degrade the quality of the recombination process early on, thus
slowing evolution. Furthermore, if the population is small, the CLGA might be able to
afford a small sampling rate i.e. few mates, because of the low cost (in terms of function
evaluations) of each generation. A small number of mates might also be desirable for small
population sizes to prevent the homogenization of the knowledge in the population. If too
many SmartChromosomes observe the same schemata, the diversity of the population
might be severely reduced, requiring some sort of random mutation and/or decrease in
superposition fraction to compensate. A larger population on the other hand, may benefit
from more mates due to the greater diversity of the (large) population and faster learning
with respect to the feature detector STMs.
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Clearly, a very complex relationship exists between the number of mates, population size,
mutation, superposition fraction and rate of evolution. Also note that the number of
SmartChromosomes interrogated is equal to the number of SmartChromosomes inspected.
This need not be true in general. A comprehensive analysis of the effect of the number of
mates therefore, would require computational resources and time beyond the scope of this
research. As a result, this research restricted the number of mates to 1.

Fact 4-2 Performance analysis of the CLGA is restricted to SmartChromosomes
with a history length of 4.

Recall that history length is the number of past chromosome strings (and associated
mutation templates) that are stored in the memory of the SmartChromosome. New
chromosomes that are generated are compared to past chromosomes to determine if
mutation is necessary. In order for directed mutation to have any effect at all, history length
must be at least 2: one for the chromosome most recently found in memory, and one for
the mutated version of it, which is immediately added to the FIFO list as soon as mutation
generates a unique string from the one that was matched. It may be conjectured that the
more past chromosomes that can be stored in memory the better, since it is most beneficial
to the CLGA for each SmartChromosome to explore as many new solutions as possible.
However, it is not clear that hill-climbing around previously found solutions is better than a
more drastic approach such as re-initialization or more significant mutation. Pilot
experiments however, have shown a history length of 3 to be superior on a limited test set
to 2 and a history length of 4 to be superior to 3. Longer history lengths did not seem to
result in significantly better performance (on the limited test set). However, no firm
conclusions can be made because it is difficult to determine how population diversity, STM
convergence and the number of generations for evolution affect the frequency of
chromosome duplication. Nevertheless, the CLGA was found to perform quite well even
without mutation, so the effect of mutation appears to be quite subtle for reasonable-size
populations. Disadvantages to increased history length are increased memory resources and
increased search time due to the linear search required for matching strings in memory.
Consequently, to keep search time manageable, a history length of 4 was chosen for all
CLGA experiments.
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Postulate 4-4 The NK-Landscape problem generator, the Multi-modal problem
generator, and the L-SAT problem generator generate problems
which are reasonable representatives of non-separable, epistatic
combinatorial problems.

Technically, all optimization problems can be considered to be combinatorial, because
potentially any set of variables to be optimized can be encoded in binary and concatenated
to form a combinatorial problem. Unfortunately, accurate and consistent measurement of
GA-hardness and epistasis is still an open problem. As a result, for comparative analyses,
there has been a recent shift in the GA community towards the use of problem generators
for testing evolutionary algorithms. The reasons for this trend are:

1. Recurring criticisms of current test suites in the literature are that they do
not contain many instances of non-separable problems [Salomon, 1996];

2. Comparative studies involving existing test suites typically have only weak
predictive value regarding relative performance on new problems [Whitley,
1995];

3. More objective, standardized comparisons can be made between algorithms
if results can be reported over a randomly generated set of problems, rather
than a few hand-chosen examples [De Jong, ef al., 1997];

4. Problem generators are easy to parameterize, allowing the systematic
varying of one or more properties of a class of problems in carefully
designed controlled experiments [De Jong, et al., 1997].

For these reasons, there is a growing sentiment that test generators for broad classes of
problems are the correct approach for testing evolutionary algorithms [Heckendorn, Rana
and Whitley, 1998]. In addition, Whitley has argued that the use of test suites should be
hypothesis driven. "Only after a testable hypothesis has been posed can researchers choose
test problems in an informed fashion" [Whitley, et al., 1995]. John Hooker [Hooker, 1995]
and De Jong [De Jong and Spears, 1993] have made similar arguments for more "scientific
testing" and less "competitive testing" in the GA community. It is this strategy that is taken
in this research, and which has led to the selection of the problem generators presented
below.

Problem generators have been developed by several researchers to enable an operator to
generate random, non-separable problems of varying degrees of epistasis [De Jong, ef al.,
1997][Heckendorn, Rana and Whitley, 1998]. Note that the difficulty of measuring GA-
hardness is therefore avoided due to the operational perspective taken in designing the
problem generator. The assumption is that the parameter used to adjust the problem
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generator is, in fact, correlated with the property of interest (epistasis). However, this is
usually inherent in the design, as detailed below.

NK-Landscape Problems. In the NK-Landscape problem generator [Kauffman, 1993], N
represents the number of genes in a chromosome, and K represents the number of linkages
each gene has to other genes within the chromosome. Chromosome fitness is computed by
averaging the fitness contribution of each locus. The fitness of each locus is obtained by
using the corresponding allele along with the other K linked alleles as an index into a table
of 2K+1 randomly generated numbers uniformly distributed in the real interval [0, 1]. The
set of K linked genes can either be immediately adjacent to each other (neighborhood
model), or randomly located throughout the chromosome (random model).

Assumption 4-3 For a 20 bit NK-Landscape problem, K =2, K = 6, and K = 10
correspond to low, medium and high epistasis problems
respectively.

Assumption 4-4 For a 30 bit NK-Landscape problem, K =5, K = 10 and K = 15
correspond to low, medium and high epistasis problems
respectively.

As discussed above, the level of epistasis in the NK-Landscape problem generator is
determined by the number of links between genes (K), which is also believed to be
correlated with problem difficulty for the SGA (see Section 2.6). Note that K = 0
corresponds to a fitness landscape that is unimodal (and therefore easiest for a hill climber
or an SGA). On the other end of the spectrum is K = N-1 which corresponds to an entirely
uncorrelated fitness landscape, in which case random search should do just as well.

LSAT Problems. In the L-SAT problem generator [Hogg, et al, 1996], C number of
clauses consisting of L variables selected uniformly randomly from a total of N variables
are generated. The variables in the clauses are also negated with a probability of 0.5. An
arbitrary string of length N is evaluated by computing the fraction of clauses that string
satisfies. The degree of epistasis increases with the number of clauses generated by the
algorithm [De Jong, et al., 1997].

Assumption 4-5 For L-SAT problems [L,C] = {[3, 200], [3, 1200] and [3, 2400]}

correspond to low, medium and high epistasis problems
respectively.
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To be consistent with other approaches in the literature, the number of variables (V) and the
number of variables per clause (L) for the L-SAT problem generator are kept constant. The
number of clauses (C) is varied from 200 to 2400 to adjust the degree of epistasis [De Jong,
Potter, Spears; 1997].

Multi-Modal Problems. In the Multi-modal problem generator, R random binary N-bit
strings are generated. These represent the location of R peaks in Hamming space. An
arbitrary string x is evaluated by locating the nearest peak in Hamming space and
computing its fitness as follows:

f(®) = MAX { N - H(x, Peak;) } (4.4)
1SiSR

where H(x, Peak;) is the Hamming distance between the string and its closest peak and f(x)
is the fitness of the string. The degree of epistasis increases with the number of peaks [De
Jong, et al., 1997]. Both NK-Landscape problems and L-SAT problems have been shown
to be quite difficult for SGAs generating problems that are very different with respect to
their fitness landscapes [Heckendorn, ef al., 1998]. It has been observed however, that both
generators have the property that the variance in fitness values decreases as the amount of
epistasis increases; this has lead to the development of the Multi-modal problem generator
which is capable of generating problems with high epistasis without significantly
decreasing fitness variance [De Jong, et al., 1997].

Assumption 4-6 For Multi-modal problems, R =1 (one peak), R = 250 (250 peaks)
and R = 500 (500 peaks) correspond to low, medium and high
epistasis problems respectively.

The degree of epistasis in a Multi-modal problem generator increases with the number of
peaks. To facilitate comparisons with other approaches in the literature, the number of
peaks is varied from 1 to 500 to adjust the degree of epistasis [De Jong, et al., 1997].

Deceptive Problems. Recall from chapter 2 that a problem is deceptive if lower order
schemata contain misleading information about higher order schemata. Deception implies
that there exist combinations of low order hyperplanes that can potentially guide a genetic
search away from the global optimum. A problem is fully deceptive if al/l lower order
hyperplane competitions lead towards a solution other than the global optimum. The ugly
fully deceptive function used in this research was first defined by Goldberg, Korb and Deb
(1989). It is a 30 bit string consisting of 10 copies of a fully deceptive 3 bit sub-function.
The bits of each sub-function are arranged so that each of the 3 bits are uniformly and
maximally distributed throughout the string; therefore, for each sub-function j, the bits are
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located at chromosome sites j, j+10 and j+20. Note that since this mapping is fixed, initial
populations were randomized and these were referred to as the "problems".

Postulate 4-5 An ugly order-3 fully deceptive function is a reasonable example of
a GA-hard separable combinatorial optimization problem.

In contrast to the problem generators discussed above, fully deceptive problems are,
admittedly, significantly more artificial and hardly representative of real-world
combinatorial optimization problems in general. Nevertheless, they have been found to be
quite difficult for SGAs to solve and are a central focus of much theoretical work on
genetic algorithms [Das and Whitley, 1991][Deb and Goldberg, 1993][Liepens and Vose,
1991]. Although conceptually, deception is very distinct from epistasis, it is possible to
view this type of problem as a highly epistatic one, with the bits within each sub-function
dependent on each other and the blocks weakly interdependent as well.

Postulate 4-6 The NK-Landscape (neighborhood model) 20-bit problem generator
is a reasonable testbed for analyzing the effect of CLGA parameters
on algorithm performance.

The NK-Landscape problem generator explicitly models epistasis using a fixed number of
linked genes. Although the strength of the gene interdependence varies probabilistically,
each gene is linked to exactly the same number of genes in the chromosome for a fixed
level of epistasis. It might be argued that the L-SAT problem generator, which provides
independent control of polygeny and pleiotropy, providing the capability of varying the
degree of epistasis among subsets of genes is more representative of practical problems,
and thus more suitable. However, given the discrete architecture of the CLGA where
“discrete” refers to the fixed size of the feature detectors used for recombination, a problem
generator that artificially imposes a discrete structure on generated problems would enable
a more controlled analysis of the behavior of the algorithm. In the interest of understanding
parameter effects on CLGA performance, this seemed to be the more prudent choice.

The use of a neighborhood model (or any fixed parameter linkage) requires some
elaboration. Recall that NK-Landscape problems essentially have 4 tunable characteristics:
the size of the problem, the number of genes that each gene is linked to, which genes each
gene is linked to (type of linkage) and the strength of the linkages. The first two are fixed
parameters. The latter two are usually randomized. Using the neighborhood model is
equivalent to fixing the type of linkage. As far as the CLGA is concerned, varying the type
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of linkage should not have a statistically significant effect on CLGA performance. The
reason for this is as follows. Because the minimum combination ratio is set to 1, all feature
detector combinations will always be present in the population, resulting in no bias as to
which k-order links are monitored. Consequently, the order of the links will make no
difference to the operation of the algorithm. This insensitivity to problem representation is
a very important characteristic of the CLGA algorithm and is further discussed in section 5.
Note that fixing the type of linkage enables a more controlled analysis of algorithm
behavior, since the source of variation is limited only to the randomization of the strengths
of the linkages.

The size of the problem was chosen to be 20 for several reasons. The goal was to select a
reasonably difficult problem which would enable a thorough exploration of the CLGA
factor space in a reasonable amount of time. Optima for 20-bit problems can also be
computed in a reasonable amount of time, which facilitates the normalization of the fitness
data over all of the randomized problems. Finally, since cover ratio is computed using the
problem size as a divisor, the number 20 results in a very clear partition of the factor space,
simplifying and enhancing the experiment design.

4.3 Supporting Hypotheses and Goals

The following sections describe the three main goals necessary for validating the primary
research hypothesis. The full goal/hypothesis tree is depicted graphically in figure 4.1.
Performance metrics common to all associated sub-goals and hypotheses are presented
subsequently. A full description of all experiments, including factors, fixed parameters and
conditions, and results is given in chapter 5.

4.3.1 Goal G1.1: To Select Reasonable Operating Points for the CLGA

To select a reasonable set of operating parameters and conditions for the CLGA, it is
necessary to establish a clear understanding of the word "reasonable" within the context of
this research. Given the architecture of the CLGA, it is clear that the parameters of the
CLGA must change to accommodate the size of the problem being solved. (Recall that the
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number of feature detectors in the population is dependent on the number of k-
combinations of N chromosome sites where N is the length of the chromosome (problem
size) and k is the size of the feature detector). Consequently, optimal parameters
determined for one problem size may not be optimal for other problem sizes. Nevertheless,
it is reasonable to expect that optimal relationships between some parameters for one
problem size might be used to predict at least near-optimal (if not optimal) parameters for
other problem sizes. This same logic may apply with respect to different problem types.
Therefore, a reasonable operating point can be understood to mean a set of parameters for
the CLGA that results in optimal or near-optimal performance on NK Landscape problems
of size N = 20 that is also relatively insensitive to perturbation. As discussed in section 4.2,
this set of problems is postulated to be a reasonable testbed for analyzing CLGA behavior.
To be effective, an algorithm must be relatively easy to tune for a specified application.
The existence of an operating point that can be perturbed without a significant decrease in
algorithm performance increases the chances of being able to find a reasonable operating
point for any problem instance. Consequently, near-optimal operating points that satisfied
this criteria were preferred over optimal outliers. The two sub-goals for goal G1.1 (see
figure 4.1) were therefore:

Goal G1.1.1 To select a reasonable operating point for the CLGA to solve
problems of size N = 20.

Goal G1.1.2 To select a reasonable operating point for the CLGA to solve
problems of size N = 30.

Goal G1.1.1 was achieved by measuring CLGA performance for every combination of
factors on problems of size N = 20. The results and conclusions obtained from achieving
goal G1.1.1 were used to establish useful heuristics for selecting a suitable operating point
for larger problem sizes. These heuristics were used to achieve goal G1.1.2 to yield a
reasonable operating point for problems of size N = 30 required later to achieve goal G1.3.

Note that measuring CLGA performance for every combination of factors not only
established useful operating parameters for the CLGA, but also provided valuable insight
into the behavior of the algorithm and its sensitivity to its operating parameters.
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4.3.2 Goal G1.2: To Measure the Effect of Genotypic Learning on CLGA Performance

To achieve this goal, the operating point selected in achieving goal G1.1.1 was used to
determine whether or not genotypic learning, i.e. intelligent recombination, the key element
of the algorithm, is relevant to CLGA performance. Note that the CLGA differs from the
SGA in two important ways. First, all of the major steps in the evolutionary process are
executed by the individual SmartChromosomes, including (most importantly) selection.
Secondly, the usual random recombination process is replaced with a deterministic process
based on a mechanism that depends on genotypic learning. Despite the effectiveness of the
CLGA approach in general, it was important to determine the extent to which genotypic
learning specifically plays a role in CLGA performance.

To this end, the effect of genotypic learning was determined in two ways. First, since
intelligent recombination is based on the superposition of best states as determined through
genotypic learning, a method of recombination that involves the superposition of randomly
selected states should result in significantly poorer CLGA performance. A significant
difference in CLGA performance would suggest that genotypic learning is indeed a critical
aspect of the CLGA. It would also validate the relevance of genotypic learning in
promoting useful recombination. Formal experiments were run to determine if indeed
intelligent recombination did result in performance significantly superior to random state
superposition.

Second, the effect of genotypic learning was determined by comparing the performance of
the selected operating point to the same CLGA with various recombination mechanisms
substituted for intelligent recombination. The object-oriented framework of individual
selection in the CLGA was designed to enable the mechanism of collective learning to
function as a method of recombination. A very important question is to what degree the
framework itself is responsible for improved performance on optimization problems. For
example, it is quite possible for the CLGA to obtain a reasonable solution using only
individual selection and any crossover operator, because individual selection guarantees
that all solutions either remain the same or improve. The fact that genotypic learning may
be a valid mechanism for recombination is important, but it is equally important to
determine the extent to which it benefits the CLGA.

To demonstrate the effect of genotypic learning, the CLGA operating point selected in goal
G1.1.1 was used to test various methods of recombination, specifically: intelligent
recombination, parameterized uniform crossover, two-point crossover, and mutation only.
In all cases, the only aspect of the algorithm that was modified was the method of
information exchange. The modularity of the algorithm enabled the simple substitution of
the different mechanisms of information exchange, yielding a CLGA-type algorithm that
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performed identically except for the way in which schemata were modified. This
comparison provided valuable insight into the relative contribution of genotypic learning to
the CLGA independent of all other policies of the algorithm.

Note that parameterized crossover, although quite disruptive, is rather insensitive to
problem representation and hence has been found to perform better, on some occasions,
than other more biased operators like the two-point crossover [De Jong, 1996][De Jong and
Spears, 1998]. However, the application of this operator is entirely random. Since the
CLGA is also relatively insensitive to problem representation but attempts to perform
recombination more intelligently, this operator was a reasonable one to test the CLGA
against.

The main hypothesis for goal G1.2 was therefore:

Hypothesis H1.2 Intelligent recombination is a relevant feature of the CLGA.

The validation of this hypothesis required comparing the CLGA with each of the following
algorithms:

Definition 4-1 An r-CLGA is a CLGA that substitutes a random
selection of best states for intelligent recombination.

Definition 4-2 An m-CLGA is a CLGA that substitutes mutation only for
intelligent recombination.

Definition 4-3 A tpe-CLGA is a CLGA that substitutes two-point
crossover for intelligent recombination.

Definition 4-4 A puc-CLGA is a CLGA that substitutes parameterized
uniform crossover for intelligent recombination.

The corresponding goals (G1.2.1, G1.2.2, G1.2.3 and G1.2.4) are shown in figure 4.1.

Since the CLGA was optimally (or near-optimally) configured from goal G1.1.1 on NK
Landscape problems of size N = 20, it was reasonable to optimally (or near-optimally)
configure the other algorithms on the same set of problems. For a fair comparison,
reasonable crossover probabilities had to be determined for the tpc-CLGA and puc-CLGA.
For the m-CLGA, only an optimal (or near-optimal) mutation rate had to be determined.
Note that the r-CLGA is identical to the CLGA except that states are selected randomly,
hence no optimization was necessary. The completion of each goal (G1.2.1, G1.2.2, G1.2.3
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and G1.2.4) required the optimization of the particular algorithm and the validation of an
associated hypothesis. Therefore, the following optimization goals were set:

Goal G1.2.2.1 To determine a reasonable set of fixed operating parameters for
the m-CLGA.

Goal G1.2.3.1 To determine a reasonable set of fixed operating parameters for
the tpc-CLGA.

Goal G1.2.4.1 To determine a reasonable set of fixed operating parameters for
the puc-CLGA.

Note that because r-CLGA did not need to be optimized, there is a hypothesis for goal
G1.2.1 but no associated optimization goal. The four associated hypotheses were therefore:

Hypothesis G1.2.1.1 A CLGA performs better than an r-CLGA on NK-20
Landscape problems over a large range of epistasis levels.

Hypothesis G1.2.2.2 A CLGA performs better than an m-CLGA on NK-20
Landscape problems over a large range of epistasis levels.

Hypothesis G1.2.3.2 A CLGA performs better than a tpc-CLGA on NK-20
Landscape problems over a large range of epistasis levels.

Hypothesis G1.2.4.2 A CLGA performs better than a puc-CLGA on NK-20
Landscape problems over a large range of epistasis levels.

In each case, the performance of the optimally configured CLGA was compared against the
optimally configured substituted-recombination algorithm to determine what benefit (if
any) intelligent recombination offered over other methods of recombination, all other
algorithm policies and parameters being equal.

4.3.3 Goal G1.3: To Compare the CLGA With Several GAs on Various Epistatic
Combinatorial Optimization Problems

To achieve the final goal of this research, the operating points identified in goal G1.1 were
used to test hypotheses related to the performance of the CLGA on various epistatic
combinatorial optimization problems. To evaluate the CLGA, a suitable GA had be chosen
for comparison.
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There is little consensus in the GA field as to what constitutes a sufficient test for new GA
algorithms [De Jong and Spears, 1993][ Whitley et al., 1995][Mitchell, 1996]. Evaluation of
evolutionary algorithms is invariably related to the test functions used to evaluate them.
Nevertheless, certain types of GAs have been used more often than others in the literature
as benchmarks for other algorithms to run against.

Definition 4.5 ESGAT is an elitist GA that uses tournament selection, a two-point
reduced surrogate operator and mutation [Whitley, et al., 1995].

Postulate 4.7 ESGAT is a reasonable representative of an SGA.

The ESGAT has been used in several comparative studies as a near-optimal representative
of a Holland-type GA [Goldberg, 1990][Whitley, et al, 1995][Whitley, et al., 1996]
[Rothlauf, Goldberg and Heinzl, 2000]. It differs from the canonical GA in two main ways.
First, it is elitist, i.e. the best individual always survives from one generation to the next.
Elitism has been found to improve GA performance in general, and is a fairly standard
feature of many implementations dating back to De Jong's dissertation [De Jong, 1975].
Second, tournament selection is used instead of proportionate selection, eliminating the
need for fitness scaling, which (as discussed in section 2.2.3.2) can be difficult to tune.
Tournament selection implements a stochastic form of rank selection which is self-scaling
(see section 2.2.3.2) and is also easy to implement and quite effective [Whitley, et al.,
1995]. Finally, a two-point reduced surrogate operator combines the benefits of the two-
point crossover (as discussed in section 2.2.3.3) with the added advantage of reduced
chromosome duplication, to improve the efficiency of the search.

Postulate 4.8 GENITOR is a reasonable representative of a (u+A)ES type GA.

To date, the two main styles of (u+A)ES type GAs are CHC and GENITOR. The two have
been compared against each other in several comparative studies and have been shown to
have similar behavior on a variety of optimization problems [Mathias and Whitley,
1994][Whitley, et al., 1995][Whitley, et al., 1996]. Both have also been compared to the
ESGAT. As discussed in section 2.3.2.4, GENITOR is referred to as steady-state GA
which monotonically accumulates the best strings found so far. This behavior is similar to
the policy of individual selection (see section 3.3.4.7) for the CLGA. The CLGA doesn't
select the best strings from all the parents and offspring put together as do GENITOR and
CHC, but it does enable parent-offspring competition, which has a similar effect. For
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example, it is possible for a SmartChromosome to make a modification to its schemata that
results in a chromosome that is not better than its own, but is still better than all of the
chromosomes in the rest of the population. Under GENITOR or CHC, that chromosome
would propagate into the next generation (with high probability). In the CLGA, that
chromosome is thrown away, because it isn't an improvement on the one that is already
there. Despite this difference, it seems prudent to compare a representative of the (u+A)ES
class of GAs to the CLGA. The similarity in selection policies suggests that performance of
the CLGA should compare favorably with either GENITOR or CHC. GENITOR was
selected over CHC due to its comparable performance and simpler implementation.

The following two main hypotheses were therefore presented to achieve goal G1.3:

Hypothesis H1.3.1 A CLGA performs better than ESGAT on combinatorial
optimization problems over a large range of epistasis.

Hypothesis H1.3.2 A CLGA compares favorably with GENITOR on
combinatorial optimization problems over a large range of
epistasis.

To determine the effectiveness of the CLGA, the algorithm was tested against the ESGAT
and GENITOR on various epistatic combinatorial problems of sizeN = 30. Note that the
two operating points for the CLGA obtained from goal G1.1.1 were used for all
experiments. Operating points for ESGAT and GENITOR were chosen based on
parameters used in several recent algorithm comparisons, specifically from GA
comparisons performed by Whitley et al. [Whitley, et al., 1995][Whitley, et al., 1996].

The following sections present the sub-hypotheses associated with hypotheses H1.3.1 and
H1.3.2. Note that the organization of the goal tree for both of these hypotheses is very
similar, differing only in the particular algorithm being compared.

4.3.3.1 Comparing the CLGA To ESGAT

To validate hypothesis H1.3.1, ESGAT was tested against the CLGA (configured as
determined in goal G1.1.1) on various epistatic combinatorial optimization problems of
size N = 30. This led to the following hypotheses:
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Hypothesis H1.3.1.1

Hypothesis H1.3.1.2

Hypothesis H1.3.1.3

Hypothesis H1.3.1.4

Chapter 4: Research Hypotheses and Goals

A CLGA performs better than ESGAT on random problems
of size N = 30 generated by an NK-Landscape problem
generator over a large range of problem epistasis.

A CLGA performs better than ESGAT on random problems
of size N = 30 generated by an L-SAT problem generator
over a large range of problem epistasis.

A CLGA performs better than ESGAT on random problems
of size N = 30 generated by a Multi-modal problem generator
over a large range of problem epistasis.

A CLGA performs better than ESGAT on ugly order-3 fully
deceptive problems of size N = 30.

4.3.3.2 Comparing the CLGA To GENITOR

To validate hypothesis H1.3.2, GENITOR was tested against the CLGA (configured as
determined in goal G1.1.1) on various epistatic combinatorial optimization problems of
that size. This led to the following hypotheses:

Hypothesis H1.3.2.1

Hypothesis H1.3.2.2

Hypothesis H1.3.2.3

Hypothesis H1.3.2.4

The performance of a CLGA compares favorably with
GENITOR on random problems of size N = 30 generated by
an NK-Landscape problem generator over a large range of
problem epistasis.

The performance of a CLGA compares favorably with
GENITOR on random problems of size N = 30 generated by
an L-SAT problem generator over a large range of problem
epistasis.

The performance of a CLGA compares favorably with
GENITOR on random problems of size N = 30 generated by
a Multi-modal problem generator over a large range of
problem epistasis.

The performance of a CLGA compares favorably with
GENITOR on ugly order-3 fully deceptive problems of size
N=30.
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4.4 Performance Metrics

There is no universally accepted method for comparing genetic algorithms due to the wide
variety of criteria used to evaluate them. Criteria are often arbitrary and specific to an
application and, unless algorithms simply diverge in performance, a definitive comparison
is often specious. Nevertheless, the following section describes some of the performance
metrics used to compare the algorithms in this research.

Because of the relatively small size of the NK-Landscape problems used in achieving goal
G1.1, optima for the randomly generated problems could be computed. Each string fitness
could therefore be normalized by the known optimum to obtain a normalized fitness,
enabling a comparison of "best" solutions across all tested problems. Note that in all
experiments, the best solution found so far was tracked from generation to generation.
However, even though evolution is punctuated by generations i.e., best solutions are
determined at the end of each generation, the number of generations is not particularly
relevant. What is relevant is the number of function evaluations, which is equal to the
product of the number of generations and the size of the population. In order to compare
treatments with different population sizes, it was necessary to report the best solution found
after the same number of function evaluations. Obviously, this was only possible at the end
of each generation, and hence, best solutions reported for small populations were reported
more accurately than those reported for large populations (unless the size of the larger
population was an integer multiple of the smaller population, or the reporting period was
equal to the size of the larger population). In addition, due to processing time constraints,
no monitoring of strings was done to determine if the same strings were evaluated more
than once. In practical applications, where the time taken to do a function evaluation is
significantly longer than the algorithm overhead for string manipulation, the number of
unique function evaluations would be most relevant. However, for the purpose of this
research (and consistent with the majority of the literature), an estimate of the number of
function evaluations was used:

Postulate 4-9 Effective evaluations (v) is the estimated number of function
evaluations made in G generations, given by:

v =MG (4.5)

where G = number of generations
M = population size
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In cases where best string fitnesses had to be compared for the same number of effective
evaluations, the best fitness from the generation which resulted in the closest number of

effective evaluations was used.

Performance of the CLGA at any given level of epistasis was therefore measured using two
metrics computed after a specified number of effective evaluations (V) over a specified
number of random problems (J) generated by the given problem generator: normalized
average best-so-far string fitness and percent optima found.

Postulate 4-10 Normalized Average Best-so-far string Fitness (NABF) after v
effective evaluations is given by:

J
. S (b))
NABF,= Z R (4.6)
j=1 5@
where b, = best string after v effective evaluations

solving random problem j
g; = optimum string for random problem j
J; (x) = fitness of string x for random problem
J  =total number of random problems

Postulate 4-11 Percent Optima Found (POF) after v effective evaluations is

given by:
J
POF,= & Z i x 100% 4.7)
j=1
1if ,b; =g
where 4 =
0 otherwise
yb; = Dbeststring after v effective evaluations
solving random problem j
g; = optimum string for random problem j
J  =total number of random problems
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NABF, and POF, were computed at several points during evolution and used to
compare all treatments. In cases where performance of an algorithm had to be measured
over all levels of epistasis, the following sums were computed and compared:

Postulate 4-12 The Composite NABF after v effective evaluations is given by:
L

¢NABF, = Z , NABF, (4.8)
I=1

where ;NABF, = normalized average best-so-far fitness
on problems with level / epistasis after
v effective evaluations

L = total number of epistasis levels

Postulate 4-13 The Composite POF after v effective evaluations is given by:
L

¢POF, = Z ,POF, (4.9)
I=1

where ;POF, = percent optima found on problems

with level / epistasis after v effective

evaluations

b~
I

total number of epistasis levels

Note that these sums are somewhat arbitrary, since each level of epistasis is given equal
weight. It is not claimed that these sums provide optimal metrics for measuring the
quality of a given algorithm, but useful metrics for making a reasonable choice.

In most practical applications of genetic algorithms, the time required to compute the
fitness function generally exceeds the time required for string manipulation.
Nevertheless, it is important to be aware of the resource requirements of any algorithm
implementation to fully understand its limitations. Due to a number of heuristics used to
speed up algorithm implementation, and the complexity of the algorithm itself, it is
difficult to obtain a closed form solution for the time complexity of the algorithm.
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Nevertheless, some estimates are made and empirical results presented to elucidate how
the time required for processing varies with the main parameters of the algorithm.

As discussed in Chapter 2, evolutionary processing involves the iterative processing of trial
solutions using a small set of elementary operations. Because the set of operations is the
same for each trial solution, a useful metric for time complexity is the computation time
required to process a single solution. In the case of the algorithms considered in this
research, this would correspond to the time required to process a single chromosome,
resulting in the following performance metric for time complexity:

Postulate 4-14 The Unit Computation Time (UCT) is the computation time in
seconds per chromosome per generation, given by:

T
UCT = — (4.10)
MG

where 7T = total computation time in seconds
on a 5S00MHz G4 Macintosh
with an 8MB software cache

G = total number of generations

M = population size
Note that the time required for function evaluation is included in this metric. All
measurements of time complexity in this dissertation were made using the same type
of function. As a result, all comparisons are valid, but absolute measurements are
based on the specified optimizing function.
Space complexity can be directly related to the number of bytes required to represent
the trial solution in the evolutionary algorithm. In the case of the CLGA, this
corresponds to the SmartChromosome data structure. In the case of the other
algorithms, this corresponds to the data structure used to represent the chromosome
string. Although ultimately, the amount of memory required to run a specific
evolutionary algorithm is dependent on the population size, given that the primary
distinction of the CLGA is the increased intelligence embedded within the
chromosome, a metric that measured the increased resources required for intelligent

recombination seemed reasonable:

Postulate 4-15 The Unit Space Complexity (USC) is the number of bytes
required for the chromosome data structure.
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CHAPTER 5: FORMAL EXPERIMENTS

This chapter describes the formal experiments required to validate the primary research
hypothesis asserted in chapter 4. To accomplish this, three goals were set, as depicted
graphically in figure 5.1 (excerpted from the complete goal tree in figure 4.1). Each of
these goals required the validation of one or more hypotheses based on experiments that are
described in the sections below. Fixed conditions, factors, results and conclusions are
presented for each of the three individual goals. Note that the conclusions for each goal are
also later reviewed and discussed in more detail in Chapter 6.

Primary Research Hypothesis

A CLGA is capable of effectively and efficiently
finding high quality solutions to combinatorial
optimization problems over a large range of
problem epistasis.

Goal G1.1 Goal G1.2 Goal G1.3
Select reasonable Measure the effect of Compare the CLGA with several GAs
operating points for the genotypic learning on on various epistatic combinatorial
CLGA CLGA performance optimization problems
subgoals subgoals subgoals

Figure 5.1 Three main goals required to validate the primary research hypothesis.

5.1 Selecting Reasonable Operating Points for the CLGA

In order to select a reasonable operating point for the CLGA, CLGA performance was
measured for every combination of factors on NK-Landscape problems of size N =20. The
results obtained from achieving this goal (G1.1.1) were used to establish useful heuristics
to achieve goal G1.1.2 and obtain a reasonable operating point for problems of size N = 30.
The selection of the specific operating points is discussed in the conclusions of this section.
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Obviously, due to computation time and resource limitations, not all parameters of the
CLGA could be fully investigated in this research. Consequently, pilot experiments were
run to identify the parameters and conditions which could be fixed, and to determine the
relevant ranges of the remaining parameters and conditions. Many of these were stated and
discussed in section 4.2 (Supplementary Governing Propositions) and are summarized
below. A comprehensive list of parameters and conditions relevant to this goal are

summarized in table 5.1.

5.1.1 Fixed Parameters and Conditions

Every instantiation of an algorithm (i.e. a given algorithm with a given set of configuration
parameters) was tested on 30 random NK-Landscape problems using a neighborhood
model. Each random problem was obtained by using a different seed for the NK-Landscape
problem generator, using the same initial population. This follows a methodology first
proposed by [De Jong and Spears, 1997]. Note that the value of J in those experiments was
chosen to be 50. However, in all of those experiments, the size of the problem precluded
normalization of fitness values. Consequently, the computed variances included the
variance due to differences in problem optima from one random problem to the next.

In this research, the small problem size of N =20 made normalization practical, resulting in
more accurate confidence intervals and making a smaller J value more reasonable.
Therefore, all formal experiments for this goal had J set at 30. The smaller value was
chosen to reduce the processing time for the various experiment treatments due to their
large number. In addition, the following condition for goal G1.1.1 was fixed:

1. Problem size: N = 20

The following parameters were also fixed:
1. Mutation rate: u =0
2. Number of mates: m = 1
3. History length: 4 = 4
with the exclusion:

1. Combination ratio: ., >1.0
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Recall from section 4.2 that the minimum combination ratio limits the bias with respect to
which chromosome sites are monitored by the feature detectors in the population. Mutation
rate in this case, refers to the random mutation rate common to most standard genetic
algorithms. Note that directed mutation (as described in section 3.3.4.4), was used in the
CLGA for all experiments.

Run termination in evolutionary algorithms is usually dependent on several factors,
including the quality of the solution desired, and/or the expected cost of solution
improvement given a current solution, and/or the amount of computational resources
available. The latter is most often the basis for limiting the number of effective evaluations
in comparative studies. Limiting values are usually somewhat arbitrary, and simply
acknowledged in the research.

In this research, the limiting values for the number of effective evaluations were based on
the size of the problem. In the experiments for goal Gl.1, the number of effective
evaluations (¥) was limited to 2" effective evaluations. This corresponded to a number
equal to one-quarter of the solution space. This value was chosen for several reasons. First,
it becomes less and less "interesting" to compare GAs as the number of function
evaluations approaches a significant fraction of the solution space. It may be more prudent
to search enumeratively and be guaranteed an optimal solution, than to search
stochastically and not be guaranteed an optimal solution (if the intent is to find optimal
solutions). Second, pilot experiments using twice as many effective evaluations
(corresponding to one-half of the solution space) did not reveal any significantly new
information regarding relationships between factors and CLGA performance. Finally, this
limiting value resulted in a reasonable partitioning of the experiment treatments and
reasonable processing time, allowing 30 random problems to be run for approximately five
GA configurations each night.

5.1.2 Experiment Factors

The effects of the following factors on CLGA performance were investigated :

* size of feature detectors &
e coverratio r.,

* population size M

* superposition fraction sy
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Symbol Condition Range
N problem size (chromosome length) {(N:NOI,N [ 1}
K problem epistasis (K:KOI,0S KSN-1}
Symbol Parameter Range
k feature detector size {k: k0L 1S kSN}
b feature detector overlap (b:b0OLO0SbSk-1}
« x| N-b
d number of feature detectors {d:dOL1SdS WJ}
M population size M- MOI, M2}
m number of mates m:mOL 1S mS M-1}
u mutation rate {u:uOROS uS1}
Sy superposition fraction {sf: Sf OR, % S s I S1}
h history length {h:hO1, h[2}
o . Md
Tep combination ratio: 7., = o {rep: oy AR, 7 >0}
k
d(k-b)+ b « «
r cover ratio: r,, = Akbrb {ro,ir, DR, 0S r, S1}

cv

cv N

Table 5.1 Conditions and parameters for goal G1.1: to select reasonable operating

points for the CLGA.
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The ranges for all of the factors are given below. A detailed tree showing all experiment
treatments for goal G1.1.1 is presented in figure 5.2.

The feature detector sizes investigated in this research were 1, 2, and 3. Due to computer
time and resource limitations, larger feature detector sizes were not considered.

The following cover ratios were investigated: 0.15, 0.30, 0.45, 0.60, 0.75, and 0.90. Since
the number of feature detectors per SmartChromosome had to be a discrete integer, not all
cover ratios were possible, given a particular feature detector size and problem size. This
particular set of cover ratios enabled a full comparison between all three feature detector
sizes. Pilot experiments have shown the space with respect to cover ratio and CLGA
performance to be relatively smooth, giving no indication that a non-uniform partition of
cover ratio would serve any useful purpose. In addition, the particular cover ratios selected
resulted in a very "clean" partition with respect to the number of feature detectors. Note
that a cover ratio of 0 is not valid because it would require a CLGA with no feature

detectors, which is not a reasonable configuration.

Population size was varied as follows. First, it must be noted that every combination of
feature detector size and cover ratio has a minimum population size (as computed by
equation 3.1), due to the requirement that all combinations of feature detectors be present
in the population (i.e. the minimum combination ratio must be 1). To enable a full
comparison between feature detector sizes k = 1 and k£ = 2 over the full range of cover ratio,
a minimum population size of 96 was chosen. Two additional values of population size
were also investigated: 380 and 1140. These specific values were selected for several
reasons. First, the numbers spanned a reasonable range of population sizes, increasing
approximately by a constant factor of four. The smallest value of 96 was selected to test a
small population and at the same time enable a full comparison between all the treatments
involving feature detector sizes 1 and 2. The largest value 1140 was selected to test a large
population and at the same time enable a full comparison between all treatments. Pilot
experiments indicated that larger populations resulted in significantly degraded
performance with respect to the number of function evaluations required to solve the low
epistasis (easy) problems that were tested. In most cases, optima were still found, but the
number of function evaluations required to do so was much greater than for the SGA. Even
though this was not necessarily true for higher epistasis (more difficult) problems, a
population size had to be selected that at least allowed for the potential of competitive
performance over all ranges of problem difficulty, because in general, problem difficulty is
not known a priori. Consequently, higher population sizes were not considered.
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Eight values of superposition fraction were investigated: 0.05, 0.10, 0.15, 0.20, 0.30, 0.45,
0.60 and 0.75. Recall that the superposition fraction determines the number of bits
modified in any one SmartChromosome as a result of intelligent recombination. The
smallest superposition fractions (0.05, 0.10 and 0.15) corresponded to instances where only
a single best state for feature detectors of size k=1, k=2 and k = 3 (respectively) was used
to modify the SmartChromosome. For example, if £ =2 and N = 20, no matter how many
feature detectors are present (i.e regardless of the cover ratio), a superposition fraction of
0.10 would result in a maximum of (0.10)(20) = 2 bits being modified as a result of
intelligent recombination (which corresponds to the integration of a single k£ = 2 state).
Investigation of low superposition fractions was needed to determine the difference (if any)
between superposing states and superposing bits. This is further discussed in the
experiment results.

Note that a desired superposition fraction was not always possible for several reasons.
First, the feature detector cover per SmartChromosome mate and the length of the
chromosome determine the maximum number of states that can be superposed. Second, not
all candidate states to be superposed may be consistent with one another. Recall that if best
states that are to be superposed have overlapping chromosome sites, the alleles must be the
same at the overlapping site. In fact, pilot experiments showed that an average maximum
superposition fraction of about 0.8 was possible. This fraction may be even smaller for
much larger problems, due to the larger number of states that must be consistent with each
other. This suggested that 0.75 would be a reasonable upper value. Due to the reasons
above, the actual number of chromosome sites which are set due to state superposition may
also be close, but not exactly the desired number, resulting in a superposition fraction that
is close to, but not exactly the fraction specified. As a result, the superposition fraction was
an approximate maximum in all treatments, since best states were superposed until the

computed superposition fraction was as close to the desired value as possible (on either
side).

Finally, pilot experiments showed that the effect of the superposition fraction was quite
subtle at higher fractions suggesting a separation of 0.15 between the higher levels was
reasonable.

The only condition of the experiments that was varied was the level of problem epistasis.
Recall that in the NK-Landscape problem generator, the level of epistasis is determined by
the number of links between genes (as described in Section 4.2). Three different levels of
problem epistasis were considered: K = 2, 6, and 10. As discussed in section 4.2, these
corresponded to low, medium and high levels of epistasis for problems of length N = 20.
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5.1.3 Results and Discussion

For completeness, a full table of the results for all treatments is given in Appendix C, table
C-1. Parameters for each of the treatments are provided in addition to performance (NABF
and POF) measures at 10 different times during evolution, Unit Computation Time (UCT)
and Unit Space Complexity (USC). Standard deviations are not provided.

Not all treatments were valid for all combinations of factors. This was due to several
reasons. Treatments which required a population size of 96 could not be run for feature
detector size k = 3 because the small population size did not allow the requisite number of
feature detectors (CiV/M) per SmartChromosome. Treatments with cover ratios 0.15 and
0.30 could not be run for £ = 3 and a population size of 380 because those resulted in a
combination ratio that was less than 1.0. Finally, not all superposition fractions were
possible since the maximum number of states that could be superposed was dependent on
the feature detector cover between mates. For example, two SmartChromosomes with a
cover ratio of 0.3 could modify at most 0.3N + 0.3N chromosome sites (assuming no
common monitored sites between the two of them), resulting in a maximum superposition
fraction of twice the cover ratio, or 0.6. (see section 4.2).

Clearly, given the high dimensionality of the factor space, visualization of the six
dimensional feature space (four experiment factors + one condition + time) was not
possible. Extensive pilot experiments however, combined with an informed analysis of the
CLGA design led to the discovery of several key relationships between various factors of
the CLGA. Results and their visualization are presented below.

5.1.3.1 The Effect of Factors on CLGA Performance

5.1.3.1.1 Feature Detector Size

Determining the effect of feature detector size was extremely important due to its central
role in the CLGA design. It was important to determine not only whether genotypic
learning is taking place in the CLGA (an issue that is addressed in the results of section 5.2:
Measure the Effect of Genotypic Learning on CLGA Performance), but what it is that is
being learned. Feature detector size was crucial to this determination, since it is directly
related to the type and complexity of the information being learned. The experiments
documented in this section show conclusively that CLGA performance is not dependent on
feature detector size. The ramifications of this are discussed following a presentation of the
results.
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Due to the large number of treatments, plots of performance vs each combination of factors
for the investigation of feature detector size were not made. Instead, for those treatments
that could be compared, a confidence that a treatment using one feature detector size was
different from another was computed for each pair of feature detector sizes: k=1/k=2,
k=1/k=3 and k=2/k=3, at various points during evolution. A full table showing these results
is given in table C-2 of Appendix C. To more easily visualize these results, a set of images
was generated using shades of gray to highlight points during evolution for which there
was high confidence that one size of feature detector differed in performance from another
(see figure 5.3). Note that no specific treatment information is identified in the images. The
images are meant to provide a high level view of all of the treatments. Specific information
can be obtained from table C-2 of Appendix C which contains data that is isomorphic with
the image data.

Figures 5.3a, 5.3b and 5.3c depict images whose pixels represent confidences that
differences in performance exist between CLGAs configured with feature detector sizes
k=1 and k=2, k=1 and k=3 and k=2 and k=3 respectively. Each figure consists of three
images thresholded at 75%, 85% and 95% confidence. The three blocks within each image
show thresholded points during evolution on low, medium and high epistasis problems.
Within each block, the number of effective evaluations increases from left to right with
results shown for 10 different points during evolution. The 10 points were selected to
correspond to a certain number of effective evaluations as determined by various fractions
of the size of the solution space. In this case, the size of the solution space was 2°° and the
fractions were approximately {0.00154, 0.00309, 0.00926, 0.0278, 0.0500, 0.0833, 0.100,
0.150, 0.200, 0.250}. Specific points were chosen to increase geometrically early in
evolution, and linearly late in evolution. Black pixels represent invalid treatments, dark
gray pixels represent points below the specified confidence threshold and light gray pixels
represent points above the specified confidence threshold.

Note that a relevant difference between feature detector sizes would manifest itself as a line
of light gray pixels in the last several columns of one or more blocks of any single image.
The last several columns of each block are important, because they correspond to the latter
stages of evolution, when best-so-far fitness is highest and any difference between feature
detector sizes would be most important. Significant differences occurring sporadically
throughout evolution (a result that would manifest itself as a broken line) would not be
relevant unless they also persisted later in the evolution. This follows because clearly, a
difference that relied on a very specific number of generations or evaluations would not be
very meaningful.
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Several key features of these images immediately stand out. First, the images
corresponding to the 95% confidence threshold for all feature detector size comparisons are
extremely sparse in terms of the number of pixels above the confidence threshold,
indicating that there is no significant difference in performance between CLGA's
configured with feature detector sizes 1, 2 or 3 at that confidence level over the entire
factor space. In the few minor exceptions where lines of pixels above the confidence
threshold appear towards the end of the evolution period (5 out of 432 treatments), a
notable difference appears in only one level of problem epistasis. In all likelihood, good
performance on only one level of problem epistasis suggests either a chance set of events,
or a peculiar interaction between the factors and the specific problem set. This is even more
likely given that the treatments were not significantly related.

At 85% confidence, the number of relevant instances is greater, but there are only 4
instances in which the difference in performance is significant over two levels of problem
epistasis, and no instances where the difference is significant over all. In one of the
instances, the difference in performance is significant for only low and high epistasis
problems, but not significant for medium epistasis problems. This type of behavior also
suggests either a chance set of events, or a peculiar interaction between the factors and the
specific problem set; it seems reasonable to expect a smooth relationship between feature
detector complexity (size) and problem complexity, not a discontinuous one.

The 75% confidence threshold, although quite low, was included to show that even at that
level, there is significant evidence that feature detector size is not a relevant factor. In all of
the treatments, only 8 resulted in significant differences in two (adjacent) levels of problem
epistasis, and only 1 resulted in a significant difference in all three.

These results strongly indicate that CLGA performance is independent of feature detector
size. This conclusion, although surprising, is understandable and bears significant
discussion. It puts into doubt the question of whether or not linkage learning is really being
done, the ramifications of which are discussed in the conclusions.

5.1.3.1.2 Superposition Fraction and Cover Ratio

The effects of superposition fraction and cover ratio were considered together due to their
close relationship within the context of the CLGA. Before presenting the results, it is
instructive to briefly discuss the nature of that relationship. Recall that cover ratio specifies
the fraction of chromosome sites monitored by a SmartChromosome, and is therefore
related to the number of feature detectors. The number of feature detectors, in turn,
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determines the number of possible "best states" available to a SmartChromosome during
the interrogation process (in conjunction with the "best states" of its mates). In other words,
the greater the cover ratio, the larger the potential selection of "best states" during
interrogation. Cover ratio therefore determines the magnitude of the set of potential "best
states" available for superposition.

The superposition fraction, on the other hand, specifies the fraction of chromosome sites
that is modified by a SmartChromosome as a result of interrogation. Chromosomes are
modified £ sites at a time, since each "best state" is superposed sequentially and is derived
from its corresponding feature detector. The greater the number of chromosome sites
modified, the greater the number of "best states" superposed during interrogation. In other
words, the superposition fraction determines how many of the "best states" from the set of
total available states (as discussed above) are selected for superposition.

The four sets of experiment results documented in this section are best viewed with this
perspective in mind. The first three sets of results show, respectively, how performance
varies with cover ratio for various superposition fractions late in evolution, early in
evolution and throughout the evolutionary process. They show conclusively that
performance is sensitive, in a very specific and predictable way, to superposition fraction.
The fourth set of results shows how performance varies with small cover ratios and small
superposition fractions. The results strongly suggest that collaboration between
SmartChromosomes is highly beneficial for intelligent recombination and critical to the
CLGA's success.

Due to the similarity between treatments involving different feature detector sizes, only
results for feature detector size k£ = 1 are presented for visualization (all of the data
however, is provided in its raw form in Appendix C). Feature detector size £k = 1 was
selected to enable the investigation of very small cover ratios and superposition fractions;
this also simplified data visualization by reducing the amount of data to be visualized by a
factor of three.

Figure 5.4 shows performance as a function of cover ratio for various superposition
fractions late in the evolution of a CLGA. Note that in all plots, superposition fraction is
shown as a percent. Here, performance is measured by the Normalized Average Best
Fitness (NABF) obtained after 2" effective evaluations (corresponding to one quarter of
the solution space). Plots in each row correspond to the different population sizes (P = 96,
380 and 1140). Plots in each column correspond to the performance of the CLGA on
medium and high epistasis problems. Low epistasis problems are not shown, because of the
very small difference in performance over all combinations of factors at this point in
evolution. (Due to the simplicity of the NK problems (K = 2), all problems were solved by
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Superposition Fraction (%)
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Figure 5.4 Performance vs. cover ratio for various superposition fractions late in evolution.
Results are shown for all population sizes (M = 96, 380, and 1140) for medium
epistasis (K = 6) and high epistasis (K = 10) NK-Landscape problems at 0.25 x 2%
effective evaluations. Vertical bars represent 95% confidence limits.
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the time 2™ effective evaluations were done). 95% confidence limits are shown for all
points.

Results showed an approximately linear relationship between performance and cover ratio
late in evolution which varied as a function of superposition fraction, population size and
problem epistasis. To determine if these linear relationships were statistically significant,
linear regression was performed to further collapse these results.

Postulate 5-1 The Cover Ratio Performance Slope (CRPS) is the slope of the linear
regressed line of NABF plotted against cover ratio for a given
superposition fraction, population size, problem epistasis, and feature
detector size.

The intent of the linear regression was not to necessarily prove the linearity of the
relationship, but to show that performance late in evolution degrades at a rate that depends
on superposition fraction, population size and problem epistasis. Specifically,

* as superposition fraction increases
* as population size decreases CRPS decreases

» as problem difficulty increases

The interaction of superposition fraction, cover ratio and performance can be best
understood by first analyzing the effect of superposition fraction on performance for a
given cover ratio, population size and problem epistasis. Recall that the superposition
fraction determines the fraction of chromosome sites modified during interrogation as
determined by the "best states" of each of the contributing feature detectors (from all of the
mates). Although the mixing and matching of "best states" drives a good part of the
evolutionary process in the CLGA, individual selection insures that only the best
chromosome continues to advance from generation to generation for each
SmartChromosome. Consequently, there must be some benefit to be gained from
preserving some of the chromosome structure that the SmartChromosome worked so long
and hard to attain. One would expect this to be especially true in more mature populations
(late in evolution) when the quality of chromosome strings is higher. Performance tends to
decrease as superposition fraction increases because the higher superposition fraction tends
to disrupt relatively good strings (late in evolution) by causing the SmartChromosome to
drastically "rewrite" its string each time, allowing few of the established bits (already
known to be of high quality) to propagate.
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Note that this effect (the magnitude of the negative slope) is greater for smaller population
sizes, i.e. a difference in superposition fraction late in evolution has a greater effect on
small populations than it does on larger ones. This is shown more clearly in the plots of
figure 5.5 where CRPS is plotted against superposition fraction. The reason for this may be
due to the fact that a smaller population has less diversity with respect to chromosome
schemata, resulting in a smaller and poorer selection of "best states" and hence, a more
detrimental effect on the creation of new solutions late in evolution. Less dependency on
feature detector "knowledge" and more preservation of past structure may therefore be

even more important for smaller populations as evolution progresses.

Early in evolution, as shown in figure 5.6, the effect is reversed, showing better
performance for higher superposition fractions and higher cover ratios. This is not
surprising if one interprets this in light of the perspective presented earlier. A higher
superposition fraction results in the superposition of a greater number of "best states".
These results appear to indicate that early in the evolution of the CLGA, solutions improve
faster if many "good" states are integrated as quickly as possible. This is reasonable, given
that in the early stages of evolution, there is less benefit to preserving past structure, due to
the relatively low quality of the solutions in the population. The reason the CRPS is
generally higher for smaller populations (see figure 5.7) (or equivalently, lower for larger
populations) is because the overall performance of larger populations is higher given the
larger number of potential solutions in each generation. The consequence of this is that the
difference between the NABF values at different cover ratios for the same superposition is
smaller, resulting in the a lower CRPS for larger populations.

A difference in performance for any given cover ratio is explained reasonably well given
the perspective proposed above. However, it is interesting to consider the question of why a
relationship between performance and cover ratio exists at all for any given superposition
fraction. The positive CRPS early in evolution is understood more easily if the observation
is rephrased using the perspective presented earlier. Early in evolution, a given
superposition fraction results in better performance if the number of available states for
superposition is high. In other words, given a certain number of best states that need to be
selected (the superposition fraction), performance increases as the number of states
available for superposition (cover ratio) increases. Therefore, early in evolution, it is
advantageous to integrate as many best states as possible from as big a selection of best
states as possible. This is contrary to later in evolution, when it pays to be more selective as
to which best states are integrated, to avoid disrupting the high quality schemata already
evolved. This behavior of the CLGA with respect to cover ratio and superposition fraction
is summarized graphically in figure 5.8.
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Figure 5.6 Performance vs. cover ratio for various superposition fractions early in evolution.
Results are shown after 20 generations for all population sizes (M = 96, 380, and 1140)
for low, medium and high epistasis NK-Landscape problems (corresponding to K =2, 6
and 10 respectively). 95% confidence limits are shown only for the upperleft plot to
give some idea of the magnitude of the uncertainty and to avoid unnecessary confusion
in other plots.
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The final set of experiment results shows NABF plotted as a function of superposition
fraction for various cover ratios, to explore the effect of low cover ratios and low
superposition fractions on performance toward the end of evolution. Due to the subtlety of
the effect, only results for high epistasis problems are shown. As seen in figure 5.9, there
does seem to be a degradation in performance for very low superposition fractions across
all cover ratios and an apparent maximum between 10% and 30%. This suggests that
although high superposition fractions and high cover ratios are advantageous in early
evolution (for reasons already discussed above), smaller superposition fractions tend to
result in superior long term performance. Recall that smaller superposition fractions tend to
preserve past structure. However, even though preserving some past structure is important
late in evolution, clearly preserving foo much structure (i.e. with a superposition fraction
that is too low) precludes sufficient exploration for discovering new solutions and also
tends to degrade performance. Furthermore, the fact that very low superposition (less than
15%) results in degraded performance, suggests that the issue is not the number of states
superposed but the total fraction of bits modified; otherwise 15% superposition for a
feature detector of size k = 3 (corresponding to a superposition of a single best state of size
3) would result in degraded performance just as a superposition fraction of 5% results in
degraded performance for a feature detector of size k = 1.

5.1.3.1.3 Population Size

The effect of population size on performance for the CLGA is similar to that of many
genetic algorithms. Most genetic algorithms, and this one is no exception, require some
number of generations to evolve to a reasonably good solution. An optimal solution might
occur by chance alone in the early stages of a population's evolution, but in general, the
harder the problem, the longer evolution takes to find the solution (if it finds it at all, given
the probabilistic nature of the algorithm). Easier problems are typically solved more
efficiently by smaller populations - the diversity and dynamics of a small population are
sufficient to solve the given problem in a relatively small number of generations. And, even
if the number of generations is high, the small population does not incur as large an
evaluation cost per generation as a large population size does. On the other hand, a small
population may converge too quickly to find a "good enough" solution if the problem is too
hard. Conversely, a large population may stand a much better chance of obtaining a "good
enough" solution to a hard problem but incur too high an evaluation cost for an easier
problem, given that a certain number of generations are needed for it to evolve (though it is
more likely to find it by chance alone than a smaller population).
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Figure 5.9 Performance (NABF) vs superposition fraction for low and high cover ratios
late in evolution. Results for all population sizes (M = 96, 380, and 1140) are
shown at 0.25 x 2% effective evaluations only for high epistasis (K = 10) NK-
Landscape problems to emphasize the effect of low cover ratio and low
superposition fraction on performance. Vertical bars represent 95% confidence
limits.
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Clearly, there are competing elements in determining an optimal population for a given
problem. In fact, population sizing for evolutionary algorithms, in general, is still a poorly
understood issue, with only the beginnings of a theory strong enough to provide a priori
guidance in choosing an appropriate size [Goldberg, Deb and Clark, 1993][Harik, et al.,
1996]. Nevertheless, there are no hard and fast rules for specifying population sizes, but
mostly just empirical rules of thumb. This research does not offer a definitive answer to
this problem either, but does present results to show how the CLGA behaves for a range of
population sizes.

In the experiment results presented here, these same competing elements are evident, along
with several notable effects from other factors, as discussed previously. In figures 5.10a
and 5.10b, NABF and POF are plotted as a function of cover ratio for a representative
superposition fraction of 30%. Other superposition fractions and results for medium
epistasis problems are not shown, but yielded very similar behavior and the following
observations pertain to all. Each row of plots shows NABF and POF values after a
specified number of effective evaluations as determined by various fractions of the size of
the solution space (indicated to the left of the plots on each row).

As expected, on low epistasis problems (figure 5.10a) early in the evolution, runs with
larger populations lag behind runs with smaller populations in performance across all cover
ratios. As seen in figure 5.10a and, perhaps more clearly, in figure 5.12a, this continues
until approximately 0.01 x 2%° effective evaluations when M = 380 achieves comparable
performance. Finally, by 0.03 x 2*° effective evaluations, M = 1140 has also caught up (see
figure 5.12a). It is interesting to note from figure 5.11a, that all three populations seem to
achieve comparable best-so-far solutions at approximately 50 generations. However, due to
the difference in population size, this corresponds to approximately 5000, 20000, and
60000 effective evaluations for population sizes M = 96, 380 and 1140 respectively,
suggesting clear superiority of smaller population size over larger. This difference at first
appears to be relevant, and, if the problem epistasis were known in advance, might be.
However, if one considers the fact that problem difficulty is often unknown, the
performance of a given population size must be considered on more difficult problems as

well.

For high epistasis problems (figure 5.10b), again, runs with larger populations lag behind
runs with smaller populations in performance across all cover ratios very early in the
evolution (0.002 x 2% effective evaluations). However this time, as figure 5.12b shows,
population size M = 380 overtakes M = 96 at approximately 0.01 x 2% effective
evaluations, and M = 1140 eventually overtakes both M = 96 and M = 380 at approximately
0.03 x 2*° and 0.08 x 2*° effective evaluations (respectively). This is not surprising given
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Figure 5.10a Effect of population size on low epistasis (K = 2) NK-Landscape problems.
Performance (NABF and POF) vs cover ratio at various points during evolution is
shown for superposition fraction s,= 30% for all population sizes (M = 96, 380, and
1140). 95% confidence limits are shown for all NABF values. Note that smaller
vertical scales for the two upper right plots are used to show detail in the latter
stages of evolution.
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Figure 5.11 Performance (NABF) vs generation number for all population sizes.
The general effect of population size on CLGA behavior is shown on (a)
low epistasis (K = 2) and (b) high epistasis (K = 10) NK-Landscape
problems for cover ratio 7., = 0.45 and superposition fraction s, = 30%.
Vertical bars represent 95% confidence limits.
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Figure 5.12 Performance (NABF) vs evaluation mark for all population sizes.
The general effect of population size on CLGA behavior is shown on (a)
low epistasis (K = 2) and (b) high epistasis (K = 10) NK-Landscape
problems for cover ratio ., = 0.45 and superposition fraction sy = 30%.
Points for each population size are simply connected to show the
intersecting trajectories of the performance curves.
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the difficulty of the problems. The fitness landscape for highly epistatic problems is known
to be more complex and more populated with local optima. A larger population with a
greater number of possible samples in that space would be expected to result in superior
performance. Since each SmartChromosome essentially searches on its own (given its
feature detector biases) it is not surprising that a greater number of points exploring the
space would stand a better chance of obtaining an optimal (or near optimal) solution.

It is interesting to note that even given the apparent high performance of the small
population, M = 96 still resulted in finding fewer optimal solutions than the larger
populations, as shown in the POF vs Cover Ratio results of figure 5.10a and 5.10b. This
clearly exemplifies the tradeoff between good early performance and poorer long term
performance. Adding to this the (generally) unknown complexity of the problem, makes
the selection of a population size problematic.

5.1.3.2 The Effect of Factors on CLGA Time/Space Complexity

An analysis of the performance of an algorithm and more specifically, the selection of a
near optimal operating point cannot be done without taking into account its time and space
complexity. It is also instructive to compare it to other more standard approaches to genetic
algorithms. Clearly, a final appraisal of the CLGA must weigh the benefit of the approach
against the costs of the additional computational requirements of the algorithm. The
following sections analyze the computation time and memory resource requirements of the
CLGA by discussing how they are affected by the various parameters of the algorithm.
Profiling is primarily used to analyze time and space complexity due to the complexity of
the algorithm implementation; where possible, a priori analyses are provided as well.

5.1.3.2.1 Computation Time

By convention, time complexity is generally expressed as a function of the size of some
input to the algorithm. The most obvious first choice for the input in an SGA is the size of
the encoded problem, N. However, for standard genetic algorithms, there is no clear
relationship between population size and problem size and further, no clearly definable
endpoint to genetic algorithm processing, making such a function difficult to define.

In a typical GA application, the time required to evaluate a fitness function often far
exceeds the overhead associated with the string manipulation involved in its evolution.
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Consequently, the parameters of the algorithm are usually determined by a limit on the
number of function evaluations. Typically, if one considers some fixed number of
allowable function evaluations F, then the processing time required is simply (¢s + c,)F
where ¢y is the amount of time needed to evaluate the fitness function and ¢, is the time
overhead associated with processing the corresponding string. In most applications of GAs,
¢r>> ¢ and ¢y 1s usually ignored. In the CLGA, this overhead is somewhat greater than in
ordinary GAs, due to the complexity of the SmartChromosome data structure. This analysis
concerns itself primarily with how that overhead varies with the different parameters of the
algorithm, to provide guidelines for its practical use. Specifically, Unit Computation Time
(UCT), the time required to process a single SmartChromosome per generation, was used
to measure computation time as a function of various parameters of the algorithm.

All timing results were obtained by measuring the total time in seconds required for the
evolution of runs using a population size of M = 380 to solve problems of high epistasis,
and then dividing by the product of the number of generations and the population size to
determine the Unit Computation Time. This particular combination of population size and
problem epistasis was chosen to insure a reasonable number of generations over which to
measure processing time. This resulted in very consistent timing measurements, as noted
by the extremely tight confidence intervals for all timing results. Note that the time
required to evaluate the fitness function is included in the timing results, and can be
considered to be constant for all problems.

Before discussing the empirical results, it is worth identifying the various aspects of
SmartChromosome processing, to better understand its complexity. The processing of each
SmartChromosome involves the following operations (see table 5.1 for symbols):

1. an inspection step: k d constant time observations (constant a; );

2. an interrogation step: sorting d feature detectors (constant a; ), merge-sorting md
feature detectors (constant a3 ), and scanning no more than md feature detectors
depending on sy (constant a4 ); and

3. a directed mutation step with up to AN bit comparisons (constant as ).

Since the number of feature detectors is also proportional to N for a given cover ratio, and
assuming non-overlapping feature detectors (dk = r., N ), the time for SmartChromosome
processing as a function of the number of feature detectors is:

es(d) = ajkd + axd® + azmInd + aymd + ashkd (5.1
= a,d* + (a;k + aym + ashk)d + azm Ind
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where a;, as, az, a4, and as are constants associated with the various terms, and &, # and m
are fixed and usually set to relatively low values (<5). Although the relationship between
UCT and d appears to be quadratic, it is obviously ultimately dependent on the magnitude
of the other parameters and constants. In practice, as results show, the constant a; is quite
small and the other terms cause the linear term to dominate. It is unclear from this research
how large d needs to be in order for the quadratic term to dominate.

Figure 5.13a shows a clear linear relationship between Unit Computation Time and cover
ratio that decreases in slope as the size of the feature detector increases (for any given
superposition fraction). The results shown are for non-overlapped feature detectors, in
order to compare equivalent cover ratios and equivalent number of chromosome sites
monitored by the feature detectors. The faster computation time for larger feature detectors
is not surprising, given that a greater number of smaller feature detectors is required to
maintain the same cover ratio. The larger number of smaller feature detectors results in
greater overhead for sorting, selection and superposition.

Note that since d is proportional to the problem size N, this analysis applies to N as well.
Therefore,

¢ (N) = 0(N?) (5.2)

This is in contrast to the SGA, where the UCT is usually only linearly dependent on the
problem size. Nevertheless, as stated earlier, provided ¢, >> ¢, (as it is in many practical
applications) this may not be of much practical concern. Furthermore, since the quadratic
term is due to a sorting operation and the constants associated with the linear term are quite
large, by the time the quadratic term begins to dominate it might be possible to substitute a
more efficient dlogd sorting operation for the simple insertion sort used for small d values,
resulting in a computation time that is O(NlogN).

Recall that superposition fraction determines how many feature detector states are
superposed during interrogation. A difference in superposition fraction simply involves
accessing the states of additional feature detectors already in a sorted list. Processing time
is therefore expected to increase linearly with superposition fraction for a given number of
feature detectors (i.e. cover ratio).

Figure 5.13b shows how UCT varies as a function of superposition fraction. Note that the
middle points of each feature detector series correspond to the k = 1 series in figure 5.13a.
The plot shows an approximately linear relationship between UCT and superposition
fraction, although some tapering off does seem to occur for large numbers of feature
detectors at high superposition fractions. This is most likely due to an indirect factor, such
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as the mutation depletion mentioned previously, precluding some SmartChromosomes
from executing directed mutation code and resulting in slightly faster processing.

Note that for larger feature detectors (results are not shown), some best states are inevitably
discarded due to bit inconsistencies between the new state to be added and previous states
already superposed. Consequently, UCT would be expected to increase slightly as the
superposition fraction increased, although this effect would also be very slight. Finally, it is
worth noting that the selection mechanism used requires the random grouping of
individuals for mating, making it identical to tournament selection. The time complexity of
individual selection is therefore O(M).

5.1.3.2.2 Memory Requirements

As with most computer algorithms, practical implementation of the CLGA depends both on
computational speed and memory. The following analysis gives an estimate of the memory
requirements for a CLGA as a function of the main parameters of the algorithm: population
size, feature detector size, number of feature detectors, and problem size.

Using equation 3.1 and the fact that the number of feature detectors per SmartChromosome
is proportional to N/k, the minimum population size for the CLGA can be shown to be
exponential in the size of the problem and dependent on the size of the feature detector, i.e.
M=O0O(N""). The total memory of the CLGA is proportional to the size of the population,
where the proportion constant is the Unit Space Complexity (USC), or the number of bytes
per SmartChromosome.

As mentioned previously, the architecture of the CLGA lent itself naturally to an object
oriented software design. Consequently, each SmartChromosome was designed to be a self
contained "object" with its own memory and internal functions. It is instructive to consider
the amount of memory required for a single SmartChromosome in relation to its primary
design parameters, specifically, the size and number of feature detectors.

Theoretically, SmartChromosome memory is O( d 2%), as the number of states doubles (for
binary alphabets) each time k is increased by one. Recall that the number of states
represented in each feature detector is 2*. As before, since the number of feature detectors
per SmartChromosome is proportional to N/k, for small £, this gives O(N) for the memory
of a single SmartChromosome, and O(MN) for the memory required for an entire
population. Practically, there are additional data structures in the SmartChromosome,
resulting in large constants that need to be considered.
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Figure 5.14a shows a plot of the number of bytes per SmartChromosome (USC) as a
function of the number of feature detectors for each of the three feature detector sizes (k =
1, 2, and 3). Linear regression equations are provided for calculating memory requirements
for the CLGA, given a specified number of feature detectors and feature detector size. The
slope of each line corresponds to the memory requirements of each additional feature
detector. The intercept corresponds to the problem-size dependent component of the
SmartChromosome, as well as some additional overhead for data storage. Note that this
value (in practical application) is proportional to problem size, but is quadratic in N here,
due to additional data structures required for CLGA analysis. In other words, the slope is
an accurate predictor of the memory associated with any SmartChromosome with d feature
detectors, but must be offset by the intercept which depends on the given problem size.

Figure 5.14b is another representation of the same plot as above, but from an operational
perspective. (In fact, this plot can be calculated for arbitrary points using the regression
equations from figure 5.14a). This plot shows the memory requirements for comparable
CLGA configurations for different feature detector sizes. For example, a CLGA
configuration for solving a problem of size N = 20, with cover ratio 0.60 can be designed
using either 12 feature detectors of size k = 1, 6 feature detectors of size k = 2, or 4 feature
detectors of size k = 3 (all assuming no feature detector overlap). For a given population
size, the most efficient implementation (in time and space) in this case uses a feature
detector of size k = 3.

5.1.4 Conclusions

Clearly, the most important conclusion from this investigation is that CLGA performance
is independent of feature detector size. The ramification of this is that with £ = 1,
population size is no longer dependent on N or k, and can be arbitrarily large or small.
However, k£ = 1 also results in the greatest computational cost for a given cover ratio,
suggesting that, provided a large enough population can be accommodated (to satisfy the
combination ratio > 1.0), higher & values should be used. A more detailed interpretation of
this result is given in Chapter 6.

Results showed a very complex relationship between cover ratio, superposition fraction and
CLGA performance. In the early stages of evolution, solutions were found to improve
faster if many good states were integrated quickly (high superposition fraction). Later in
evolution, solutions seemed to improve faster if the SmartChromosomes were more
selective, propagating more of their established bits, and experimenting only with a few of
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the best states they encountered (low superposition fraction). This strongly suggests the
potential for dynamically modifying superposition fraction as evolution progresses to
maximize the efficiency of the search (see section 6.2: Recommendations for Future
Work). However, assuming a constant superposition fraction, the choice of superposition
fraction clearly depends on the cover ratio. Recall that a larger population size, though
affecting the relationship between cover ratio and superposition fraction, seemed to
mitigate the effect, not eliminate it, and so cannot be counted on (in general) to prevent the
detrimental effect of high superposition fraction.

Although low cover ratios (i.e. 7., < 0.30) were found to be less susceptible to the
detrimental effect of high superposition fraction late in evolution, a low superposition
fraction (i.e. sy < 30%), seemed to result in relatively consistent performance across all
cover ratios greater than about 0.2. Furthermore, a high cover ratio provided a benefit early
in evolution due to a positive CRPS (even for relatively low superposition fractions). This
strongly suggested that the prudent selection for an operating point would be a relatively
high cover ratio with a low superposition fraction. Accepting the somewhat arbitrary nature
of a final choice, a cover ratio of ., = 0.75, midway between 0.5 and 1.0 was selected with
a superposition of sy= 15%.

Finally, the choice of population size is perhaps the most problematic, and the most
difficult parameter to estimate, particularly for problems of size different from the one
investigated. The results do suggest that given the resources, a larger population size is
preferable over a smaller one, especially if the goal is to find optimal solutions (and not
merely very good ones) and if the problem difficulty is unknown a priori. The question
then is, how large is large enough? A definitive answer to this question is beyond the scope
of this research. However, the choice of population size clearly depends on the size of the
search space and the difficulty of the problem. Assuming the latter is unknown, the first
guide must be the size of the solution space. Clearly, it does not make practical sense to use
a population size that is comparable to the size of the solution space, since an exhaustive
search would be guaranteed to find the optimum. The results presented here suggest that
anywhere between 20 and 50 generations (at least) are generally needed to obtain
reasonable solutions to even the simplest low epistasis problems (see figure 5.11a). It is not
clear how this scales for larger problems, but the number of generations required to
produce reasonable solutions can be expected to be much greater than this in general. Any
population size would have to insure that the product of the population size and the
expected number of generations was significantly smaller than the size of the solution
space. Recall that the minimum population size however, is still determined by the
requirement that the combination ratio be greater than or equal to 1 (and preferably an
integer to insure approximately equal numbers of identical feature detectors).
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In conclusion, the parameters for the selected operating points are presented in table 5.2. A
feature detector size of k£ = 3 was chosen for computational efficiency reasons, enabling
faster computation and more efficient use of memory. Two operating points for problem
size N = 30 were selected based on the analysis in this section to insure a fair comparison
between the CLGA and the other GAs tested in section 5.3, as well as to support the
implicit hypothesis that an analysis of N = 20 sized problems could offer useful heuristics
for selecting operating points for larger problems.

For problem size N = 20, a population size of M = 456 was selected to improve on the
performance of M = 380, but to also maintain a reasonable level of performance on the
lower epistasis problems. This population size also resulted in a combination ratio of 2.0.
The operating point is shown in table 5.2 as operating point C (OP C).

For problem size N = 30, the larger problem size suggested the need for a larger
population, resulting in the selection of a population size of M = 1160 for the first operating
point (to maintain r., = 1.0) . Note that this does not truly justify the size of the population,
because a feature detector size of k£ = 1 could be used with potentially any population size.
However, given the population size selected as optimal (or near optimal) for N = 20, it
seemed reasonable to select a larger population size for the larger problem. This operating
point is shown in table 5.2 as operating point A (OP A).

Finally, to insure a fair test between the CLGA and the other tested GAs in section 5.3 later
on, a second operating point similar to A, but with a population size of M = 200 was also
selected, shown in table 5.2 as operating point B (OP B).

Note that a cover ratio of 0.75 for a problem size of N = 30 was not possible (requiring a
cover of (0.75)(30) = 22.5 chromosome sites), so 0.70 was chosen (requiring a cover of
(0.70)(30) = 21 chromosome sites and d = 7 feature detectors of size k = 3). To preserve the
same cover ratio yet still maintain a combination ratio greater than one, d = 21 feature
detectors of size k = 1 were used for operating point B.

Operating| Problem Size of Number of Cover | Superposition | Population
Point Size |Feature Detectors | Feature Detectors | Ratio | Fraction (%) Size
N k d r., ¢ M
C 20 3 5 0.75 15 456
A 30 3 3 0.70 15 1160
B 30 1 21 0.70 15 200

Table 5.2 Parameter settings for selected "optimal" operating points for problem sizes
N =20 and N = 30.
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5.2 Measuring the Effect of Genotypic Learning on CLGA Performance

The experiments documented in this section tested the hypothesis H1.2, asserted in section
4.3.2 that intelligent recombination is a relevant feature of the CLGA. To validate this
hypothesis and to show the effect of genotypic learning, the operating point selected in
section 5.2 (operating point C in table 5.2) was used to test various methods of
recombination, specifically: intelligent recombination, parameterized uniform crossover,
two-point crossover, random state selection, and mutation only. In all cases, the only aspect
of the algorithm that was modified was the method of information exchange. The
modularity of the algorithm enabled the simple substitution of the different mechanisms of
information exchange, yielding a CLGA-type algorithm that performed identically except
for the way in which schemata were modified.

To accomplish this goal, the various "substituted recombination" algorithms were
optimized on NK-20 Landscape problems and performance compared with that of
operating point C. Results show conclusively that intelligent recombination is a relevant
feature of the CLGA, with important and significant advantages over other methods of
recombination.

5.2.1 Fixed Parameters and Conditions

NK-Landscape problems with N = 20 were used in all of the following experiments. A
random model for the NK-Landscape problems was used here, in order to not afford an
unfair advantage to the two-point crossover operator implemented in tpc-CLGA. The
number of random problems tested was set to a slightly larger value of J = 50 to improve
the accuracy of the results. Preliminary experiments had verified the subtlety of the
differences between the various algorithms, and a larger value for J made the effects of the
various substituted-recombination methods more easily discernable.

Note that the operating point C selected in the previous section was used in all of the
following experiments.

5.2.2 Experiment Factors

Optimal configurations for each algorithm were determined by varying the relevant
algorithm-specific parameter (shown in table 5.3) and selecting the "best" run. 50 random
problems for each of three different levels of epistasis (K = 2, 6, and 10) were tested. Note
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that aside from m-CLGA, no mutation was used in any of the algorithms so that the
behavior of the recombination mechanisms could be compared with as few stochastic
effects as possible.

Determining a "best" run is often problematical. The goal of a stochastic search algorithm
is usually to obtain the best possible solution in the smallest number of function
evaluations. Unfortunately, there are no fixed standards for how "good" a solution should
be nor how the quality of a solution should be weighted in relation to the number of
function evaluations required to obtain it. For example, algorithm "A" might obtain high
quality solutions quickly, but never (or rarely) locate global optima. On the other hand,
algorithm "B" might locate global optima often, but take much longer to find solutions of
equivalent or better quality than algorithm "A". The decision as to which algorithm is
better depends on the application and the resources that are available for computation. In
general, optimal solutions are unknown and it is therefore difficult to evaluate an algorithm
based on its ability to find them. Consequently, a usual approach is to set some upper limit
on the number of function evaluations (which is a decision usually based on computational
resources) and then to observe the behavior of the various algorithms over the function
evaluation range being tested.

In this case, all algorithms were run for 2" effective evaluations. "Best" runs were
selected based on the highest cNABF and cPOF values at an evaluation mark of 0.25, or
the number effective evaluations corresponding to 25% of the size of the solution space.
The parameter of each algorithm that yielded the largest sum across all levels of problem
epistasis was chosen to be the optimal setting for that algorithm.

Fixed Parameters
and Conditions Factors

Algorithm Optimal

Name Number of . . Problem Setting

Configuration | Problems Algorithm Specific Epistasis
J Parameter K
m-CLGA 50 u©=20.01,0.05,0.1,0.2,0.3 2,6,10 u=0.1
r-CLGA Same.as n/a n/a n/a n/a
operating

puc-CLGA p"(‘:m 50 | p.=0.1,02,03,04,0.5 26,10 | p,=05
tpc-CLGA 50 ».=05,06,0.7,0.8,09,1.00 2,6,10 ».=09

Table 5.3 Fixed parameters, fixed conditions and factors for substituted recombination
algorithm optimization and final optimal settings.
(Note that parameterized crossover probabilities greater than 0.5 did not have to be
tested due to the symmetry of the operator).
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5.2.3 Results and Discussion

The final parameters selected for each algorithm using these criteria are shown in table 5.3.
It is important to note that the study of any one of the recombination methods in
conjunction with the individual selection of the CLGA is valuable in and of itself. In fact,
the object-oriented approach to the GA and the algorithm's inherent parallelism are two
very important contributions of this work, yielding a useful shell for potentially any
recombination operator. The purpose of substituting the various recombination methods
was not to compare performance per se, but to help interpret and understand the behavior
of learning component of the CLGA.

A comparison of all optimized "substituted recombination" algorithms and the CLGA is
shown in figures 5.15a and 5.15b. Figure 5.15a shows normalized average best-so-far
fitness (NABF) in the early part of evolution up to 50000 evaluations (approximately 90
generations). Figure 5.15b shows the percent optima found (POF) up to 250000 evaluations
(approximately 450 generations).

The most important observation to make is that intelligent recombination consistently
outperforms random state selection across all levels of epistasis by a significant margin.
This is very important because this strongly supports the hypothesis that genotypic learning
is a relevant mechanism for recombination. If genotypic learning were not providing useful
guidance in making decisions for modifying schemata, random state selection would be
just as useful.

Had this not been the case, one could have argued that intelligent recombination simply
provides a convenient form of mutation. In fact, this may be a useful interpretation of what
occurs when epistasis is high. Note that the performance of mutation-only is comparable to
(though still inferior to) that of intelligent recombination for higher levels of epistasis. It is
well known that as epistasis increases, the fitness landscape becomes more and more
uncorrelated [De Jong, 1993]. It is not unreasonable to infer that as epistasis increases, the
amount of useful information available for intelligent recombination decreases, due to
smaller and smaller correlation between fitnesses of similar solutions in Hamming space.
In other words, it becomes more and more difficult for the CLGA to learn consistent
relationships between bits due to greater variance in solution fitness. Consequently,
intelligent recombination may act /ike mutation at high levels of epistasis, because its
decisions have greater variance and the source of the bits used to modify the schemata is
the STM of each feature detector, not the schemata. This last point needs some elaboration.
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Figure 5.15a NABF vs time for substituted recombination experiments.
Normalized Average Best-so-far Fitness (NABF) vs time for various methods of
recombination substituted for intelligent recombination, averaged over 50 random
problems of size N = 20 generated by an NK-Landscape problem generator for
low, medium and high levels of epistasis. Vertical bars represent 95% confidence
limits.
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Figure 5.15b POF vs time for substituted recombination experiments.

Percent Optima Found (POF) vs time for various methods of recombination
substituted for intelligent recombination, for 50 random problems of size N = 20
generated by an NK-Landscape problem generator for low, medium and high levels
of epistasis.
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Recall that the schemata are modified using knowledge stored in the STMs of the feature
detectors. It does not rely explicitly on the schemata for modifying bits as do regular
recombination methods that exchange bits between chromosomes. Consequently,
decreasing diversity in the population can reduce the effectiveness of standard
recombination methods, requiring an explicit mutation operator to re-introduce diversity;
whereas in the CLGA, decreasing diversity in the population has nothing to do with the
diversity of states in the STMs. Some states may be preferred over others, but any
permutation of bits is potentially possible. This may be one reason why the CLGA works
so well without an explicit mutation operator and why it behaves similarly to mutation-only
at high levels of epistasis. It is interesting to note that at low levels of epistasis (K = 2),
intelligent recombination performs significantly better than mutation-only, reaching better
(and optimal) solutions in fewer effective evaluations. This strongly suggests that
intelligent recombination can adapt to the level of epistasis to some degree.

Both two-point crossover and parameterized uniform crossover perform reasonably well at
a low level of epistasis, although parameterized uniform crossover appears to perform
slightly better than two-point crossover. This is not unexpected, because the representation-
independent nature of uniform crossover would be expected to perform better on problems
where there is loose genetic linkage (as is the case with the random model NK functions
used here). In random model NK-Landscape problems, genes are linked randomly, not
contiguously. Recall that genetic linkage refers to the proximity of related genes on the
chromosome. An operator like two-point crossover would be expected to work better than
uniform crossover only if genes are proximally located on the chromosome (i.e. in case of
tight genetic linkage), because two-point crossover has a bias for keeping contiguous genes
together and uniform crossover does not.

Although both operators perform comparably to intelligent recombination at low levels of
epistasis, for high levels of epistasis they perform significantly worse. This is more easily
explained by directly comparing intelligent recombination with uniform crossover, both of
which are representation independent. The difference however, is that uniform crossover
makes no effort to exploit information that may be present in the schemata of the
population, whereas the CLGA does. Furthermore, the consistency of the information in
the population schemata is what drives the selection of states: in cases where the
information is more consistent (low epistasis problems) the CLGA makes more intelligent
decisions, and in cases where the information is less consistent (high epistasis problems)
the CLGA makes more random decisions (due to the increased variance of the best state
weights). Thus, the CLGA seems to be capable of adapting to the level of problem
difficulty, guided by the information gathered by the SmartChromosomes in their
interactions.

136



Chapter 5: Formal Experiments

5.2.4 Conclusions

Various methods of recombination were substituted for intelligent recombination in the
selected operating point for the CLGA (operating point C selected in section 5.2), to
determine the relevance of intelligent recombination in the operation of the CLGA. In a
comparison of algorithm performance, intelligent recombination demonstrated significant
advantages over random state selection, two-point crossover, parameterized uniform
crossover and mutation-only within the CLGA framework.

The research hypotheses asserted in this experiment were:

H1.2.1.1 A CLGA performs better than an r-CLGA on NK-20 Landscape problems
over a large range of epistasis levels.

H1.2.1.2 A CLGA performs better than an m-CLGA on NK-20 Landscape problems
over a large range of epistasis levels.

H1.2.1.3 A CLGA performs better than an tpc-CLGA on NK-20 Landscape problems
over a large range of epistasis levels.

H1.2.1.4 A CLGA performs better than an puc-CLGA on NK-20 Landscape
problems over a large range of epistasis levels.

The corresponding null hypotheses were:

Hy1.2.1.1 There is no difference in performance between a CLGA and an r-CLGA on
NK-20 Landscape problems over a large range of epistasis levels.

Hy1.2.1.2 There is no difference in performance between a CLGA and an m-CLGA on
NK-20 Landscape problems over a large range of epistasis levels.

Hy1.2.1.3 There is no difference in performance between a CLGA and an tpc-CLGA
on NK-20 Landscape problems over a large range of epistasis levels.

Hy1.2.1.4 There is no difference in performance between a CLGA and an puc-CLGA
on NK-20 Landscape problems over a large range of epistasis levels.

As discussed in chapter 4, a comparison of algorithms must take into account not only the
value obtained at the end of a run (however that "end" is defined) but also the behavior of
the algorithm along the way. To determine the confidence with which these hypotheses
could be rejected, a plot of the percent confidence that the performance of the CLGA
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exceeded that of each of these algorithms was plotted as a function of the number of
effective evaluations (shown in figure 5.16). Because medium epistasis problems resulted
in behavior somewhere in between low and high epistasis, the plot was somewhat cluttered
and is therefore not shown. Specific confidences can be read directly from figure 5.16,
from which the following conclusions were drawn.

Hol.2.1.1 was rejected with a high confidence across all levels of epistasis throughout
evolution. CLGA exceeded the performance of r-CLGA, showing that genotypic learning
is generating and supplying information that is useful to the CLGA in guiding
recombination. The research hypothesis, H1.2.1.1 is therefore accepted without
qualification.

Hol.2.1.2 was rejected with a high confidence only for low epistasis problems, showing
that the CLGA performs better than simple random guessing on low epistasis problems, but
behaves similar to mutation on high epistasis problems when the randomness characteristic
of mutation is more beneficial. The research hypothesis, H1.2.1.2 is accepted for
instances involving low epistasis problems.

Hpl.2.1.3 was rejected with high confidence on high epistasis problems and early in
evolution on lower epistasis problems. CLGA exceeded the performance of tpc-CLGA for
these instances, showing the increasing advantage of the CLGA over two-point crossover
as problem difficulty increases. The research hypothesis H1.2.1.3 is accepted for
instances involving problems with high epistasis throughout evolution, and for lower
epistasis problems early in evolution.

Hol.2.1.4 was rejected with high confidence on high epistasis problems, and early in
evolution on medium epistasis problems. The algorithm puc-CLGA was found to behave
very similarly to the CLGA on low epistasis problems, as reflected by the scatter of the
points in figure 5.16. The research hypothesis H1.2.1.4 is accepted for instances
involving high epistasis problems throughout evolution, and instances involving
medium epistasis problems early in evolution.

As these results show, intelligent recombination seems to have the best of both worlds. It
performs as well or better than mutation-only at high levels of epistasis and as well or
better than uniform crossover at low levels of epistasis. This strongly supports the
conclusion that the CLGA is capable of adapting to the level of problem epistasis and
suggests that, research hypothesis H1.2, that intelligent recombination is a relevant
feature of the CLGA, may be accepted.
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5.3 Comparing the CLGA To Several GAs on Various Epistatic
Combinatorial Optimization Problems

The following section describes the experiments done to compare the performance of the
CLGA with two different types of GAs: ESGAT and GENITOR, on several types of
epistatic combinatorial optimization problems. Clearly, a comprehensive comparison is
beyond the scope of this research, given the plethora of GA-type algorithms and the scope
of the problem description. Nevertheless, the performance of the CLGA is placed in the
context of two current approaches to GAs using carefully constructed combinatorial
problems to promote a more controlled and objective analysis of CLGA behavior. Note,
that any comparison of genetic algorithms is complex, requiring a careful analysis of the
evolutionary path, taking into account both duration of the run as well as the value of the
"final" result.

The experiments documented in this section tested two research hypotheses both asserted
in section 4.3.3: research hypothesis H1.3.1, that CLGA outperforms ESGAT, and research
hypothesis H1.3.2, that CLGA compares favorably with GENITOR on combinatorial
optimization problems over a large range of problem epistasis. Note that results for both
comparisons are multiplexed to simplify the analysis and discussion of relevant
observations.

5.3.1 Fixed Parameters and Conditions

All experiments were run on 50 random problems of size N = 30, generated by the
appropriate problem generator for the various levels of epistasis. The larger problem size in
these experiments made normalization of fitness values impractical. As in the experiments
of De Jong and Spears [De Jong and Spears, 1997], the computed variances therefore
include the variances due to differences in problem optima, suggesting that a larger J value
would be more appropriate.

The number of effective evaluations (7) was limited to 0.003 x 20 effective evaluations or
0.3% of the size of the solution space (approximately 3000000 effective evaluations). Pilot
experiments indicated that a reasonable comparison between algorithms could be made
over this range. This limiting value was also pragmatic, enabling one GA configuration to
be run on 50 random problems in a single night, simplifying the experiment procedure.

Operating points for ESGAT and GENITOR were chosen based on parameters used in
several recent algorithm comparisons, specifically from GA comparisons performed by
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Whitley et al. [Whitley, et al., 1995][Whitley, et al., 1996]. The operating point used for
ESGAT in all experiments had a population size of M = 200, tournament selection of size
2, a two point reduced surrogate crossover (p. = 0.9) and a mutation rate of x = 1/N. Note
that ESGAT is also elitist, meaning that the best string each generation replaces the worst.
The operating point for GENITOR had a population size of M = 1000, a two point reduced
surrogate crossover (p. = 0.9) with a mutation rate 4 = 1/N, and linear rank selection with a
bias of 1.25. Since GENITOR is often run with smaller populations as well, a second
operating point for GENITOR was also run with a population of M = 200. This was done to
enable a comparison between all three algorithms using the same sized population, to
insure that performance differences between CLGA, GENITOR and ESGAT were not due
to differences in population size.

In addition to the these operating points, random state selection (r-CLGA) was always run
as a control, substituting random state selection for intelligent recombination and leaving
all other parameters of the CLGA the same.

5.3.2 NK-Landscape Experiments

The following section describes and discusses the results obtained from running the various
selected operating points on 30 bit NK-Landscape problems with varying levels of
epistasis. Note that a neighborhood model was used for NK-Landscape bit interdependence
to make the comparison between CLGA and the other algorithms even more competitive.
Results show the CLGA to be superior to both ESGAT and GENITOR late in evolution,
with mixed results in early evolution.

5.3.2.1 Factors

Three levels of problem epistasis were used in the following experiments, as measured by
the number of interdependent bits: K = 5, 10 and 15, corresponding to low, medium and
high epistasis.

5.3.2.2 Results and Discussion

Figure 5.17a shows a plot of Average Best-so-far Fitness (ABF) as a function of the
number of effective evaluations for algorithms CLGA-A, GENITOR-A and ESGAT. Note
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that due to the size of the NK-Landscape problems, optima could not be computed; hence,
average best-so-far fitnesses were not normalized and percent optima found not computed.
The only metric used to measure performance was Average Best-so-far Fitness (ABF).

First and foremost, CLGA-A clearly performs better than random state selection (r-CLGA-
A) for all levels of epistasis from very early-on in evolution, suggesting a significant
advantage of intelligent recombination over random exchange of chromosome bits. This
merely supports the results from section 5.2, showing that information obtained from
schemata observations does benefit the CLGA's genetic search.

Second, at 3.0x10° effective evaluations, CLGA-A outperforms both ESGAT and
GENITOR-A on medium and high epistasis problems by a significant margin. The very
similar performance of CLGA-A and ESGAT on low epistasis problems later in evolution
is not unexpected because the low number of gene interactions likely corresponds to a
relatively easy problem for ESGAT. Although there doesn't appear to be a significant
difference between the various algorithms on low epistasis problems, CLGA-A did obtain
the best solutions for each of the 50 random problems tested. If these are indeed the true
optima, the assumption of a normal error distribution would not be valid, in which case the
results may indeed be significant even for low epistasis problems.

The margin is even greater for the CLGA using a smaller population size (operating point
B), as shown in figure 5.17¢ and tables 5.4a and 5.6a. The most significant observation is
that CLGA performance appears to be relatively unaffected by the reduced population size,
whereas a notable decrease in GENITOR performance occurs, particularly with respect to
medium and high epistasis problems. This supports the results of section 5.1, indicating
that greater diversity is maintained in the CLGA for a much longer period of time.
GENITOR clearly converges much too quickly, more so (not surprisingly) in the case of
the smaller population, despite the relatively low linear bias used for selection. Despite the
similarity in the way in which individuals are replaced in the population, the "selection
pressure" for the CLGA appears to be significantly less than that of GENITOR. In fact,
performance in early evolution suggests that the selection pressure may be even weaker
than that of ESGAT. The ramification of this is that evolution can proceed rather slowly in
some instances. As discussed in section 5.1.3.1.2, this is not surprising given the relatively
low superposition fraction used for the selected operating points (15%).

Figures 5.17b and 5.17d show performance early in evolution. CLGA-A clearly lags
behind both GENITOR-A and ESGAT on low epistasis problems for at least 60000
effective evaluations, and lags behind GENITOR-A on medium epistasis problems for
almost 500000 effective evaluations. Interestingly, CLGA-B with a much smaller
population, performs significantly better with respect to ESGAT, lagging behind ESGAT
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Figure 5.17a NK-Landscape results for operating points A.

Average Best-So-Far Fitness (ABF) vs time for operating points A for all
algorithms averaged over 50 random NK-Landscape problems of size N =
30, for low, medium and high epistasis problems. Vertical bars represent
95% confidence intervals.
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Figure 5.17b NK-Landscape results for operating points A, early in evolution.

Average Best-so-far Fitness (ABF) vs time for operating points A for all
algorithms averaged over 50 random NK-Landscape problems of size N =
30, on low, medium and high epistasis problems. Vertical bars represent
95% confidence intervals.
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Figure 5.17¢ NK-Landscape results for operating points B

Average Best-so-far Fitness (ABF) vs time using the same size population
(M = 200) for all algorithms averaged over 50 random NK-Landscape
problems of size N = 30, on low, medium and high epistasis problems.
Vertical bars represent 95% confidence intervals.
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Figure 5.17d NK-Landscape results for operating points B, early in evolution.
Average Best-so-far Fitness (ABF) vs time using the same size population
(M = 200) for all algorithms averaged over 50 random NK-Landscape
problems of size N = 30, on low, medium and high epistasis problems.
Vertical bars represent 95% confidence intervals.
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Evaluations Operating Point: A Operating Point: B
(x10 3) Low Epistasis Medium Epistasis High Epistasis Low Epistasis Medium Epistasis High Epistasis
10 ESGAT 100 ESGAT 93 CLGA 98 ESGAT 84 CLGA 100 CLGA 100
50 ESGAT 98 ESGAT 99 CLGA 100 CLGA 96 CLGA 100 CLGA 100
100 CLGA 92 ESGAT 92 CLGA 100 CLGA 98 CLGA 100 CLGA 100
500 CLGA 98 CLGA 100 CLGA 100 CLGA 97 CLGA 100 CLGA 100
1000 CLGA 98 CLGA 100 CLGA 100 CLGA 97 CLGA 100 CLGA 100
2000 CLGA 96 CLGA 100 CLGA 100 CLGA 95 CLGA 100 CLGA 100
3000 CLGA 94 CLGA 100 CLGA 100 CLGA 93 CLGA 100 CLGA 100
(a) Winner confidences for NK-Landscape problems
Evaluations Operating Point: A Operating Point: B
(x10 3) Low Epistasis Medium Epistasis High Epistasis Low Epistasis Medium Epistasis High Epistasis
10 ESGAT 100 ESGAT 100 ESGAT 100 CLGA 85 CLGA 80 CLGA 77
50 CLGA 80 CLGA 61 CLGA 68 CLGA 84 CLGA 61 CLGA 69
100 CLGA 82 CLGA 61 CLGA 70 CLGA 82 CLGA 61 CLGA 69
(b) Winner confidences for LSAT problems
Evaluations Operating Point: A Operating Point: B
(x10 3) Low Epistasis Medium Epistasis High Epistasis Low Epistasis Medium Epistasis High Epistasis
10 ESGAT 100 ESGAT 100 CLGA 100 - 50 CLGA 100 CLGA 100
25 - 50 - 50 CLGA 99 - 50 - 50 CLGA 99
50 - 50 - 50 - 50 - 50 - 50 - 50
(c) Winner confidences for Multi-Modal problems
Evaluations Operating Operating
-3
(x107) Point: A Point: B
10 CLGA 100 CLGA 100
50 CLGA 100 CLGA 100
100 CLGA 100 CLGA 100
500 CLGA 100 CLGA 100
(d) Winner confidences for Ugly Order-3 Deceptive problem
Table 5.4 CLGA vs ESGAT winner confidences.
A comparison of ESGAT and CLGA on various 30 bit combinatorial optimization
problems (a) NK-Landscape (b) LSAT (c) Multi-Modal (d) Deceptive, showing percent
confidences that the performance of the better algorithm (indicated) exceeds that of
the other at the specified number of effective evaluations.
Problem Operating Algorithm
Type Point ESGAT CLGA
NK-Landscape A 28 83
B 34 86
LSAT A 79 100
B 79 100
Multi-Modal A 100 100
B 100 100
Deceptive A 2 100
B 0 98
Table 5.5 CLGA vs ESGAT: best solutions found.

Percent number of problems for which either optima were found (if known) or for

which an algorithm found the maximum value.
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Evaluations Operating Point: A Operating Point: B
(x 10 3) Low Epistasis Medium Epistasis High Epistasis Low Epistasis Medium Epistasis High Epistasis
10 GENITOR 100 GENITOR 100 CLGA 88 GENITOR 100 | GENITOR 100 GENITOR 87
50 GENITOR 100 GENITOR 100 GENITOR 93 CLGA 66 | GENITOR 95 GENITOR 100
100 GENITOR 81 GENITOR 100 GENITOR 100 CLGA 82 CLGA 93 GENITOR 79
500 CLGA 62 GENITOR 81 GENITOR 91 CLGA 90 CLGA 100 CLGA 100
1000 CLGA 62 CLGA 92 CLGA 90 CLGA 92 CLGA 100 CLGA 100
2000 CLGA 62 CLGA 99 CLGA 99 CLGA 93 CLGA 100 CLGA 100
3000 CLGA 62 CLGA 100 CLGA 100 CLGA 93 CLGA 100 CLGA 100
(a) Winner confidences for NK-Landscape problems
Evaluations Operating Point: A Operating Point: B
(x 10 3) Low Epistasis Medium Epistasis High Epistasis Low Epistasis Medium Epistasis High Epistasis
10 GENITOR 100 GENITOR 100 GENITOR 100 GENITOR 53 CLGA 61 CLGA 51
50 CLGA 53 CLGA 54 CLGA 51 CLGA 64 CLGA 65 CLGA 64
100 CLGA 59 CLGA 53 CLGA 54 CLGA 64 CLGA 65 CLGA 64
(b) Winner confidences for LSAT problems
Evaluations Operating Point: A Operating Point: B
(x 10 3) Low Epistasis Medium Epistasis High Epist: Low Epistasis Medium Epistasis High Epistasis
10 GENITOR 100 CLGA 100 CLGA 100 - 50 - 50 - 50
25 - 50 CLGA 100 CLGA 100 - 50 - 50 - 50
50 - 50 - 50 - 50 - 50 - 50 - 50
(c) Winner confidences for Multi-Modal problems
Evaluations Operating Operating
(x 10 °) Point: A Point: B
10 CLGA 100 CLGA 100
50 CLGA 100 CLGA 93
100 CLGA 100 CLGA 100
500 CLGA 87 CLGA 100
(d) Winner confidences for Ugly Order-3 Deceptive problem
Table 5.6 CLGA vs GENITOR winner confidences
A comparison of GENITOR and CLGA on various 30 bit combinatorial optimization
problems (a) NK-Landscape (b) LSAT (c) Multi-Modal (d) Deceptive, showing
percent confidences that the performance of the better algorithm (indicated)
exceeds that of the other at the specified number of effective evaluations.
Problem Operating Algorithm
Type Point GENITOR CLGA
NK-Landscape A 56 83
B 28 86
LSAT A 85 100
B 95 100
Multi-Modal A 100 100
B 100 100
Deceptive A 86 100
B 10 98
Table 5.7 CLGA vs GENITOR: best solutions found

Percent number of problems for which either optima were found (if known) or for
which an algorithm found the maximum value
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only briefly (at < 20000 effective evaluations) on low epistasis problems, and lagging
behind GENITOR for approximately 100000 effective evaluations.

It is interesting to note how well the CLGA does with respect to both ESGAT and
GENITOR using a smaller population size, while still maintaining a relatively high level of
performance later in evolution, differing in absolute performance only slightly for very
high epistasis problems. In addition, the performance of CLGA-B is competitive even with
GENITOR-A on high epistasis problems, and appears to be resistant to convergence even

at over 3 million effective evaluations.

Tables 5.4a and 5.6a show a pairwise comparison between CLGA/ESGAT, and
CLGA/GENITOR respectively on NK-Landscape problems. Percent confidences that one
algorithm exceeded the other in performance are shown at various points in evolution.
Operating point B (with a population of M = 200) is clearly superior to operating point A
with respect to differences in performance between algorithms. However, operating point
A does obtain slightly better solutions towards the end of the evolution period (at 3x10°
effective evaluations) for higher levels of epistasis.

5.3.3 LSAT Experiments

The following section describes and discusses the results obtained from running the various
selected operating points on random problems of varying levels of epistasis generated by
an LSAT problem generator. LSAT problems were rather disappointing as far as varying
problem difficulty was concerned. Results for all levels of epistasis were very similar for
all three algorithms, varying slightly in behavior only because of differences in the variance
of the optimal solutions themselves. LSAT problems were somewhat "easier" than the NK-
Landscape problems if the significantly faster convergence time of the algorithms may be
interpreted as reflecting problem difficulty; however, not knowing the true optima, this
must remain a conjecture. All of the algorithms seemed to converge rather quickly to very
similar values, with little or no improvement beyond approximately 50000 effective

evaluations.

Results show CLGA to be comparable to, but lagging behind both ESGAT and GENITOR
for all levels of problem epistasis.
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5.3.3.1 Factors

Three levels of problem epistasis were used in the following experiments, as measured by
the number of CNF clauses to be satisfied: C =200, 1200 and 2400, corresponding to low,
medium and high epistasis. Each clause was generated by selecting L = 3 of the N variables
(where N is the problem size) uniformly randomly and negating each variable with
probability 0.5. Recall that fitness in this case, corresponded to the fraction of clauses
satisfied by the proposed solution.

5.3.3.2 Results and Discussion

Figures 5.18a and 5.18b show plots of Average Best-so-far Fitness (ABF) as a function of
the number of effective evaluations for algorithms CLGA, GENITOR and ESGAT. As
before, due to the size of the LSAT problems, optima could not be computed; hence,
average best-so-far fitnesses were not normalized and percent optima found not computed.
The only metric used to measure performance was Average Best-so-far Fitness (ABF). Due
to the rather quick convergence of the algorithms, results are shown only up to 50000
evaluations.

Again, CLGA-A and CLGA-B clearly perform better than random state selection (r-
CLGA-A and r-CLGA-B) for all levels of epistasis, continuing to support the claim that
information obtained from schemata observations benefits the CLGA's genetic search.

CLGA-A clearly lags behind both GENITOR-A and ESGAT at all three levels of epistasis
prior to about 30000 effective evaluations, when all three algorithms finally converge.
CLGA-B (with a smaller population size) on the other hand, lags behind GENITOR-B, but
performs comparably to ESGAT. Reducing the population size evidently causes a dramatic
improvement in both GENITOR and CLGA relative to ESGAT, resulting in convergence
in about one third the time (approximately 10000 effective evaluations vs 30000 for the
larger population).

The slower evolution of the CLGA relative to both ESGAT and GENITOR is not
surprising given that the LSAT problems are solved quite easily by either of those
algorithms within a time frame that is less than approximately 30 generations for the
CLGA. From figure 5.18a, it can be seen that CLGA-A becomes competitive with ESGAT
and GENITOR-A at approximately 30000 effective evaluations (~26 generations).
Similarly from figure 5.18b, CLGA-B becomes competitive with ESGAT and GENITOR-
B at approximately 6000 effective evaluations (~30 generations). Since the CLGA relies on
statistical information gathered from its interactions, it would be expected that some
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Figure 5.18a LSAT results for operating points A.

Average Best-So-Far Fitness (ABF) vs time for operating point A for all
algorithms averaged over 50 random LSAT problems of size N=30, for low,
medium and high epistasis problems (clause length of 3). Vertical bars
represent 95% confidence intervals.
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Figure 5.18b LSAT results for operating points B.
Average Best-So-Far Fitness (ABF) vs time using the same size population
(M = 200) for all algorithms averaged over 50 random LSAT problems of
size N = 30, for low, medium and high epistasis problems (clause length of
3). Vertical bars represent 95% confidence intervals.
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minimum amount of sampling would be required for the CLGA to begin making decisions
that were slightly better than random guessing. Thirty generations is not an unreasonable
amount of time for the CLGA to do this.

Note that although the confidence values shown in tables 5.4b and 5.6b are mostly quite
low, suggesting there is very little difference in performance between the various
algorithms, it must be noted that the CLGA found the best solutions for all of the 150
random LSAT problems (using both operating points A and B) by 50000 effective
evaluations. This is reflected in the 100% scores shown in tables 5.5 and 5.7 for LSAT
problems. These numbers did not change subsequently for any of the algorithms up to
0.003 x 2° effective evaluations.

5.3.4 Multi-Modal Experiments

The following section describes and discusses the results obtained from running the various
selected operating points on random problems of varying levels of epistasis generated by a
Multi-Modal problem generator.

Multi-Modal problems seemed to result in more varied algorithm behavior, showing more
significant differences between problems of varying levels of epistasis (specifically, more
so than LSAT but less so than NK-Landscape). All of the algorithms converged rather
quickly to optima, within approximately 50000 effective evaluations.

Results show a significant advantage of CLGA over other algorithms on high epistasis
problems with mixed results for lower epistasis problems.

5.3.4.1 Factors

Three levels of problem epistasis were used in the following experiments, as measured by
the number of peaks in the fitness landscape: P = 1, 250 and 500, corresponding to low,
medium and high epistasis. P random 30 bit strings were generated randomly for each
problem. Recall that fitness in this case, corresponded to the fraction of bits matched by
any one of the peaks and the proposed solution.
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5.3.4.2 Results and Discussion

Figures 5.19a and 5.19b show plots of Average Best-so-far Fitness (ABF) as a function of
the number of effective evaluations for algorithms CLGA, GENITOR and ESGAT. By
definition, the optimum for every multi-modal problem was 1.0, corresponding to a match
between one of the peaks and a string from the population. Metrics ABF and NABF
therefore resulted in identical values. Due to the rather quick convergence of the
algorithms, results are shown only up to 50000 evaluations.

Again, CLGA-A and CLGA-B clearly perform better than random state selection (r-
CLGA-A and r-CLGA-B) for all levels of epistasis, continuing to support the claim that
information obtained from schemata observations benefits the CLGA's genetic search.

As with the LSAT problems, performance of the CLGA lags behind ESGAT and
GENITOR in instances where ESGAT and/or GENITOR reach optimal values in fewer
than the number of effective evaluations corresponding to approximately 30 generations for
the CLGA. For example, CLGA-A (figure 5.19a) is not competitive on low epistasis
problems where both ESGAT and GENITOR reach optimal solutions in approximately
10000 effective evaluations (corresponding to 10000/1160 ~ 9 generations for the CLGA),
but is competitive on high epistasis problems where ESGAT and GENITOR reach optimal
solutions by about 30000 effective evaluations (corresponding to 30000/1160 ~ 26
generations for the CLGA). This is also true for CLGA-B (figure 5.19b), where the cutoff
appears to be around 6000 effective evaluations (corresponding to 6000/200 ~ 30
generations for the CLGA).

In general, the CLGA manages to overtake both GENITOR and ESGAT as the level of
epistasis increases. In the case of ESGAT, the difference is quite dramatic, particularly for
medium and high epistasis problems for the case of equal population size (see figure
5.19b). In fact, even r-CLGA-B performs significantly better than ESGAT. This is not
surprising given the higher epistasis, since a more random algorithm would be expected to
do better in a more uncorrelated fitness landscape. In fact, the smaller margin between the
CLGA and its random state selection counterpart for high epistasis problems is more subtle
but still noticeable in the other experiments as well.

It is interesting to note that whereas both ESGAT and GENITOR seem to respond
differently to problems of varying epistasis (in terms of time to convergence to the
optimum), the CLGA appears to converge at almost exactly the same time regardless of the
level of epistasis. Despite its poor relative performance on the low epistasis problems, this
strongly suggests the CLGA is capable of adapting (somewhat) to the level of problem
epistasis.
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Figure 5.19a  Multi-modal results for operating points A.
Average Best-so-far Fitness (ABF) vs time for operating points A for all
algorithms averaged over 50 random Multi-modal problems of size N = 30, for
low, medium and high epistasis problems. Vertical bars represent 95%
confidence intervals.
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Figure 5.19b Multi-modal results for operating points B.
Average Best-so-far Fitness (ABF) vs time using the same size population
(M = 200) for all algorithms averaged over 50 random Multi-modal problems of
size N = 30, for low, medium and high epistasis problems. Vertical bars
represent 95% confidence intervals.
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5.3.5 Deceptive Experiments

The following section describes and discusses the results obtained from running the various
selected operating points on an "ugly" fully deceptive problem. A total of 10 3-bit fully
deceptive functions were used to create a 30 bit deceptive problem, positioning the bits of
each sub-problem j, at chromosome sites j, j+10 and j+20. Each fully deceptive problem
was created using an algorithm developed by Whitley [1991] (also developed
independently by Liepins and Vose [1990] ) and documented in the corresponding papers.
The values (and ordering) for each of the 10 sub-problems were:

F(11)=14 £(100) = 10 £(001)=6 fon=2
£(000) =12 £(010)=8 £(011)=4 £(011)=0

where the function f represents the fitness of the given sub-string. Since the mapping for
the deceptive problem was fixed, random "problems" corresponded to running this
deceptive problem using 50 randomly chosen starting populations for each algorithm.

Results show a significant advantage of CLGA over ESGAT, with performance superior to
GENITOR for a small population size and comparable to it for the larger population.

5.3.5.1 Factors

There were no factors, since epistasis was not varied.

5.3.5.2 Results and Discussion

Figures 5.20a and 5.20b show plots of Normalized Average Best-so-far Fitness (NABF) as
a function of the number of effective evaluations for algorithms CLGA, GENITOR and
ESGAT. All fitness values were normalized by the value of the optimal string (consisting
of all ones) equal to a score of 140. Although all algorithms were run for 0.003 x 2*°
effective evaluations, no changes occurred after approximately 500000 (except for r-
CLGA), hence results are shown only up to 500000 effective evaluations.

As before, both CLGA-A and CLGA-B perform better than random state selection (r-
CLGA-A and r-CLGA-B), although in the case of operating point B, random state selection
actually performs quite well early in evolution. This may be due to the conflicting
information obtained from the deceptive blocks, causing random selection of states to be
just as useful as the intelligent recombination early in evolution. Later in evolution, once
enough strings with solved subproblems appear in the population, the information gathered
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Figure 5.20a  Ugly order-3 deceptive results for operating points A.
Average Best-so-far Fitness (ABF) vs time for operating point A for all
algorithms on a size N=30 order-3 fully deceptive problem, using 50
different randomly chosen starting populations. 95% confidence intervals are
shown for all ABF values.
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Figure 5.20b Ugly order-3 deceptive results for operating points B.

Average Best-so-far Fitness (ABF) vs time for operating point B for all
algorithms on a size N=30 order-3 fully deceptive problem, using 50
different randomly chosen starting populations. 95% confidence intervals are
shown for all ABF values.
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by the SmartChromosomes becomes more useful and can be taken advantage of, resulting
in superior performance.

Both GENITOR-B and ESGAT seem to converge to non-optimal solutions, due to a
combination of small population, low mutation rate, and little population diversity, strongly
indicating that the CLGA is capable of maintaining the necessary diversity even after a
significant amount of evolution (and without an explicit mutation operator).

Furthermore, as shown in table 5.7, despite the comparable performance of CLGA-A and
GENITOR-A, CLGA-A managed to solve the deceptive problem in 100% of the cases as
compared to GENITOR which solved only 86% after 800000 effective evaluations, a
fraction that did not change by 0.003 x 2*° effective evaluations.

5.3.6 Conclusions

The performance of the CLGA was compared with two different types of GAs: ESGAT
and GENITOR, on four different types of epistatic combinatorial optimization problems.
Clearly, a comprehensive comparison of algorithms and evaluation on this problem domain
was beyond the scope of this research. The limited results, however, did enable an
informative exploration of the behavior of the CLGA in the context of two widely used
evolutionary algorithms on several difficult combinatorial problems.

Two sets of research hypotheses were asserted in this experiment, one to compare CLGA
with ESGAT, and one to compare CLGA with GENITOR. The former are presented and
validated first:

H1.3.1.1 A CLGA performs better than ESGAT on random problems of size N =
30 generated by an NK-Landscape problem generator over a large range
of problem epistasis.

H1.3.1.2 A CLGA performs better than ESGAT on random problems of size N =
30 generated by an L-SAT problem generator over a large range of
problem epistasis.

H1.3.1.3 A CLGA performs better than ESGAT on random problems of size N =
30 generated by a Multi-modal problem generator over a large range of
problem epistasis.

H1.3.1.4 A CLGA performs better than ESGAT on ugly order-3 fully deceptive
problems of size N = 30.
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The corresponding null hypotheses were:

Hy1.3.1.1 There is no difference in performance between CLGA and ESGAT on
random problems of size N = 30 generated by an NK-Landscape problem
generator over a large range of problem epistasis.

Hy1.3.1.2 There is no difference in performance between CLGA and ESGAT on
random problems of size N = 30 generated by an LSAT problem
generator over a large range of problem epistasis.

Hy1.3.1.3 There is no difference in performance between CLGA and ESGAT on
random problems of size N = 30 generated by a Multi-Modal problem
generator over a large range of problem epistasis.

Hy1.3.1.4 There is no difference in performance between CLGA and ESGAT on
ugly order-3 fully deceptive problems of size N = 30.

As mentioned previously, a valid comparison of algorithm performance must take into
account the evolutionary path of the algorithm as well as the value of the final endpoint
(whenever the algorithm is terminated). Conclusions regarding the acceptance or rejection
of the null hypotheses were based on a statistical comparison of the ABF values reached at
the end of 0.003 x 2°° effective evaluations. Note that rejection of the null hypothesis did
not necessarily result in the full acceptance of the research hypothesis; qualitative analysis
of algorithm performance throughout evolution was used to qualify its validation.

Table 5.4 compares the CLGA and ESGAT by showing percent confidences that
performance of one algorithm exceeded the performance of the other at various points in
their evolution. From table 5.4, the following conclusions were drawn.

Hol.3.1.1 may be rejected with a confidence greater than 93% for all levels of problem
epistasis on 30 bit NK-Landscape problems. As noted in many of the experiments, the
CLGA typically required at least 30 generations to become competitive with ESGAT,
explaining the discrepancy in performance early in evolution for operating point A (the
larger CLGA population size). The research hypothesis H1.3.1.1 can therefore be
accepted in instances except where NK-Landscape problem epistasis is low with a
population size considerably higher than ESGAT. This behavior is fairly typical of
evolutionary algorithms in general, where a certain number of generations (regardless of
population size) is generally required to result in the generation of competitive solutions.

Hpl.3.1.2 may be rejected with a confidence of only 61%. There was no significant
difference in performance late in evolution on LSAT problems, although the CLGA did
manage to find 21% more "best" solutions than ESGAT overall. Very early in evolution,
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ESGAT has a clear advantage over the CLGA, undoubtedly due to the relative simplicity
of the problems, enabling ESGAT to evolve more quickly than the CLGA. Clearly, the
CLGA is outperformed by ESGAT early in evolution and performs only comparably to
ESGAT late in evolution. As a result, H1.3.1.2 must be rejected.

Hol.3.1.3 may be rejected with a confidence of only 50% for all levels of problem
epistasis. Both algorithms managed to evolve optimal solutions for the Multi-modal
problems by the end of the evolution period. CLGA performed significantly better in early
evolution on more difficult (high epistasis) problems as well as on medium epistasis
problems using a similar size population. Again, in instances where CLGA did not have
time to evolve significantly, ESGAT performed better. However, as opposed to LSAT
problems, the Multi-Modal problems required more generations for ESGAT to evolve to a
reasonable solution, enabling the CLGA more time to compete with it. Thus H1.3.1.3 is
accepted only for high epistasis problems early in evolution, and must be rejected
otherwise.

Hol.3.1.4 was rejected with a confidence of 100%. The CLGA performed significantly
better than ESGAT on the deceptive problem from very early on in evolution, discovering
all of the optima for operating point A and all but 1 of the optima for operating point B. In
this case, the difficulty of the problem resulted in poor ESGAT performance from the start.
The research hypothesis H1.3.1.4 is therefore accepted without qualification.

The following research hypotheses were asserted with respect to the comparison between
CLGA and GENITOR:

H1.3.2.1 A CLGA compares favorably with GENITOR on random problems of
size N = 30 generated by an NK-Landscape problem generator over a
large range of problem epistasis.

H1.3.2.2 A CLGA compares favorably with GENITOR on random problems of
size N = 30 generated by an L-SAT problem generator over a large range
of problem epistasis.

H1.3.2.3 A CLGA compares favorably with GENITOR on random problems of
size N = 30 generated by a Multi-modal problem generator over a large
range of problem epistasis.

H1.3.24 A CLGA compares favorably with GENITOR on ugly order-3 fully
deceptive problems of size N = 30.
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The corresponding null hypotheses were:

Hy1.3.2.1 There is no difference in performance between the CLGA and GENITOR
on random problems of size N = 30 generated by an NK-Landscape
problem generator over a large range of problem epistasis.

Hy1.3.2.2 There is no difference in performance between the CLGA and GENITOR
on random problems of size N = 30 generated by an LSAT problem
generator over a large range of problem epistasis.

Hy1.3.2.3 There is no difference in performance between the CLGA and GENITOR
on random problems of size N = 30 generated by a Multi-Modal problem
generator over a large range of problem epistasis.

Hy1.3.2.4 There is no difference in performance between the CLGA and GENITOR
on ugly order-3 fully deceptive problems of size N = 30.

Table 5.6 compares the CLGA and GENITOR by showing percent confidences that
performance of one algorithm exceeded the performance of the other at various points in

their evolution. From table 5.6, the following conclusions were drawn.

Ho1.3.2.1 was rejected with a confidence greater than 93% for medium and high epistasis
30 bit NK-Landscape problems, but could be rejected with a confidence of only 62% for
low epistasis problems. GENITOR performed significantly better early in evolution across
all levels of problem epistasis, but did worse as the problem difficulty increased and the
CLGA was allowed more time to evolve. Clearly, early GENITOR convergence was
responsible for its poor end performance, suggesting that the CLGA has superior ability
with respect to preserving the diversity necessary for constructive evolution. H1.3.2.1 can
therefore be accepted if evolution is allowed to proceed for a long enough period of
time. That period of time is less for smaller population sizes, but CLGA performance does
appear to lag behind GENITOR performance in general, early in evolution.

Hol1.3.2.2 may be rejected with a confidence of only 53%. This indicates there was no
significant difference in performance late in evolution, although the CLGA did find a
greater number of best solutions than GENITOR (100% vs 85% for operating point A, and
100% vs 95% for operating point B, shown in table 5.7). Very early in evolution,
GENITOR has a clear advantage over the CLGA. H1.3.2.2 must be rejected early in
evolution, but can be accepted if evolution is allowed to proceed for a long enough
period of time.
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Hp1.3.2.3 may be rejected with a confidence of only 50%. This indicates no significant
difference late in evolution and both algorithms managed to evolve optimal solutions by
the end of the evolution period. CLGA performed significantly better in early evolution on
medium and high epistasis for operating point A, and comparably to GENITOR using a
smaller population size. As with ESGAT, in instances where the CLGA did not have time
to evolve significantly, GENITOR performed better. The higher epistasis Multi-Modal
problems, however, required more generations for both GENITOR and ESGAT to evolve
to a reasonable solution, enabling the CLGA more time to compete with them. Thus
H1.3.2.3 is accepted with the qualification that CLGA performs as well or better on
higher epistasis problems and performs comparably to GENITOR if evolution is
allowed to proceed for a long enough period of time.

Hol.3.2.4 may be rejected with a confidence of 87%. Due to early convergence of
GENITOR, the CLGA performs significantly better with a smaller population size,
discovering the optimal solution in 98% of the cases as opposed to 10% of the cases for
GENITOR. With a larger population size, CLGA performs comparably to GENITOR,
although still discovering 14% more optimal solutions. H1.3.2.4 is therefore accepted
without qualification.

To validate the higher level research hypotheses H1.3.1 and H1.3.2, several points must be
considered. First, it is important to understand that an arbitrary 30 bit combinatorial
optimization problem could be similar to any one of the problems tested. Without prior
knowledge of problem difficulty, assumptions regarding the required duration of evolution
cannot reasonably be made a priori. Consequently, even though it may be observed that
one algorithm outperforms another early in evolution, several additional questions must be
asked. First, how early is early; second, how does the definition of early change with the
size and complexity of the problem; and third, how does this relate to the practical limit on
the number of effective function evaluations allowable for computation? For example, to
say that ESGAT outperforms CLGA early in evolution is not very useful if, not knowing
anything about the problem complexity, both algorithms are allowed to run significantly
longer anyway before termination. This fact is useful only in retrospect, after observing the
long term behavior of both algorithms.

Termination of a GA in optimization usually involves either a computational limit, a "good
enough" assessment of the best-so-far solution (usually associated with an application), or
the use of some sort of convergence criteria to facilitate a cost/benefit analysis of further
processing versus a potential increase in solution quality. In this research and for this set of
hypotheses, a computational limit was set at 0.003 x 2°° effective evaluations. Based on
this termination criterion, the research hypothesis H1.3.1 can be accepted with the
qualification that the CLGA performs significantly better than ESGAT as epistasis
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(problem difficulty) increases, given the stated termination criterion. Similarly, the
CLGA performed comparably to GENITOR on all problems late in evolution, and
significantly better on higher epistasis problems. This suggests that, the research
hypothesis H1.3.2 can be accepted, given the stated termination criterion.
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CHAPTER 6: CONCLUSIONS

The Collective Learning Genetic Algorithm (CLGA) provides a promising new approach
to genetic algorithms that incorporates genotypic learning to guide recombination, in order
to more efficiently and more effectively solve highly epistatic combinatorial optimization
problems. Using a novel combination of collective learning automata and evolutionary
concepts, the CLGA exploits information obtained from the sampling of population
schemata to adapt recombination to the level of problem epistasis. As a highly parallel,
object-oriented algorithm, the CLGA provides a fresh perspective on genetic processing,
opening the door to a vast possibility of intelligent genetic algorithm enhancements. This
chapter summarizes and discusses the main conclusions presented in Chapter 5, outlines
some potential algorithm enhancements, and finally, proposes several avenues for future
work.

6.1 Summary

CLGA performance is independent of feature detector size. Strong evidence was
presented in this research supporting the conclusion that CLGA performance is
independent of feature detector size. This suggests that despite the excellent performance
of the CLGA on highly epistatic problems, the mechanism responsible for its success is not
the capacity to do explicit linkage learning. It may be that there is implicit learning of
linkage by virtue of the mechanism of best-state superposition, but it is unlikely that any
links are explicitly learned. If they were, there would have been a consistent difference in
performance between CLGAs run with a feature detector size of 1 (no explicit linkage
learning possible) and a feature detector size greater than 1.

How could linkage be learned implicitly? Recall that whenever SmartChromosome A
inspects another SmartChromosome B, the states observed by the feature detectors of 4 are
adjusted in tandem for all of the feature detectors, based directly on the observed fitness of
B. In other words, the weights associated with the same set of k-order hyperplanes are
modified each time an inspection occurs for a given SmartChromosome. To see how this
might result in implicit linkage learning, it is worth considering a very simple example.

Assume that a particular SmartChromosome with several feature detectors of size £ = 1,
consistently (over many generations) inspects a "0" with one feature detector and a "1"

165



Chapter 6: Conclusions

with another feature detector. Because all of the feature detectors of a SmartChromosome
share the same experience, the bin weights associated with the two feature detectors in
question will be identical. As a result, they will tend to work in tandem when in
competition with two other such feature detectors in another SmartChromosome that did
not observe the same pattern. The linkage in this case might be learned implicitly as a
consequence of the particular subset of feature detectors contained by the
SmartChromosome, and as a result of the shared experiences of the detectors. An
alternative interpretation of this effect is that the combined set of feature detectors in a
SmartChromosome may be learning how certain sequences of bits are correlated with
string fitness. This may explain more clearly why feature detector size does not matter; for
example, if two bits are correlated with high fitness, then so is either one [Foster, 2001].
The fact that CLGA performance is not dependent on feature detector size (at least for the
relatively small problems studied in this research) is of considerable practical value with
respect to CLGA implementation on larger problems. As discussed in section 5.2.3.2
(Effect of Factors on Time/Space Complexity), this also offers significant flexibility in the
design of CLGA architectures in general, enabling the use of arbitrary size populations.
The primary mechanism behind the CLGA's superior performance on high epistasis
problems however, may be due not to implicit learning of linkage (even if it does occur),
but due to a very interesting characteristic of the best-state superposition process, as
discussed below.

CLGA adapts recombination to the level of problem epistasis. First, note that
inspection in a SmartChromosome amounts to averaging, for each state of a feature
detector, all observed k-order hyperplanes. The defined bits for each hyperplane, are the
bits corresponding to the permutation of bits represented by each state of the feature
detector. As the strings in the population improve, the observations made during
SmartChromosome inspection become more and more biased towards the better strings
evolving in the population. The averages are therefore not true statistical averages of the .-
order hyperplanes for each feature detector, but biased averages as observed in the
increasingly fit population. Any argument suggesting that true statistical sampling is
occurring would be erroneous, but, just as in regular GAs, the effect of selection (in this
case, individual selection) is to bias the sampling procedure. Only in this case, the estimate
of the hyperplane average fitness is explicit, and stored in the feature detectors of each
SmartChromosome. The question then is, why does the CLGA perform well on highly
epistatic and deceptive problems, whereas standard genetic algorithms are misled by the
inconsistency of the implicit hyperplane sampling? That is, why isn't the CLGA misled in
the same manner? The answer is that the CLGA is misled in the same manner, but

competing elements in the CLGA enable it to compensate by naturally making more
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random decisions (essentially increasing an implicit form of mutation) when problem
difficulty is high.

To explain this, consider the accuracy of the information processed by the feature
detectors. As the fitness landscape becomes more uncorrelated, the accuracy of the average
estimates decreases due to the larger variance associated with the fitnesses of the strings
observed by the SmartChromosome feature detectors, despite the steady improvement of
the strings in the population. Recall that the SmartChromosome not only inspects its mate,
but also inspects its new trial solution after interrogation, regardless of its fitness. As a
result, the variance of the average estimate would be expected to be higher for problems
exhibiting higher epistasis, due to the greater probability of inconsistent string fitness with
respect to the bits being observed. Therefore, in any competition between two inconsistent
best states, the probability of one being different from the other would be lower, resulting
in a more random decision between the two (statistically). The result is an algorithm that
makes more intelligent decisions when information is consistent and problem epistasis is
low, and more random decisions when information is less consistent and problem epistasis
is high. Thus, the CLGA is capable of adapting to the level of problem epistasis, by
exploiting information in the population when it can, and benefiting from the randomness

stemming from its uncertainty when it can't.

This interpretation is supported by the "substituted recombination" experiments in section
5.3. Intelligent recombination was not only found to be significant to the operation of the
CLGA independent of all other policies of the algorithm, but it was found to behave
differently with respect to the various operators substituted for intelligent recombination
depending on the level of problem epistasis. The CLGA was observed to behave like
mutation when problem epistasis was high, and comparably to uniform crossover when
problem epistasis was low, strongly implying an ability to adapt to the level or problem
epistasis.

Optimal settings for the CLGA are high cover ratio and low superposition fraction.
Guidelines for operating the CLGA were also presented in this research. Results strongly
suggested that an optimal strategy would be to integrate as many best states from as big of
a selection as possible (high cover ratio, high superposition fraction) early in evolution, and
to relax the superposition fraction as evolution proceeded. Preserving past structure late in
evolution was found to be beneficial to the operation of the CLGA. Of course, the
difficulty is in knowing when to adjust this strategy (a topic for future research). The
recommendation from this research was a relatively high cover ratio with a low
superposition fraction. Choice of feature detector size was dependent on computational
resources, favoring larger feature detector sizes to minimize both time and space
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requirements. Smaller feature detector sizes, it was noted, did provide more flexibility in
the choice of population size.

CLGA performance is comparable to or better than ESGAT and GENITOR over a
large range of problem epistasis. The CLGA demonstrated a significant advantage over
two different types of genetic algorithms on several different types of highly epistatic
problems. Although CLGA performance on low epistasis problems often lagged behind
ESGAT and GENITOR early in evolution, the CLGA never performed worse, and often
performed significantly better than either algorithm late in evolution. Specifically, CLGA
performance on high epistasis problems was particularly noteworthy.

CLGA evolves more slowly but has higher resistance to convergence. The CLGA was
also found to perform quite well with a low population size, showing significant resistance
to convergence as compared to both ESGAT and GENITOR. As discussed in section 5.3,
because the CLGA does not rely explicitly on schemata to modify bits (as do regular
recombination methods that exchange bits between chromosomes), the diversity of the
population schemata does not directly affect the exploratory capabilities of the CLGA.
Potentially any permutation of bits is possible for modifying bits in a string, because the
choice of bits does not rely on the bits being physically present in the schemata of the
population, but is dependent on information stored in the feature detectors. Nevertheless,
the information in the feature detectors is ultimately sampled from the population,
inevitably causing the CLGA to converge due to the monotonically increasing fitness of the
population, albeit slower than more standard genetic algorithm approaches.

There are several valid criticisms of the CLGA. First, it was clear from the experiments in
section 5.3, that the CLGA does evolve more slowly in cases where problem epistasis is
very low, as compared to the other algorithms tested using the same size population.
However, the algorithm's relatively high resistance to convergence may make smaller
population sizes more feasible and just as competitive, particularly considering the CLGA's
superior performance on higher epistasis problems.

CLGA requires greater programming complexity and more computational resources.
A second criticism is the increased complexity of the algorithm. There is no doubt, that
whereas a simple genetic algorithm can be programmed in several days, the programming
of a CLGA takes considerably longer. This, however, is not surprising given the expanded
ability of the CLGA to learn from its environment to more intelligently evolve its solutions.
In addition, the computational overhead associated with the CLGA was found to be
proportional to the square of the problem size. However, considering that in many
applications the time taken to do a single function evaluation is significantly greater than
the string processing time, this may not be of much practical concern. For small values of
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k, the memory requirements for the CLGA were shown to be proportional to the product of
problem size and population.

The primary research hypothesis, that a CLGA is capable of effectively and efficiently
finding high quality solutions to combinatorial optimization problems over a large range of
problem epistasis was therefore validated. This research has introduced a valuable new
paradigm for binary genetic processing, yielding a highly parallel genetic algorithm in a
novel, object-oriented architecture that has been shown to be a viable competitor to several
genetic algorithm approaches.

6.2 Recommendations for Future Work

For a new algorithm, it is not surprising that the list of topics for future work is quite
extensive. The concentration of this dissertation was the development and empirical
analysis of a new type of genetic algorithm. It is quite clear that theoretical analysis of the
dynamics of the CLGA must be forthcoming. As far as the empirical analysis of the
algorithm is concerned, many issues have been raised by this research and several
interesting avenues exist for future work.

Investigation of Non-evolutionary CLGA Models. This research has demonstrated that
learning and evolution can interact synergistically to enhance and direct adaptive
recombination in genetic algorithms. There is, however, more than one way to interpret the
mechanisms at work in the CLGA, and several questions arise. First, how much evolution
is actually taking place in the CLGA? Clearly, the computational model implemented for
the CLGA is based on evolutionary concepts. The information accumulated by the
SmartChromosomes is used to modify the chromosome schemata directly, in a Lamarckian
fashion, and is inherited by the surviving member. The final selection of that member,
however, is somewhat Darwinian, in which only parents and offspring compete to survive
to the next generation. Learning takes place throughout, but the primary mechanism
providing the momentum for solution improvement is a hybrid form of Lamarckian and
Darwinian evolution.

On the other hand, despite the form of the computational model, there is no doubt that
learning plays a key role in the CLGA. Feature correlations appear to be learned by the
SmartChromosomes through observations of other schemata and their fitnesses. Could an
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alternative model be devised that does not rely on evolutionary concepts but is still capable
of learning and making use of observed feature correlations to direct macro-mutations in
schemata? If the fact that observations are made from increasingly fit schemata is
important, then the answer is probably no. Nevertheless, there may be value in further
investigating this possibility.

Investigation of Feature Detector Size Independence of CLGA Performance. Although
strong evidence was presented in this research to indicate that CLGA performance is
independent of feature detector size, additional evidence may be needed to corroborate this
claim. As discussed in the dissertation, because the architecture of the NK-Landscape
model enables the fixing of the exact number of gene linkages, it provides an excellent test-
bed of problems for measuring the effect of feature detector size on CLGA performance.
Although the small problem size (N = 20) did allow fitness normalization (reducing the
variance due to differences in problem optima), it unfortunately resulted in problems that
were foo easy to study the effect of feature detector size on low epistasis problems.
Informal experiments showed that NK-Landscape problems with no linkage, two genes
linked and three genes linked were solved before the effect of different sized feature
detectors could be measured. Consequently, problem instances which stood to benefit most
from the difference in feature detector size were solved too quickly to determine whether or
not feature detector size had a significant effect on performance. An investigation using
much larger problem sizes might require evolution to proceed long enough to enable
differences in performance using different sized feature detectors to become more apparent.

The NK-Landscape model architecture can also be modified to make links between genes
more obvious, perhaps creating problems that are solved more efficiently using different
sized feature detectors. For example, the NK-Landscape problems used in the experiments
had random strengths (between 0 and 1) assigned to gene linkages for all permutations
within each linked set. If, instead, only one permutation out of each linked set were set to
some random value, problems might be generated which would show a significant
difference in performance for different sized feature detectors. For example, a set of two
linked genes might have the following gene-combination/fitness-contribution mapping
(mapping A4): [00, 0.1], [01, 0.4], [10, 0.6], [11, 0.8]. Consider, instead, a set of two linked
genes having the following gene-combination/fitness-contribution mapping (mapping B):
[00, 0.0], [01, 0.0], [10, 0.0], [11, 0.8]. In both cases, the most desirable combination is
"11". However, in mapping A4, feature detectors of size £ = 1 would receive partial
reinforcement from the "O1" and "10" sequences, whereas in mapping B, they would
receive none. Mapping B might therefore result in a more objective comparison between
feature detector sizes k = 1 and k = 2, reducing the variance and resulting in a more
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accurate statistical analysis. Subtle differences in performance which may have been
missed in the dissertation experiments might thus be more readily detected.

Dynamic Adjustment of Superposition Fraction. First, it seems clear that superposition
fraction has a significant effect on the behavior of the CLGA both early in evolution and
much later. As mentioned previously, the dynamic adjustment of superposition fraction
would be extremely useful, potentially accelerating early evolution and making the CLGA
more competitive on low epistasis problems. One possible approach would be to determine
what correlation there is, if any, between the number of generations, the population size
and the rate at which the Cover Ratio Performance Slope changes with time to essentially
predict when superposition fraction should begin to decrease. This would take advantage of
the very positive CRPS early in evolution and avoid the negative CRPS late in evolution,
potentially speeding up the genetic search overall.

Investigation of the Effect of Number of Mates. One parameter that was not investigated,
but may have a significant effect on both inspection and interrogation, is the number of
mates. Increasing the number of mates for inspection could speed up the dissemination of
information, perhaps accelerating early evolution and resulting in more competitive
behavior on low epistasis problems. Increasing the number of mates for interrogation could
improve the quality of the choices made by individuals with respect to string modifications.
There is also no reason why the number of mates for interrogation and the number of mates
for inspection needs to be the same. Furthermore, neither inspection nor interrogation need
be unconditional. For example, only SmartChromosomes with superior strings could be
inspected, or only SmartChromosomes with feature detectors containing low variances
could be solicited for their best states. Clearly, the potential for improving the intelligent
recombination process is significant.

Investigation of the Effect of Combination Ratio. Another parameter who's effect was
not considered at all, was combination ratio, corresponding to the total number of duplicate
feature detectors in the population. The representation independent property of the CLGA
was assumed, provided the combination ratio was an integer greater than one, or very large.
Informal analysis did not show any significant pattern to any possible effect of combination
ratio; however, this does need to be more carefully analyzed and interpreted within the
context of other CLGA parameters.

CLGA Convergence. Another very important topic, virtually ignored in this research, was
the topic of CLGA convergence. The use of directed mutation touched on this issue; it was
found to be useful late in evolution, enabling SmartChromosomes to hill-climb when the
interrogation process led to a solution already stored in its memory. Obviously, this
approach is limited by the amount of memory allocated to remembering both past strings
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and past mutations. An alternative approach would be to detect this stagnation and then to
re-initialize the feature detector bin weights and allow the SmartChromosome to begin
learning anew. In this way, the string is retained, but the SmartChromosome's memory is
wiped clean, enabling it learn potentially new patterns that could be useful in further
improving its string. A SmartChromosome could keep track of whether or not its best states
have been used lately by any other SmartChromosomes it has interacted with. If not, this
can be taken as a sign that the information in its feature detectors is not very useful any
more, also either precipitating re-initialization of its bin weights, or a re-selection of feature
detectors.

Performance Improvement via Coexistence of Best-Seeking and Worst-Seeking
SmartChromosomes. The most obvious difference between the CLGA and other SGA
approaches is that schemata material is not exchanged: only knowledge is exchanged. The
knowledge pertains to the observations that each SmartChromosome makes of various
schemata in its interactions with other SmartChromosomes. Observing low fitness
schemata is just as valuable as observing high fitness schemata because the former
depresses the value of schemata that are bad while the latter emphasizes schemata that are
good. In either case, the information is useful to other SmartChromosomes who are seeking
to make informed decisions about what to do to modify their own chromosomes. The
knowledge in each SmartChromosome is useful regardless of what its own schemata may
be, since its knowledge is based on its observations of others.

Keeping this in mind, a SmartChromosome that seeks to discover only the worst solutions
can therefore reasonably coexist with SmartChromosomes that seek to discover only the
best solutions. A best-seeking SmartChromosome can still query a worst-seeking
SmartChromosome about the best state it has seen so far for each of its feature detectors. A
worst-seeking SmartChromosome on the other hand, can query the best-seeking
SmartChromosome about the worst state it has seen so far. The former can modify its
schemata to try to increase its string's fitness, while the latter can modify its schemata to try
to decrease its string's fitness. Both still benefit from interacting, and continue to benefit
others, but both have contrary goals.

There are two very good reasons why such a scenario would be desirable. First, it
prescribes a very natural solution to helping to solve more difficult deceptive problems.
Even though the CLGA performed well on the deceptive problem tested, further
improvements on this front might be beneficial for solving larger problems. Recall that
deceptive problems can be looked at as being highly epistatic, where intermediate good
schemata mislead the regular progress of the search away from the global optimum. By
allocating some proportion of SmartChromosomes in a population to look for bad

172



Chapter 6: Conclusions

solutions, a SmartChromosome may stumble upon good solutions hidden as a result of the
deceptiveness of the problem.

Second, incorporating a certain proportion of worst-seeking SmartChromosomes may act
as a mechanism for preserving additional diversity. Note that De Jong points out [De Jong,
1993], an SGA (as formulated by Holland) "is attempting to maximize cumulative payoff
from arbitrary landscapes, deceptive or otherwise. In general, this is achieved by not
investing too much effort in finding cleverly hidden peaks (the risk/reward ratio is too
high)." Even though De Jong is referring to SGAs in this case, clearly, a fast, effective
search must take heed of this advice. However, problems in general may contain various
degrees of deception, suggesting that allocating some small amount of resources to "keep
an eye out" for some deception, may be an optimal strategy.

Exploitation of State Variance for Enhanced Decision Making. It is reasonable to try to
extract even more information from the population, by incorporating knowledge of the
variance associated with the best states to further improve a SmartChromosome's decision
making ability. A confidence value could be computed and used to improve the decisions
of the SmartChromosome in instances where bin weights are comparable in magnitude.
Note, however, that since the averages for the best states are computed over the entire
duration of the evolution, it is unclear whether there is any statistical validity to considering
the associated confidence, let alone the assumption of a normal distribution. Nevertheless,
there might be some additional value in considering the magnitude of the variance in the
decisions made.

Parallel Implementation of the CLGA. Although the highly parallel nature of the CLGA
implementation suggests an efficient parallel architecture, the degree of communication for
each SmartChromosome is, in its current incarnation, M-1. As a result, either a cellular
model implementation would have to be explored (topological communication between
SmartChromosomes) or, more likely, some sort of island model for the parallel CLGA. In
such a case, migration of SmartChromosomes between populations could be considered,
involving either the string alone (with a re-initialized SmartChromosome memory) or
SmartChromosome memory alone, to facilitate a transfer of SmartChromosome
information, or some combination of both.

Simplification and Streamlining of the Code Implementation. Despite criticism of its
programming complexity, it must be noted that the algorithm implementation of the CLGA
could be significantly simplified if the size of the feature detector could be assumed to be
one. The research in this dissertation necessarily required a more generalized
implementation, but a very practical version could be programmed for feature detector size
k =1, with approximately one tenth the programming effort. Given that the combinatorics
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of the CLGA for larger problems precludes the use of large feature detector sizes, this may
be a reasonable simplification.

Investigation of Scalability. Finally, the last and possibly the most important topic for
future work, is proving the scalability of the CLGA to larger problems. Given the
independence of CLGA performance with respect to feature detector size, and assuming
this conclusion holds for larger problem sizes, there does not seem to be any
insurmountable problems using the CLGA for larger problem sizes. Informal experiments
have shown comparable CLGA behavior on some larger problems (N ~= 100). However,
judgement will need to be reserved until more significant results are obtained in the future.
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APPENDIX A:
GOVERNING PROPOSITIONS



DEFINITIONS

Definition 2-1 A chromosome is a fixed-length string of symbols over the
alphabet {0, 1}, which encodes one instance of a solution to the
objective function.

Definition 2-2 A chromosome site is a locus or position on a chromosome.

Definition 2-3 Chromosome fitness is the value of the fitness function at the
solution point specified by the decoded constituent parameters of
the chromosome.

Definition 2-4 In proportionate selection [Holland, 1975] chromosomes are
selected stochastically with a probability proportional to their
contribution to the mean fitness function value for the population:
the fitter the chromosome, the more times it is likely to be selected
to reproduce.

Definition 2-5 Elitism is a modification to any selection policy which forces the
GA to retain some proportion of the best chromosomes from
generation to generation.

Definition 2-6 A Standard Genetic Algorithm (SGA) is a GA with or without
elitism that uses a binary problem representation, a (u,A)-ES
selection method, a method of recombination that involves an
exchange of schemata, and a mutation operator.

Definition 2-7 Epistasis is the degree of interdependence between the genes within a
chromosome, given a fixed fitness function and problem representation.

Definition 3-1 A SmartChromosome is an individual of the CLGA population,
consisting of a learning cell and a chromosome string.

Definition 3-2 The best state of a feature detector is the permutation of symbols
corresponding to the bin of the feature detector STM containing the
largest weight.



Definition 4-1

Definition 4-2

Definition 4-3

Definition 4-4

Definition 4.5

An r-CLGA is a CLGA that substitutes a random selection
of best states for intelligent recombination.

An m-CLGA is a CLGA that substitutes mutation only for
intelligent recombination.

A tpc-CLGA is a CLGA that substitutes two-point crossover
for intelligent recombination.

A puc-CLGA is a CLGA that substitutes parameterized
crossover for intelligent recombination.

ESGAT is an elitist GA that uses tournament selection, a two-point
reduced surrogate operator and mutation [Whitley, et al., 1995].



Postulate 2-1

Postulate 4-1

Postulate 4-2

Postulate 4-3

POSTULATES

The correlation between observed and static fitnesses of schemata is
sufficiently strong to enable an optimizing GA to make reasonably
good, informed decisions about the direction of its search.

The cover ratio is the ratio of the union of chromosome sites
monitored by the feature detectors of a SmartChromosome to the
length of the chromosome, given by:

-b) +
Foy = _dk-b) + b 4.1)
N
where: N = problem size (the length of a chromosome string)
d = number of feature detectors per SmartChromosome
b = feature detector overlap
k = feature detector size
The range for the superposition fraction ( sy ) is given by:
k  « y
; S s, S MIN{(m+1)r, ,1} (4.2)

where: N = problem size (the length of a chromosome string)
m =number of mates
Fey = COVer ratio
k = feature detector size

The correlated-update probability (p.,) is the probability that a
particular state in one feature detector will have an update that is
correlated with another state in an overlapping feature detector and
is given by:

b-k

Peu=72 (4.3)

where: k = feature detector size
b = feature detector overlap



Postulate 4-4  The NK-Landscape problem generator, the Multi-modal problem
generator, and the L-SAT problem generator generate problems
which are reasonable representatives of non-separable, epistatic

combinatorial problems.

Postulate 4-5  An ugly order-3 fully deceptive function is a reasonable example
of'a GA-hard separable combinatorial optimization problem.

Postulate 4-6 The NK-Landscape (neighborhood model) 20-bit problem
generator is a reasonable testbed for analyzing the effect of
CLGA parameters on algorithm performance.

Postulate 4.7  ESGAT is a reasonable representative of an SGA.

Postulate 4.8  GENITOR is a reasonable representative of a (u+A)ES type GA.

Postulate 4-9  Effective evaluations (v) is the estimated number of function

evaluations made in G generations, given by:
v =MG (4.5)
where G = number of generations

M = population size

Postulate 4-10 Normalized Average Best-so-far string Fitness (NABF) after v

effective evaluations is given by:

J
. i Gby)
NABF,= z (4.6)
=1 5@
where b, = best string afterv effective evaluations

solving random problem;
q; = optimum string for random problemny
J; (x) = fitness of stringx for random problem;
J  =total number of random problems



Postulate 4-11 Percent Optima Found (POF) after v effective evaluations is

given by:
J
POF,= & Z i x 100% 4.7)
j=1
1if b =g;
where 4 =
0 otherwise
yb; = Dbeststring after v effective evaluations
solving random problem j
g; = optimum string for random problem j
J  =total number of random problems

Postulate 4-12 The Composite NABF after v effective evaluations is given by:

L

¢NABF, = Z , NABF, (4.8)
I=1

where ;NABF, = normalized average best-so-far fitness
on problems with level / epistasis after
v effective evaluations

L = total number of epistasis levels

Postulate 4-13 The Composite POF after e effective evaluations is given by:

L
¢POF, = Z ,POF, (4.9)
I=1

where ;POF, = percent optima found on problems
with level / epistasis after v effective
evaluations
L = total number of epistasis levels



Postulate 4-14 The Unit Computation Time (UCT) is the computation time in
seconds per chromosome per generation, given by:

T
UCT = — (4.10)
MG

where 7 = total computation time in seconds
on a 500MHz G4 Macintosh
with an 8MB software cache

G = total number of generations

M = population size

Postulate 4-15 The Unit Space Complexity (USC) is the number of bytes
required for the chromosome data structure.

Postulate 5-1  The Cover Ratio Performance Slope (CRPS) is the slope of the
linear regressed line of NABF plotted against cover ratio for a
given superposition fraction, population size, problem epistasis,
and feature detector size.



Assumption 4-1

Assumption 4-2

Assumption 4-3

Assumption 4-4

Assumption 4-5

Assumption 4-6

ASSUMPTIONS

A value of 1 for the combination ratio is necessary for the
CLGA to be effective.

Feature detector overlap is not a significantly relevant parameter
for CLGA operation.

For a 20 bit NK-Landscape problem, K =2, K = 6, and K = 10
correspond to low, medium and high epistasis problems
respectively.

For a 30 bit NK-Landscape problem, K =5, K = 10 and K = 15
correspond to low, medium and high epistasis problems
respectively.

For L-SAT problems [L,C] = {[3, 200], [3, 1200] and [3, 2400]}
correspond to low, medium and high epistasis problems
respectively.

For Multi-modal problems, R = 1 (one peak), R = 250 (250

peaks) and R = 500 (500 peaks) correspond to low, medium and
high epistasis problems respectively.

FACTS

Fact 4-1 Performance analysis of the CLGA is restricted to SmartChromosomes

mating with only 1 other SmartChromosome.

Fact 4-2  Performance analysis of the CLGA is restricted to SmartChromosomes

with a history length of 4.



APPENDIX B:
A SURVEY OF GLOBAL OPTIMIZATION TECHNIQUES

This survey is available by request or can be obtained from the UMI thesis publication.



APPENDIX C:
RAW DATA
(SELECTING REASONABLE OPERATING POINTS FOR THE CLGA)

The following table data is available by request, or can be obtained from the UMI
thesis publication:

Table C-1: Raw data showing NABF and POF values for 10 evaluation marks over all
treatments (for all 20 bit NK-Landscape problem experiments - G1.1.1)

Table C-2a: Percent confidence that CLGA performance differs for feature detector
sizes k=1 and k=2

Table C-2b: Percent confidence that CLGA performance differs for feature detector
sizes k=1 and k=3

Table C-2¢: Percent confidence that CLGA performance differs for feature detector
sizes k=2 and k=3



APPENDIX D:
CLGA Software Implementation

Source code for the CLGA is available either by request, or can be downloaded from my
website at http://www.seas.gwu.edu/~riopka/CurrentResearch.html. Of course this website
might not be valid forever, in which case you might try the GA Archives at NRL at
http://www.aic.nrl.navy.mil/galist/src/. Yes the CLGA is a little involved, but I have done
my best to keep to an object oriented design, with detailed code documentation throughout.
The code I have provided has everything you need to run the CLGA on any PowerMac
computer, which can also be recompiled, provided you have a CodeWarrior compiler
available to you. I have also provided a set of README documents that can guide a
beginner through several useful examples. Unfortunately, I cannot supply you with an
integrated set of code for any other platform, but hopefully, I have provided enough
information to enable you to adapt it yourself. The program is really best suited for batch
runs, and is designed to make use of several configuration files, so adapting it should be
relatively easy (although the MAC version does contain a friendly user interface and some
engaging graphics for single runs).

Briefly, the CLGA consists of five major C++ classes:

GABaseSupport (abstract class containing common code for all GAs)
IntelligentGA (CLGA controller)

SmartChromosome (class implementation for the CLGA individual)
STM (class implementation for collective learning STMs)
StandardGA (SGA/GENITOR controller)

Figure D-1 on the next page is a screen capture of the CLGA status window for an example
run.
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